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Executive Summary 
We present algorithms for the automatic generation of facilities intended for 
dynamic verification—HDL simulation monitors (also known as checkers) and 
trace analyzers—from properties written in Property Specification Language 
(PSL). 

This deliverable presents a full development flow from basic algorithms and 
optimizations to descriptions of tool prototypes. 

Purpose 
The purpose of this document is to describe the optimized algorithms for dynamic 
verification derived in the framework of Deliverable 3.2/5. 

Intended Audience 
This document is intended for anyone who is using PSL for generating HDL 
simulation monitors and trace analyzers.  

Background 
Functional verification continues to be a major challenge in the design 
development process, and dynamic verification (simulation) remains an important 
tool for making sure the design performs as it should.  

As opposed to static verification (e.g., formal verification), where the target is to 
prove the correctness of the design under test against the specification, the target of 
simulation is to find bugs. Simulation cannot prove correctness, because, for this 
purpose, infinitely many simulation runs may be required. The ability of the 
simulation to find bugs strongly depends on the quality of the simulation 
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environment—the facilities for generating the possible design behaviours (drivers) 
and the facilities for testing the simulation results (monitors).     

Writing good simulation monitors is a very difficult and time-consuming task. The 
industry of EDA tools provides a wide variety of tools supporting different 
simulation targets (drivers, assertions, coverage, etc.), whose aim is to make the 
writing of the simulation environments easier. One of the possible directions for 
this effort is to adopt a high-level specification language for this purpose. 
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Glossary 
 

 

Acyclic graph  

A graph that has no paths, such that the first and the last vertexes in the path 
are the same.  

        Assertion 

A property that is expected to hold on a specific design. 

Assignment 

A mapping between the set of state variables to the set of variable domains, 
which maps for each state variable, a value from its domain.  

Assumption 

A property that is supposed to hold on a specific design. 

Checker   

 See Simulation Monitor 

DNF 

A logical formula consisting of a disjunction of conjunctions where no 
conjunction contains a disjunction, e.g., the DNF of (A or B) and C is (A and 
C) or (B and C). 

DTS (Discrete Transition System) 

A computational model representing a program that implements a finite state 
machine. Defined in Chapter 2. See also [2].   

HDL (Hardware Description Language)  

One of several specialized high-level languages used by semiconductor 
designers to describe the features and functionality of chips and systems prior 
to handoff to the IC layout process. HDL descriptions are used in both the 
design implementation and verification flows. Currently, the two standard 
HDLs in use worldwide are Verilog HDL and VHDL. Several proprietary 
HDLs also exist, mainly for describing logic that is targeted for vendor-specific 
programmable logic devices. 

HDL concur rent statement (assignment) 

An HDL statement that is executed concurrently with other statements in the 
block. For the assignments, the value assigned to the left hand side of the 
assignment is considered to be valid at the next time point. See also [5] and [6].    

             HDL event-based process 

An HDL block of statements that are executed sequentially. The block is 
activated every time the corresponding event is evaluated to "true". The HDL 
event-based process is itself an HDL concurrent statement. See also [5] and [6].   

 
Invariant 

A Boolean expression that should be true throughout the whole execution. 
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Logical implication ( �|  ) 

A relation between two Boolean expressions. One Boolean expression logically 
implies another Boolean expression if and only if for every assignment, if the 
assignment models the first expression, then it necessarily models the second.  

Logical independence 

A relation between a Boolean expression and a state variable. The Boolean 
expression is independent of the state variable if and only if there exist two 
assignments, each of which maps the state variable to the different values and 
both model the Boolean expression. 

Modelling ( �| ) 

A relation between an assignment and a Boolean expression. The assignment 
models the Boolean expression if and only if the Boolean expression is 
evaluated to "true" under the mapping of the state variables.  

NFA 

A non-deterministic finite automaton. Also referred as a non-deterministic 
finite state machine. See also [4]. 

        Simulation monitor  

An HDL code unit that runs with the design in the simulation, checks the 
design under test for the user defined property, and reports an error if the 
property is violated. Sometimes also referred to as an online monitor.  

    Trace analyzer  

An executable code unit that reads the simulation results given in the format of 
a trace file, checks the trace for the user-defined property. and reports an error 
if the property is violated. Sometimes also referred to as an offline monitor.   
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1  Introduction 

The increasing complexity of hardware systems today demands a sophisticated 
design and test methodology. System design verification continues to be a major 
challenge, and simulation remains an important tool for making sure that 
implementations perform as they should.  

The goal of the PROSYD project is to enhance the hardware verification flow via 
the high level Property Specification Language (PSL) based tools. Originally, PSL 
was invented for the purpose of model checking. There is still a growing demand 
for the application of this language in simulation techniques, because of its high 
expressiveness and flexibility.  

Simulation monitors (also known as checkers) are an important tool for making 
sure that design implementations perform as they should. In this deliverable, we 
present algorithms to automatically generate HDL monitors from PSL formulas. 
During simulation, the checker analyzes the simulation results (traces) and reports 
any violations of the PSL formula. Like any other simulation-based approach, the 
checker can only disprove the PSL formula (if a violation is found), but it can 
never prove it conclusively, as that may require analyzing infinitely many traces. 

Trace analyzers are another tool for observing simulation results. Trace analyzers 
can be viewed as simulation monitors that run offline, after the simulation, and 
examine the simulation results provided in the format of a trace file.  

This report describes the algorithms for generating and optimizing the simulation 
facilities mentioned above, from a specification written in PSL. The report is 
divided into five parts, each of which fulfils a different objective. Chapter 2 
describes the generation of a simulation monitor from PSL properties and serves as 
a basis for Chapters 3 and 4. Chapter 3 describes the optimization of the algorithms 
for generating simulation monitors, based on initial knowledge about the behaviour 
of the simulation environment. Chapter 4 describes the generation of a trace 
analyzer, using the intermediate results of simulation monitor generation. Finally, 
Chapter 5 aggregates the previous chapters into the description of the tools based 
on the algorithmic framework provided in this report. These tools will be 
implemented in future PROSYD activities.   
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2  Generating a Simulation 
Monitor 

Overview 
This section describes a tool for creating simulation monitors (checkers) from a 
given set of PSL [7] properties, for dynamic verification. A simulation monitor 
(checker) is a code that implements a PSL property and can be evaluated 
dynamically at simulation time, reporting an error on each violation of the original 
PSL property. In the rest of this report, we will use the term "checker" as well as 
"simulation monitor". 

The algorithms described in this section are based on the algorithms implemented 
in the IBM FoCs tool. [1] 

Figure 1 shows the full flow of simulation involving the generation of simulation 
monitors (checkers): 

 
Figure 1: Flow of simulation with simulation monitors (checkers) 

The user takes his/her PSL properties, loads them into the checker generator, 
generates HDL monitors, connects them to the design or to the simulation 
environment, and runs the simulation using test programs.  

The checker generator produces checkers, which report an error for each violation 
of the original PSL property. The subset of PSL properties that can be efficiently 
translated into checkers is provided in the next section. 
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The checker generator translates a PSL property into an HDL monitor as follows. 
The checker generator implements the PSL property using a computational model 
that represents a non-deterministic finite automaton (NFA), and using a simple 
AG(p) assertion where p is a Boolean expression [1], which observes the monitor 
failure condition. 

The NFA is converted into a computational model (DTS, described in the 
following sections) which defines the deterministic behaviour of the variables used 
for the NFA implementation. The DTS is, in turn, translated into HDL code, which 
implements it. The detailed description of the conversion of the NFA into the 
computational model is provided later. 

Preliminaries 

Logic 

This research report refers to LVRLTL , the subset of safety PSL formulas that can 
be detected by a non-deterministic finite automaton on finite words whose size is 
linear in the size of the given formula. In [10], a technical report which is part of 
this deliverable, we provide the reduction of formulas in this subset to a regular 
expression, capturing the set of executions violating the formula. This regular 
expression can then be translated into an NFA, as described in [2]. We refer to the 
resulting NFA as the NFA representation of the property. 

Definition of LVRLTL : 

Let b be a Boolean expression, r be a regular expression and 21,, fff  be the 
LVRLTL  formulas. Then the following are also LVRLTL  formulas: 

fr
fbWfb
fbfb

fX
ff

r
b

�
���
����

�

|  .7
)( )(  .6
)()(  .5

!  .4
  .3
  .2

!  .1

21

21

21
 

Simulation monitors are created from the PSL "assertions"—properties notified by 
the verification directive "assert".  

Discrete Transition System 
A finite state program that implements the NFA will be represented by a discrete 
transition system (DTS) [2]. A DTS is a symbolic representation of a program that 
implements a finite automaton for finite or infinite words. The definition of a DTS 
is derived from a fair discrete system (FDS) [3]. 

A DTS 	  is a tuple 
��
 ,,,, AV � : 

�  }{ ,,
1 n

vvV �� : a finite set of state variables over possibly infinite 

domains. We define a state s to be an assignment to each variable Vv � of 
a type-consistent value ][vs  in its domain. We denote by V�  the set of all 

states. Let VU � be a subset of state variables. We denote by ][Us  the 

assignment to each variable Uu � . We will use the notation sfor ][Vs . 
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�  � : the initial condition. This is an assertion that describes the initial states 
of the DTS.   

�  � : the transition relation. This is an assertion )',( VV� that relates a state 

Vs �� to a state Vs ��' by referring to both primed and unprimed 

versions of the state variables. 

We define a state 's  to be a 	 -successor of s if )',(|', VVss ���
 . We define a 

run of the DTS to be a finite or infinite non-empty sequence  �10: ss�  of states 

satisfying initiality: ��|0s  and consecution: for each �,2,1,0�i , 1�is  is a 	 -

successor of is .  

�  A : the accepting condition for the finite words. This is an assertion that 
describes the accepting states for runs of the DTS, satisfying finite words. 

Let VU � be a subset of the state variables. Let UB  be the set of Boolean 

expressions over U . Let nbbbw �10�   be a finite word over UB . The run 

�� nsss 10:�  is said to be satisfying w  if  ,i�  ,0 ni ��  i
i bs �| . The run �   

is said to be accepting w  if �  satisfies w  and 1�ns  satisfies A .                  

�   },,{ 1 kJJ ��
  – the justice accepting condition for the infinite words. 

This is a set of assertions describing the sets of the accepting states for runs 
of the DTS, satisfying infinite words. The justice requirement 
�J  
stipulates that every infinite computation contains infinitely many states 
satisfying 
 . 

In this paper, we discuss the automatons that accept only finite words. Thus, in the 
DTS we will present, always ��
 .  

Let 	  be a DTS. Let VU � be a subset of state variables. Let sbe a state of 	 . 

We define the behaviour of U by 	 , ][UB	 in the following way: 

}  ofsuccessor - a is ' |][' {    ][
}| |][ {    ][

ssUsUB
sUsUB

s
N

init

	�
���

	

	  

We say that 	  defines deterministic behaviour of U if 1|][| �	 UBinit and for every 

state s, 1|][| �	 UBs . 

Algorithm 
A PSL property is represented by a non-deterministic finite automaton on finite 
words—NFA �
 AQQB ,,,, 0 �  [2,4,10]. 

Example 1: 

Consider the property :}{|} ; ; [* ]; { dcba �  

The NFA representation of the property is: 
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NFA: �
� AQQBN ,,,, 0 �  

)},,(),,,(),,,(),,,(),,,{ (
} {    } {    }  , , , {

5443322111

5104321
qdqqcqqbqqaqqtrueq

qAqQqqqqQ
��

���
�  

 

This naïve representation has two disadvantages: 

1) When implementing a simulation monitor, we should examine the state of the 
automaton, in order to provide an error message when the automaton reaches 
its error state (State 5 in Example 1). However, in HDL concurrent processing 
we can examine the state only on the next time unit after it was updated—the 
monitor reports an error one time unit after the actual error occurs. 

2) The error state (the accepting state of the automaton) is redundant, because we 
can examine whether our monitor reached its error condition by examining the 
edges that led to the error state. 

In order to overcome these disadvantages, we will replace the error state by the 
specification: the set of pairs (state, condition), where the state is an accepting state 
of the automaton and the condition is the condition that must hold when the NFA 
reaches the corresponding accepting state. 

}),,(    | ),{ ( ����� jiijii qpqAqpqspec  

The representation of a PSL property using the NFA and specification is shown in 
Example 2: 

Example 2: 

Consider the property :}{|} ; ; [* ]; { dcba �  

The NFA representation of the property is: 

 

NFA: �
� AQQBN ,,,, 0 �  

)},,(),,,(),,,(),,,{ (
} {    } {    }  , , , {

43322111

4104321
qcqqbqqaqqtrueq

qAqQqqqqQ
�

���
�  

The specification: ),( 4 dq  

 

 1  2  3  4 
a 

true 

b c 

 5 

!d 

 1  2  3  4 

a 

true 

b c 
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The property is translated into HDL (Verilog/VHDL) code, which can be used in 
simulation. 

 

The algorithm for creating a simulation monitor is:  

1. Implementing the NFA using the computational model (DTS). The DTS 
implementation must define the deterministic behaviour of the set of its state 
variables. 

2. Representing the DTS as a sequence of statements and constructing the 
)( pAG  failure condition from the specification (spec). 

3. Coding the sequence of statements that represents DTS and the failure 
condition in Verilog/VHDL. The result is a program that implements the 
original PSL property.  

We use the DTS for symbolic representation of the program that implements the 
NFA. Using the DTS, we define the additional state variables that are needed to 
implement the NFA in the HDL code and the restrictions on the behaviour of these 
state variables at every time point. In order to be implemented, the DTS we 
construct must define a deterministic behaviour for every additional state variable. 
We assume that there is another computational model, representing the design, 
which defines the deterministic behaviour for all the other state variables.   

Constructing a DTS from an NFA 
Given the NFA, whose alphabet is a set of Boolean expressions over a given set of 
variables, we can construct the corresponding DTS. 

Constructing the DTS 
The DTS we construct represents a program that implements the NFA. The 
program receives as an input a finite sequence of assignments to the variables in 
the variable domain and performs transitions on the NFA it represents. We will 
define a set of additional Boolean state variables, },,{ ||1 QuuU �� . Each Boolean 

variable iu  will correspond to the state iq  of the NFA. The variable iu  

corresponds to a state iq  in the NFA in the following way:  

�  when the sequence of the NFA transitions performed by the program leads 
to the state iq  the state variable iu  receives the value '1'.  

�  Otherwise, the state variable iu  receives the value '0'.  

�  If there are unreachable states in the NFA, (there is no transition in the 
NFA transition relation that leads to these states) then the corresponding 
state variables receive the value '0' on every state of the program.  

 

Formal definition: 

Let V be a set of state variables and B be the set of the Boolean expressions over 
these variables. Let �
� AQQBN ,,,, 0 �  be the NFA. Let },,{ ||1 QuuU ��  be a 
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set of new variables over domain }1,0{ , such that ��� UV . Then the DTS 

representing the N is the tuple �
�
 NNNNN AV ,,,, � , as shown in Figure 2: 

  

 UVVN ��          i
QqQii

i
QqQii

N uu
ii

���
��������

�� �
}||1::{}||1::{ 00

 

i
AqQii

N uA
i

�
����

�
}||1::{

              ��
 N  

21

'

}),,(||1:
||1::{

2

'

}),,(||0:{

'

}),,(||0:{
}),,(||1:

||1::{

1

)(
          

)

(

))))((((                                

)))(((

NNN

i

qqQij
Qii

N

ijijj
qqQjj

ijij
qqQjj

qqQij
Qii

N

u

uuu

uu

ijij

ijij

ijij

ijij

���

�

�

��

��

��

��
��

��

��

������

���

�

�

������
���

����

����
�����

���

�

� �

 

Figure 2: Components of the DTS 

 

Example 3: We will continue the example from the previous section: 

                     Reminder: the property is }{|} ; ; [* ]; { dcba �  

 

 

))))((()))(((           
)))((()))((((          

          
))()()()((

        },,,{},,{

4

'
433

'
322

'
211

'
111

'
43

'
32

'
21

'
11

43214321

uA

ucuuubuu
uauuutrueuu

ucuubuuauutrueu

uuuuuuuucbaV

N

N

NN

�

��������������
��������������

�
������������

����������

�

      

          

Proof of Correctness 
The DTS we build represents a program that receives a finite sequence of the 
assignments to the variables in the variable domain. It accepts this sequence if and 
only if it satisfies the PSL property that is represented by the NFA.  

The sequence of assignments satisfies the PSL property, in terms of NFA 
representation of the property, if there is a word in the language of the NFA 
(remember, the language of the NFA is over the set of Boolean expressions) with a 
one-to-one mapping between the assignments to the Boolean expressions that are 
letters of the words (preserving the order of assignments and letters), such that 
every assignment models the corresponding Boolean expression. The assignment 
can be written as a Boolean expression also, using a conjunction of the equalities 
between the variable and its value. Such a Boolean expression is maximal: for 
every other Boolean expression, it logically implies ( �|  ) the expression itself or 
its negation.  
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In addition, to make the DTS available for implementation, it must define a 
deterministic behaviour of the state variables in U , because these variables are the 
additional variables used by the program represented by the DTS for the 
implementation of the automaton. 

     

Definition: Let �
� AQQBN ,,,, 0 � be an NFA, nbbbw �10�  is a word over 

B . We say that w  semantically belongs ( sem� ) to )(NL  if there exists a path 

P on N , 
f

n
iii qqqP ���� ��� �1

1

0

0
 such that 00

Qqi � , Aq
fi �  and for 

every jjbnjj � | ,0 , ��� . We say that the path P is the semantically accepting 

path of w . 

The intuition behind this definition is that we want our NFA to accept not only the 
words that consist of the Boolean expressions on the accepting path, but also the 
words that consist of the Boolean expressions that logically imply the expressions 
on the accepting path. For example, consider the NFA we showed in Example 2. 
This NFA accepts words of kind: " cbatruetrue ,,,,,� ". Using the definition for 
the "semantically belongs", this NFA also accepts words like, for example: 
" baccbbatruetrueatruetrue ����� ,,,,,,,,, �� ".  

Definition: We denote the set of maximal Boolean expressions, maxB  as: 

} ' |or  ' |  ,'  |   { bbbbBbBbBmax �������  

The reason for this definition is that each state of the computational model we use 
gives semantic value to every variable in Boolean expressions and thus there is a 
maximal Boolean expression that is modelled by the state. 

Lemma 1: Let nbbbw �10�  be a word over maxB . Let ��� 10: �nnk ssss�  

be a run of  N	 , accepting w . Then for every 10 , ��� nii , for the suffix 

nini bbw �1���  of w , there exists path fj qqP nin ���� �� �1:  on N such that 

Aq f � , 1][1 ���
j

in us  and llbnlinl � | ,1 , ������ . 

Proof: By the induction on || iw : 

Basis:  

0 || �iw  ��� iw   

f
n

fi
AqQii

n
N

n usAqQffusAs
i

��������� �

����

�� � | , |,|0 ,    |    | 1

}||0::{

11   

�  The path is 1][ , 1 �� �
f

n
f usqP  

Step: 

Assume that the lemma is true for iwi �|| : fj qqP nin ��� �� �� �1: on N such 

that 1][  , 1 �� ��
j

in
f usAq  and llbnlinl � |  ,1  , ������  

�  is a run of N	  

1][ ,|,    |, ,0 ,  1211 ���
���
���� ��������
j

in
N

inin
N

inin usssssnii ��  
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  ),,( ,(1)  �� ���� jljll qqQq  

j
in

j
in usus ��� ���� |(2)    1][ 11  

  | (3)
 ,: ispath    the1,][    |  ,),,( ,

     ))(( |,
   |,    |,

)1(1

}),,(||1:{

1

(2)111

lj
in

fjll
in

l
in

jljll

in
jkj

in
k

qqQkk

inin
N

inin
N

inin

s
qqqPususqqQq

uuss
ssss

ij

jkjk

�
��

�
��

�
��

�
���������

�����

���
���


�

��

���

����

���

������

�
�

Suppose, ) |( ljinb ��� � . ) |(    ljinmaxin bBb ����� �� . 

�  accepts w   �   lj
in

ljinin
in sbbs �� ������ �

��
� |     | ,| . On the other hand, 

from (3), lj
ins ��� |   �   contradiction. 

 

Proposition 2: (Correctness of the construction) 

For each nbbbw �10�  over maxB , such that for each i , ni ��0 , 

)( falsebi �� , )(NLw sem�  if and only if N	  accepts w . 

Proof: 

�  �  

For each j , ||0 wj �� , )( falseb j ��   �   there exists ! "Vs
jb

 such that 

! " jb
bVs

j
�|  

For each ,k  ||0 wk ��  we build the state ks  as follows: 

,Vv ��  ! " ! "vsvs
jb

k �  

#
#
$

#
#
%

&

����� ������

��� �

otherwise

 and | ,10 ,       

 || such that of:path  exists there

   0

 ,      1

][  |,|0 ,    ,0
0

10

0

iijji

ii

i
k qqusQii k

k

k

bkjjQq

kPNqqP

�

��
�

 

Claim: The sequence 110 �� nk ssss ��� , where ks  is defined as shown above 
is a run of N	  acceptingw . 

Initiality:  

    From the construction of 0s :  

              

N

iQqQiiioi

iQqQiiioi

s

uuQqQii

uuQqQii

i

i

���

��������

�������

����

���� �
�

|  

     0    |,|0 ,

     1    |,|0 ,

0
}||1::{  

}||1::{  

0

0

 

Consecution: 

    From the construction: 21 |, N
kk ss ���
 �  
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    Let 1, �kk ss  be two consecutive states in� . Assume that 1�ks  is not a N	 -

successor of ks   �   N
kk ss �'�
 � |, 1   11 |,   N

kk ss �'�
� �  

          (  

||1 , Qii ��� , such that  

))))(((()))(((| 1

}),,(
||0:{

1

}),,(
||0:{

1
,

�

��
���

�

��
���

� ��������'�
 �� � k
iji

k
j

k
j

qq
Qjj

k
iji

k
j

qq
Qjj

kk uuuuuss

ijijijj

��
����

          (  

))))((((

)))(((|

1

}),,(
||0:{

'1

}),,(
||0:{

1
,

                   �

��
���

�

��
���

�

������

������


�

�

�

�
k
iji

k
j

k
j

qq
Qjj

k
iji

k
j

qq
Qjj

kk

uuu

uuss

ijij

ijij

�

�

��

��        

    (  

    By the logic transformations, we get: 

(1) 1

}),,(||0:{

1 ))((|, �

����

� �����
 � k
iji

k
j

qqQjj

kk uuss
ijij

�
��

  

=> jij
k

ijij usqqj ��� �'�� |  ,),,( ,  and i
k us �� |1  

or 

(2) 1

}),,(||0:{

1 ))((|, �

����

� �����
 � k
iji

k
j

qqQjj

kk uuss
ijij

�
��

 

=> jij
k

ijij usqqj ��� ���� |  ,),,( ,  and i
k us '� |1  

    Assume (1) => i
k us �� |1  => 1][1 ��

i
k us  => from the construction, there 

exists a path ij qqqP kk

i
�� � ��� 10

0
: �  on N , such that 1|| �� kP .  

jqqP k

i
�� � 10

0
: �� �  is also a path on N , such that kP �||  => from the 

construction, 1][ �j
k us  => j

k us �| . Also from the construction, 

k
k

kkk
k sbbs �� ���� |     | ,|  => kj

k us ���|  => contradiction. 

    Assume (2) => jij
k

ijij usqqj ��� ���� |  ,),,( ,  => j
k us �|  => 

1][ �j
k us  => from the construction, there exists a path jqqP k

oi
�� � 10: �� �  

on N such that kP �|| . �� �),,( ijij qq  => there exists a path 

iji qqqP jik ��� � ��� 10

0
: �  such that 1|| �� kP . Suppose, 

ji
k

k
k

jikmaxkjik sbsbBbb ��� ���������� |    |  . |     ), |( . But ji
ks ��|   

jikb � |  ��  and llbkll � | ,11 , �����   => from the construction, 

1][1 ��
i

k us  => i
k us �� |1  => contradiction. 

    From the above, N
kk ss ���
 � |, 1  

Satisfaction: 
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    From the construction: '|  |,|0  , k
k bswkk ����  

Acceptance: 

      )(NLw sem�  

              (  

    There exists a path fi qqqP n ��� ��� �10

0 1:  on N such that  

     (1) 1 || �� nP  and (2)   Aq f �  

           ()1(  

     From the construction, (3)   |    1][ 11
f

n
f

n usus ��� ��  

       ()3(),2(  

      |
}||1::{

1
i

AqQii

n us
i

�
����

� �  

               (  

      |1
N

n As ��  

Conclusion: The sequence � defined before is a run of the N	 that accepts w  => 

N	  accepts w  

 

( ) )  

By the Lemma 1: there exists path fii qqqP n ��� ��� �1

2

0

1
:  of N such that 

Aq f � , 1][
1

0 �ius  and i | ��ib  for every nii ��0 ,  

Claim: The path P  is the semantically accepting path of w . 

By the Lemma 1, Aq f � ,   | ,1 , iibnii ����� . We will show that 01
Qqi �  

and this will prove the claim.  

� is a run of N	  0
0000

111
    | ,|   1][ ,|  Qqussuss iiNiN ����������   

Conclusion: )(NLw sem�  

 

Proposition 3: Let N	  be defined as above, U  is a subset of state variables as 

shown in the definition. N	  defines deterministic behaviour of U . 

Proof: 

From the construction, 1|][| �	 UBinit .  

Suppose, there existss, such that 1|][| *	 UBs  

.0]['' ,1][' 
 ].['']['  |,|1 ,    ]['']['  ,'','  

generality of loss awithout 
 Supposesuch thatsuch that

��
'����'��

ii

ii
usus

ususQiiUsUsss
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jijijijijij
qqQjj

iNiNN

usqqQjjuuss
usssusssss

ijij

����
��

��

�����������

����
����
�	

�
����

| ,),,( |,|1 ,    ))((|',
    |' ,|',     1][' ,|',     ofsuccessor - a is '

'

}),,(||0:{

1

1][    |    ))((|'',  

)))((( |'',  
| ,|'',    ),,( |,|1 , ,|'',

''''''''

}),,(||0:{

''

}),,(||0:{

1

��������
�

������'�
�
����
�������


�
�

����

����

iiijij
qqQjj

ijijj
qqQjj

jijNijijN

ususuuss

uuuss
usssqqQjjss

ijij

ijij

�

�
�����

��

��

 

and this is a contradiction. 

Conclusion: 1|][| �	 UBinit and for every state s, 1|][| �	 UBs  �   	  defines 

deterministic behaviour of U . 

Representing the DTS by the Sequence of 
Statements 

Reminder from the previous sections: 

The PSL property is provided by the NFA �
� AQQBN ,,,, 0 �  and the 

specification set spec, which represents a failure condition of the property. The 

NFA N is represented by the DTS �
�
�	 NNNNNN AV ,,,, �  

 

This section describes the implementation of the DTS that can be coded using HDL 
(Hardware Description Language)—VHDL [5] or Verilog [6]. In the 
implementation we provide, the sequence of time points on which the monitor runs 
is defined by the cycles of the simulation, for example clock cycles. We also 
distinguish between two stages of the simulation:  

�  reset stage – used for initialization of the state variables and 

�  normal stage – the run of the simulation apart from the reset stage. The 
monitor reports an errors, if exists, only at the normal stage of the 
simulation. 

The implementation of the DTS consists of the definition of the behaviour of the 
state variables that have been added to the set of variables of the original NFA. 
Recall the set of the state variables we defined in the previous section for the DTS 
representation of NFA: 

                                          },,,{ ||21 QN uuuVV ���  

For the implementation, we need to define the behaviour of ||1 ,, Quu � . 

For every state variable u , we will define two functions: init(u) and next(u), with 
the following semantics: 

�  Init(u) – the value of u at the reset stage of the simulation 

�  Next(u) – the value of u at the normal stage of the simulation. 

The definition of the init and next functions is a straightforward derivation from 

NN � and � , accordingly: 
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Recall that for every iu , there is a corresponding iq  in the NFA (the definition is 

given using pseudo-code): 

0 else                

1 then )( if  )(
0 else               

1 then  if )(

),,(

0

jij
qq

i

ii

uunext

Qquinit

ijij

�
��

��

��

�
�

 

In addition, we define a monitor assertion, MA, using the specification of the 
property. Remember, the specification (spec) is a set of pairs (state, condition), 
where state is the accepting state of the NFA and the condition is the condition that 
must hold when the automaton reaches this accepting state: 

))(( 
)),((

ii
specpq

puAGMA
ii

�� �
�

 

The next function of every iu  and the MA are evaluated at every time point (cycle) 

during the normal stage of the simulation. 

 

Example 4:  

We continue the example we started in the previous sections: 

Reminder: the property is }{|} ; ; [* ]; { dcba �  

0 else                 
1 then  if )(

0)(

0 else                 
1 then  if )(

0)(

0 else                 
1  then  if)(

1)(

23

3

12

2

11

1

buunext
uinit

auunext
uinit

trueuunext
uinit

��
�

��
�

��
�

 

) ( MA 

 0 else                  
1 then  if)(

0)(

4

34

4

duAG

cuunext
uinit

��

��
�

 

 

Coding the Simulation Monitor 
The simulation monitor is coded as a standalone HDL unit, which should be 
instantiated in the simulation environment or in the design under test. The interface 
of the HDL unit is the set of the variables in V , with two additional signals: clock 
and reset.  

�  The clock signal is a clock edge on which the property should be evaluated.  

�  The reset signal is signal that defines the reset stage of the simulation. 
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The set of additional state variables (U ) for the monitor implementation is coded 
using the register (bit vector), one bit per variable. Each one of the bits in the 
register is evaluated at every time point, using its next function at the normal stage 
of the simulation and using its init function at the reset stage of the simulation. All 
the evaluations are performed concurrently. The full behaviour of state variables 
(init and next functions) is encapsulated by the clocked process, when the clock can 
be the clock of the property, or any other clock that the user supplies to the tool. 
This way, we define a sequence of time points on which the monitor is evaluated. 

The MA assertion is a failure condition of the monitor. When an MA assertion 
fails, the simulation monitor reports an error message into a simulation log file. 
The "AG" in the MA assertion is coded by checking the MA assertion at every time 
point during the simulation. 

Example 5:  

We will continue the example we started in the previous sections: 

Reminder: the property is }{|} ; ; [* ]; { dcba �  

Suppose that "clk" is a simulation clock with positive edge active and "rst" is the 
simulation reset. Figure 3 shows the coding of the DTS (not the full HDL module) 
in Verilog: 

 reg [1:4]  u; 

always @(posedge clk) 

begin 

        if (rst) 

               u[1:4]  <= 4'b1000; 

       else 

       begin 

              u[1]  <= 1'b1; 

              u[2]  <= u[1]  & a; 

              u[3]  <= u[2]  & b; 

              u[4]  <= u[3]  & c; 

        end 

        if (u[4]  & !d) 

              $display("Monitor failed"); 

end 

Figure 3: Ver ilog coding of the DTS 
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3  Optimizing a Simulation 
Monitor 

Properties with Overlapping Instances  

Informal Definition 

We say that a property has overlapping instances if, during the simulation, more 
than one evaluation of the property occurs simultaneously. 

Consider the following example: 

)} (  ];[ ; { dcba �  

with the following trace of the simulation: 

 
Figure 4: Simulation trace with over lapping instances 

In the Figure 4, we can see that two evaluations of the property occur 
simultaneously, due to the cycle where b and care true and due to the non-
deterministic number of the repetitions of b . Another example of the overlapping 
instances of the property is: 

 )} (  ; ; [* ]; { dcba  

a 

b 

c 

d 
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with the following trace of the simulation: 

 
Figure 5: Simulation trace with over lapping instances on the trace header  

 

Although the property looks simple and, on the simulation trace, two instances of 
the property do not apparently intersect, there are overlapping instances in this 
example. The overlapping happens on the trace header, due to the non-
deterministic number of cycles that should be skipped from the beginning of the 
simulation, before the actual evaluation starts.  

Overlapping instances are handled by the non-determinism in the NFA 
representation of the property. However, the possibility of the overlapping strictly 
limits the ability to optimize the checker, in terms of the number of state variables 
that should be added in order to implement the property in HDL. In this chapter, 
we will describe the possible optimizations for the checkers created from the 
properties in the specific cases, when no overlapping instances of a property can 
occur during the simulation, or where there is a part of the property with no 
overlapping instances. 

In most cases, the information about whether or not a property (or a part of it) has 
overlapping instances is known only to the writer of the simulation environment, 
because this depends on the nature of the test case written by the user. Consider 
that for the property from the previous example the test case is written in such a 
way that after a  is hit, it is not hit again for at least two cycles. Thus, this property 
has no overlapping instances on the sub-sequence }  ; ; { cba . Checking whether or 
not the property has overlapping instances under the specific test cases is 
computationally hard; therefore, we will assume that the user knows when his/her 
property can be implemented without overlapping instances. However, if the user 
makes a mistake in this decision, it is possible to add a runtime check that warns 
about the wrong decision made.  

Sometimes, the property itself can be written in such a way that overlapping is 
impossible. Consider the following scenario: the first time a  is hit, if it is followed 
by b  and then c , then on the last cycle d  must be hit. The property for this 
scenario is )} (  ; ; [* ];! { dcbaa . This property has no overlapping instances, 

a 

b 

c 

d 
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because of "the first time"—after a is hit the first time—the following occurrences 
of it are not interesting. 

To implement a property that potentially has overlapping instances during the 
simulation, we need |)(|QO additional Boolean state variables, where Q  is a set 
of states in the NFA that represents the property. When we implement a property 
with no overlapping instances during the simulation, it is enough to have one state 
variable in the range || .. 0 Q , which can be implemented using |)|(log2 QO  
Boolean variables.  

   

Optimizing a Checker without Overlapping 
Instances 

We start with the optimization of a DTS that does not have overlapping instances. 
Intuitively, such a DTS can be constructed from the NFA in which, for every state, 
there is only one possible transition to another state: the semantics that the DTS run 
gives to the NFA transition relation convert this transition relation from a map to a 
function, excluding the possibility of non-deterministic choice when making a 
transition.  

We will demonstrate this intuition by the following example: 

Consider the PSL statement:  } ];[ ; { cba �  

An input sequence with two overlapping instances can be ccbba  , , , �  (matching 

the example on Figure 4). The overlapping instances are: abbcabc   and . 

Consider that for every state sof the DTS representation of the program that 
implements the property, bscscsbs '��'�� ||    |  | and . The input 
sequence with overlapping instances we showed above is impossible in this case. 

 

Formal Definition 

Let �
� AQQBN ,,,, 0 �  be the NFA1. Let N	  be a DTS representation of N . 

We say that N	  has no overlapping instances if 1 || 0 �Q and for every state sof 

N	 , for every Qqqq kji �,, :2 

ijikikijkikijiji ssssqqqq ������� '��'���� ||  ||    ),,(),,,( and  

Lemma 4: Let N	  be the DTS, constructed as shown in Figure 2, such that N	  

has no overlapping instances. Then for each �10: ss�  the run of the DTS, for 

every i , there is at most one Uu �  such that 1][ �usi . 

Proof: By the induction on i : 

                                                
1 Of course, there is an infinite number of automatons representing the same PSL property (accepting the 
same language). In this section we define the very specific automatons on which the non-overlapping 
optimization can be applied.  
2 The condition we give here is sufficient but not necessary. There can be automatons that do not hold this 
condition but can be implemented using the DTS without overlapping instances. 
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Basis: 1 || 0 �Q , Ns ��|0  �  ����
����

�   }{  ,| 0
}||1::{

0

0
ii

QqQii
qQus

i

 

0][  , |,| 1 , 0 �'��� jusijQjj  

Step: Assume that the lemma is true for is . Assume that there exists 

||,1 ,, Qkjkj ��  such that 1][ and 1][ 11 �� ��
k

i
j

i usus  

    ),,(),,,(  |  |  
'.' ,    1][  1][    | 
,),,( ,'  | ,),,( ,'    |,

''''' '

''''

''''''
1

forand
assumptioninduction  by theand

and

�����
�������
���������
 �

�����
�

������

kkjjjjjjkj
i

jj
i

k
i

j
i

kkk
i

kkkkjjj
i

jjjjN
ii

qqqqss
kjususus

qqkusqqjss

contradiction of the definition of a DTS with no overlapping instances. 

 

Constructing an Optimized DTS from an NFA 
In this section, we describe how to construct an optimized DTS with no 
overlapping instances from an NFA. 

Let's look at Lemma 4 in the previous section. This lemma states, that if the 
automaton and the corresponding DTS constructed from it, as shown in Figure 2, 
holds the conditions for a DTS with no overlapping instances, then at every point 
of time during the execution of the program represented by the DTS, only one of 
the state variables used for the implementation of the automaton can receive the 
value "1". This implies that this is unnecessary to save the value of every state 
variable at every time point during the program execution, but it is enough to save 
the index of the state variable receives the value "1" at the current time point. In 
this section, we show how to construct the DTS representing such a program. 

    

Let �
� AqQBN ,,,, 0 �  be the NFA, which can be represented by the DTS 

without overlapping instances. Let qbe a variable over the domain }{ sinkqQ � , 

such that Qqsink � . Then the components of N	 , the DTS representation of 

N are: 

 

)( ))(()))(((

            )(    }{

'

),,(

'

),,(

}||1::{
0

sinkij
qq

ijij
qq

i
Qq

N

Ni
AqQii

NNN

qqqqqqqq

qqAqqqVV

jijijiji
i
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��
���
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Figure 6: Components of the DTS with no over lapping 

 

Proposition 5: (Correctness of the construction) 

Let �
� AqQBN ,,,, 0 �  be the NFA that can be represented by the DTS with no 

overlapping instances. Let N	  be the DTS representation of N , as shown in 

Figure 2. Let '
N	  be the DTS representation of N as shown in Figure 6. Then if 

N	  and '
N	  have no overlapping instances: for every w  over maxB  such that 

)(NLw sem� , N	  accepts w  if and only if '
N	  accepts w . 



Optimized Algorithms for Dynamic Verification 
Optimizing a Simulation Monitor����  19 

Proof sketch: 

( � ) 

Let )(NLw sem� . Let �� 110 �� nsss�  be run of N	  semantically accepting 

w . We build the  run �� 110 ''':' �nsss�  of '
N	  as follows: 

$
%
& ��

��

otherwise
such thatexists there

  
1][        ]['          :

][]['   :

sink

j
i

jji

ii

q
usuqqsq

vsvsVv
 

The run '�  is well defined due to Lemma 4. The run '�  accepts w  

( ) ) 

Let )(NLwsem � . Let �� 110 '''' �� nsss�  be the run of '
N	  semantically 

accepting w . We build run �� 110: �nsss�  of N	  as follows: 

$
%
& ���

��

otherwise           0 
]['           1 ][    :

]['][      :

j
i

j
i

j

ii

qqsusUu

vsvsVv
 

The run �  accepts w . 

 

Now we need to show that the DTS we constructed defines deterministic behaviour 
of the state variable used for the implementation of the automaton. 

Proposition 6: N	  defines deterministic behaviour of }{q  

Proof: 

1 |} ][{|      1 ||   ,} | {} ][{ 00 ������ 		 qBQQqqqqB init
ii

init  

Suppose there exists s, such that 1 |} ][{| *	 qBs   �   there exist '',' ss , 	 -

successors of s, such that ][''][' qsqs ' . 

(1)  sinkqqsqs '][''],[' : kji qqsqqsqqs ��� ]['' ,][' ,][  
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We received ikijkikijiji ssqqqq ����� ��� | and |  ,),,(),,,(   �   

contradiction to the definition of a DTS with no overlapping instances. 

(2) iqqs �][ . Suppose, without a loss of generality, that sinkqqs �]['   

sinkj qqqs '�� ][''   
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�   contradiction 

Conclusion:     1 |} ][{|  1, |} ][{| ��� 		 qBqB sinit
N	  defines deterministic 

behaviour of }{q    

 

Constructing an Optimized DTS from Part of an NFA 
Sometimes, we can apply the optimization shown in the previous section on a part 
of an NFA. This kind of optimization is important because, in dynamic verification 
the majority of PSL properties that are used, start with [* ]  or 'always'. This means 
"skip any number of simulation time points" and be able to start the actual property 
evaluation at any time point during the simulation. Such a PSL property cannot be 
represented by an NFA that can be implemented using a DTS with no overlapping 
instances. This is because of the transitions on the initial state. The initial state has 
a transition to itself with the label "true" and of course, for every s state of the 
DTS, trues �| .   

However, if the NFA and its representing DTS hold some additional conditions, the 
optimization we showed in the previous section can be applied on the part of the 
NFA. For this purpose, we divide the NFA into two automatons: one that cannot be 
implemented using a DTS with no overlapping instances and one that can. 

Example 6 

Consider the PSL property }{|}  ; ; ;[* ] { dcba �  

The automaton representing this property is: 

 

 

We divide this automaton into the two following connected automatons 

 

 1  2  3  4 

a 

true 

b c 

1 2 

 1  2  3  4 

a 

true 

b c 
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If the DTS implementing the original automaton holds the following condition: 
cbsasascbs ,|   |    |   ,| and '��'��  then automaton 2 can be implemented 

using the DTS with no overlapping instances as shown in Figure 6. It can also be 
connected with the regular DTS implementation, as shown in Figure 2 of 
automaton 1, combining a DTS implementation for the whole automaton. 

 

Definition: Let �
� AQQBN ,,,, 0 �  be an NFA. We denote Qqbr �  to be a 

barrier if the following condition holds: 

There exists a partition3 of Q into two disjoint sets, 1Q and 2Q , such that 

1. QQQ �� 21  

2. 2210 ,, QqQAQQ br ���  

3. brjjiji qqQqQqqq ����  then  and  if ,),,(every for 21��  

4. }/{every for  then  and  if ,),,(every for 12 jjiji qQqQqQqqq ���� ��

�+ �),,( qq j  

Let �
� AQQBN ,,,, 0 � be an NFA. Let Qqbr �  be a barrier and 21,QQ  be the 

corresponding partition of Q . We divide N into two automatons, 1N and 2N  as 
shown in Figure 7. In addition, we define a barrier transition, BT, which is a set of 
transitions between automatons 21  and NN : 
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Figure 7: The par tition of NFA using a bar r ier  

 

Lemma 7: Let 21  and NN  be the partition of N as shown in Figure 7. Let 

nbbbw �10�  be the word, such that )(NLw sem� . Then for every path P in N , 

semantically accepting w , 

321 PPPP �  s.t. 23211 ,, �� ��� PBTPP  

Proof: 
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n
iii qqqP ��� � , 210 10
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nii ����
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ki

q be the first state on P , such that 2Qq
ki

�  
1

20

01   
�

� ����
k

k
ii qqP �� �  

                                                
3 In general, there can be more than one partition of the states of the automaton that support the barrier 
conditions.   
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barrier a is       , 211 kkk iii qQqQq ���
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111 lmlm iiii qqqq   contradiction to condition 4 in the definition of 

a barrier. 

 

Let 21  and NN  be the partition of N as shown in Figure 7. 2N  holds the 
condition for the ability to be implemented by a DTS with no overlapping instances 
( 1 ||

02 �Q ). Let N	 be the DTS representation of N such that N	  has no 

overlapping instances for 2N  and the following condition holds: 
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then N can be represented by the DTS as follows: 

Let �
�
�	
111111

,,,, NNNNNN AV �  be the DTS representation for 1N  as shown 

in Figure 2. Let �
�
�	
222222

,,,, NNNNNN AV �  be the DTS representation for 

2N  as shown in Figure 6 with the following change: 

We define BT� , the assertion representing a barrier transition: 
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The DTS representation ,,,, NNNNN AV ��
�	  �
 N  for N is: 
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���������� NNNNNNsinkNNNNN AAqqVVV                           
221121
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Figure 8: Components of the DTS with no over lapping par t 

 

Proposition 8: (Correctness of the construction)                     

Let �
� AQQBN ,,,, 0 �  be the NFA, s.t. Qqbr �  is a barrier in N . Let 1N  and 

2N  be the partition of N using a barrier. Let N	  be the DTS representation of 

N as shown in Figure 8, s.t. N	  holds the conditions for a DTS with no 
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overlapping instances for 2N  and the additional condition for 2N  and BT . Then 

for each nbbbw �10�  over maxB , such that for each i , ni ��0 , 

)( falsebi �� , )(NLw sem� if and only if N	  acceptsw . 

Proof: 

( � ) 

Let 
1
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0
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Let 
1N	 be the DTS representation of 1N , built as shown in Figure 2. Let 

2N	 be 

the DTS representation of 2N , built as shown in Figure 6. We build � , the run of 

N	  as follows: 

By Proposition 2, there exists a run �� jsss 1
1
1

0
11 :�  of 

1N	 that accepts 

10 �jbb � . By Proposition 5, there exists a run �� 1
2

2
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Claim: � is a run of N	  that accepts w  

Initiality:  

1N� is logically independent of q  �  
1N�  is logically dependent on the variables 

in 1V  only 
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By the construction, 1�  is an accepting run of 
1N	  

1
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( ) )  (Proof sketch) 

Let �� 110: �nsss�  be the run of N	  accepting w . Let '
N	  be the DTS 

representation of N as shown in Figure 2. We build �� 110 '''' �� nsss� , the run 

of '
N	  that accepts w  and then, by Proposition 2, )(NLw sem� . 
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Proposition 9: N	  defines deterministic behaviour of }{qU �  

Proof: 

From the construction, 1  |][| �	 UBinit , }{} ][{ sink
init qqqB ��	  

1 |} ]{[|  ��� 	 qUBinit  



Optimized Algorithms for Dynamic Verification 
Optimizing a Simulation Monitor����  25 

Suppose, there exists s , such that 1 |} ]{[| *�	 qUBs   �   there exist '',' ss , 	 -

successors of s , such that ]['']['or     ][''][' , qsqsususUu iii ''�� . 
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Finding a Barrier 

In this section, we describe a BFS-based algorithm for finding a barrier (if one 
exists) in the given NFA and the appropriate partition of Q . 

For any Qq� we define a successor function: 

})',,( | ' {)( �� �� qqqqsucc  

For QQ �' , we define  

)()'(
'

qsuccQsucc
Qq

�
�

�  

The algorithm we define returns a triplet �
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otherwise: 
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4  Trace Analysis 

In the previous chapters, we saw how a PSL statement can be used to create an 
online simulation monitor. For this purpose, the PSL statement was implemented 
using a computational model (DTS) and then converted into HDL code. 

Another way to use PSL statements for dynamic verification is the creation of trace 
analyzers. A trace analyzer is an executable code that monitors the output trace of 
the simulation in offline mode and checks whether the property holds on this trace. 
A trace analyzer can be viewed as an offline monitor—one that does not run with 
the simulation of the design under test, but examines the result of the simulation. In 
this chapter, we will describe how to implement the DTS using the executable 
(C++) code—code that does not require additional tools (i.e., a simulator) in order 
to be run. 

Trace analysis has advantages and disadvantages as opposed to the online 
monitoring of the simulation. The greatest advantage of it is that trace analysis is 
often faster then the online monitoring of the simulation, because the simple 
execution of monitor code is faster than running the same code under the 
simulation. The greatest disadvantage is the need to save a great amount of data—
the dumping of design signals lengthwise the whole simulation. This data can 
require gigabytes of the storage space. 

The rest of this chapter is organized as follows: the first section describes the 
format of the trace and the remaining sections describe the creation of the trace 
analyzers themselves. 

Format of the Trace File 

The format of the trace file is a value change dump (VCD). A VCD file contains 
information about value changes on selected variables in the design under test 
during the simulation. This format is a part of Verilog 2001 IEEE standard [6] and 
is supported by the most of commonly used production simulation tools. 

The VCD file is used for dumping the traces during the simulation. The format and 
the syntax of the VCD file enable the easy retrieval of the stored information. 
There are two kinds of VCD files: four state and extended.  

�  The four  state VCD file contains information about value changes of 
variables in the { 0,1,x,z}  value set with no strength information 

�  The extended VCD file contains information about value changes in all 
states and strength information.  

In this section we refer to the four state VCD file. We explain the syntax that 
describes how the variables change their values during the simulation. 
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The variables in the VCD file are represented using the identifier codes—the 
printable ASCII characters. Every variable has its declaration, which ties it to the 
appropriate identifier code. The declaration of a variable is written using the $var 
construct in the declaration command section. The interconnected variables are 
mapped to the same identifier code. The syntax of the $var section is shown in 
Example 7 below: 

Example 7: 

The declaration of the variable "data", which is a 32-bit register, is 

$var reg 32 (2 data[31:0] $end 

 

The change of values is coded using a string combined from the value representing 
the new value of the variable and the appropriate identifier code. The two may be 
separated by a space. For example, "r25 (2" means "the variable "data" declared in 
Example 7 gets the real value 25". In addition, before every group of value changes 
that occur at the same time, the time point of the simulation appears. For example, 
#500 means "after 500 simulation time units". Different simulation keywords can 
appear between the value changes simulation time points (out of scope of this 
document). 

The full syntax of the VCD file with the examples and the syntax of the Verilog 
tasks used for creating it directly from the source Verilog code are beyond the 
scope of this document. To view these, see Verilog 2001 IEEE standard [6]. 

Problems with Coding a DTS in C++ 

The main difference between implementing the DTS in a language like C++ and 
implementing it in HDL is the lack of hardware specific programming tools that 
are native for HDL—concurrent events processing and signal assignments. This 
creates a need to define the order of the assignments of the additional state 
variables of the DTS.  

We will demonstrate this problem with the following example: 

The property is: }{|}  ; ; [* ]; { dcba �  

The DTS implementation of the property is: 

0                  
1    )(

0)(

0                  
1    )(

1)(

else
thenif

else
thenif

12

2

11

1

auunext
uinit

trueuunext
uinit

��
�

��
�

 



Optimized Algorithms for Dynamic Verification 
Trace Analysis����  29 

  

) ( MA 

 0                   
1   )(

0)(

0                  
1    )(

0)(

4

34

4

23

3

else
thenif

else
thenif

duAG

cuunext
uinit

buunext
uinit

��

��
�

��
�

 

When the DTS is coded in HDL (Verilog or VHDL), we use non-blocking 
assignments to the signals that represent the additional DTS state variables inside 
the clocked process. The signals update their values only on the next process 
evaluation. Thus, the order of the assignments is not important, because in any 
case, at every time point the values of the state variables used are the values from 
the previous evaluation. 

When the DTS is coded in C++, the things look different. Because the variables 
representing the additional DTS state variables are updated immediately, the order 
of the assignments must be properly defined. Consider that in a C++ 
implementation, we will use the order of assignments shown above for the next 
function and MA: 

if (1) then u[0] =1 else u[0] =0; 

if (u[0]  & a) then u[1]=1 else u[1] =0; 

if (u[1]  & b) then u[2]=1 else u[2] =0; 

if (u[2]  & c) then u[3] =1 else u[3] =0; 

if (u[3]  & !d) then printf("Monitor failed"); 

Then on the time point where a, b and c are true and d is false, the monitor reports 
an error, regardless of what happened on the previous time points and this, of 
course, is not true.  

The solution for this problem is to define the order of the evaluations of the 
additional DTS state variables. The state variable must not be updated before all 
the state variables that depend on it are updated. The only exclusion from this rule 
is the state variable that depends on the value of itself: the right hand side of the 
assignment is evaluated before the value is assigned to the left hand side. 

For this solution we will assume that the additional state variables in the DTS are 
not mutually dependent: if the evaluation of the state variable iu  depends on the 

value of the state variable ju  or another state variable that depends on value of ju  

then the evaluation of ju  must not depend on the value of the state variable iu  or 

the value of the another variable that depends on iu . Otherwise, the implementation 

of the DTS in C is impossible.  

Another problem is the lack of built-in event processing. There is no construct 
executed implicitly, based on some kind of event, such as a clocked process in 
HDL. The lack of such a construct makes the implicit definition of the time point's 
sequence impossible. The time points need to be defined explicitly, by manually 
executing of the next state evaluation.  



30 ����  Trace Analysis 

Finding the Right Order between the State 
Variables next Function Evaluations 

Before we provide the algorithm for finding the right order between the evaluations 
we need some preliminary definitions: 

Definition: DAG (Directed Acyclic Graph) [8] 

A directed acyclic graph is a directed graph that contains no loops. 

Definition: Topological sort [9] 

A topological sort of a DAG ),( EVG �   is a linear ordering of Vv�  such that if 

Evu �),(  then u  appears before v  in this ordering. 

 

We need to order the next function evaluations of the state variables in a way that 
ensures that if the evaluation of the next function the state variable iu  depends on 

the value of the state variable ju  then the next function of iu  will be evaluated 

before the next function of ju . This ensures that for the next function evaluation of 

iu  we will use the value of ju  from the previous time point. 

For the DTS N	  defined in the chapter 2, we build the graph �
� EVG ,  in the 

following way: 
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The result of the topological sort on the graph defined above gives us the order of 
the vertices of G  that are the state variables and this is the order of the next 
function evaluations. 

The MA assertion must be checked before the next function evaluations take place, 
because it also depends on the state variables of the DTS. 

Example 8: 

Consider the PSL property }{|}  ];[ ;} } & { | }  ; { { [* ]; { edcbaba ��  

The implementation of the DTS representing the above property is: 
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The directed acyclic graph for this implementation (after removing self loops) is as 
follows: 

  

The possible order of evaluations of the next function is:   

        )(),(),(),(),(),( 142356 unextunextunextunextunextunext        

Coding the DTS in C++ 

In the "Problems with coding DTS in C++" section, we listed two main problems 
that arise when creating a checker in a non-HDL language: 

1) Lack of concurrent statements – we need another solution for implementing the 
next function of state variables 

2) Lack of event-based processing – we need another solution for defining a 
sequence of time points 

For the first problem, the solution is to define the right order for the evaluations of 
the next function of the state variables.  

Because there is no native way to define a sequence of time points, the monitor we 
code in C++ does not refer to the time points: it is implemented as a code that is 
performed once only. The responsibility for defining a sequence of time points is 
moved to the environment in which the monitor is used. The environment invokes 
the monitor every time it decides that the state of the monitor should be updated. 
For this purpose, the monitor is implemented as a class, the state of which is 
defined by the state variables of the DTS. The class provides methods for updating 
and observing its state. 

Like the HDL monitor, the C++ monitor has two stages of updating: reset stage and 
normal stage. We define two driver methods for updating the state of the monitor: 
one based on the init function of the state variables and one based on the next 
function. Additionally, the driver method based on the next function observes the 
MA assertion and returns true if the MA assertion fails and false otherwise. 

1u  

5u  4u  
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Example 9:  

We show the C++ coding of DTS that implements the property used in the 
examples in Chapter 2 "Generating a Simulation Monitor". 

Reminder: The property is }{|}  ; ; [* ]; { ddccbbaa �  

The C++ implementation of the monitor is: 

class MonitorExample 

{ 

     private: 

         bool state[0:3] ; 

     public: 

        MonitorExample()  {} 

        void reset();        // reset stage update  

        bool update( … );  // normal stage update and MA observer 

}; 

 

void MonitorExample::reset() 

{ 

     state[0]  = true; 

     state[1]  = false; 

     state[2]  = false; 

     state[3]  = false; 

} 

      

bool MonitorExample::update( … ) 

{ 

     if (state[3]  && !d) 

         return true; 

     state[3]  = state[2]  && c; 

     state[2]  = state[1]  && b; 

     state[1]  = state[0]  && a; 

     state[0]  = state[0]  && true; 

     return false; 

} 

Figure 9: C++ implementation of DTS 
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5  Tools 

In this chapter, we provide a brief overview of the tools that are implemented based 
on the algorithmic framework shown in Chapters 2 to 5.  

There are two tools, which serve two different targets: 

�  Monitor  Generator  – for generation of online monitors for the simulation  

�  Trace Analyzer  – for observation and analysis of the simulation traces.   

Monitor Generator 
This tool generates simulation monitors in HDL language (VHDL/Verilog) from 
PSL properties. 

 

 
Figure 10: Monitor  Generator  main inter face 
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The tool receives the file with the PSL code as input and outputs the HDL code for 
the monitor. The minimal PSL code unit for monitor generation is the verification 
unit (vunit) [7]. The tool groups verification directives and translates them into one 
monitor code file. A number of vunits can also be grouped into one monitor code 
file. 

The tool can create an optimized monitor (based on the optimization for the case 
where no overlapping instances can occur) as well as one that is non-optimized. 
The user can choose whether to create an optimized monitor, based on his/her 
knowledge about the possible presence of overlapping instances during the 
simulation.    

Setting the Clock and Reset Signals 
The user provides two important signals to the tool: clock and reset signals. 

The clock signal is used to define a trace of time points on which the monitor 
evaluates the PSL assertion. The monitors assume one design clock cycle to be one 
time unit, thus the clock signal is usually the clock of the design. The user can 
provide the clock signal directly to the tool, using the tool settings, or via the PSL 
file, using the appropriate PSL syntax (clocked properties) [7]. The monitors 
generated by the tool work based on the clock event (rising/falling); thus, the clock 
provided to the tool must be alternating. 

The reset signal is used to distinguish between the reset and the normal stage of the 
simulation (as defined in Chapter 2). The monitor uses the reset signal to initialize 
its state variables at the beginning of the simulation. This implies that the reset 
signal must change its value after a number of time units of the simulation and 
remain constant until the end of the simulation. Figure 11 shows a sample 
behaviour of the clock and reset signals: 

 

 
Figure 11: Behaviour  of clock and reset signals 

 

Connecting the Monitor to the Design 
In addition to monitors, the tool generates a mechanism for connecting them to the 
design. 

The monitor is generated as a standalone HDL unit ("module" in Verilog [6], 
"entity" in VHDL [5]). The monitor is connected to the design via the instantiation 

clock 

reset 
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statement, which is generated automatically in a separate file. The user puts the 
instantiation statement in the appropriate place in his/her design. 

In order to create the instantiation statement, the user maps the signal names used 
for writing the PSL properties to the real names in the design. The user provides 
this mapping in a separate file. 

Example 10:   

PSL property: }{| }  ; ; [* ]; { dcba �   

Mapping of signals (alias names used in the property are mapped to the real design 
signals using a full hierarchical path in the design):  

         a => top.m1.m2.var1 

         b => top.m3.var2 

         c => top.m5.m8.m10.var3 

         d => top.m1.var4 

Generated Verilog module heading: 

         module monitor (a,b,c,d); 

                input a,b,c,d; 

                . . . 

Generated instantiation statement (Verilog): 

         monitor mon1 (.a(top.m1.m2.var1), .b(top.m3.var2), .c(top.m5.m8.m10.var3), 

                                  .d(top.m1.var4) ); 

Sample Use Case  
1. The user load his/her PSL file to the tool 

2. The tool displays all the verification units in the loaded file. 

3. The user chooses one/a couple of verification units. 

4. The tool shows the list of the selected assertions and assumptions 

5. The user sets the required settings (clock and reset signals, optimization, etc.) 
and loads the signals mapping file. 

6. The user clicks the Generate button. 

7. The tool generates monitor according to the type of selected PSL properties 
and displays them to the user. The generated monitor is stored in separate files. 
In addition, the tool generates files with instantiation statements for the 
monitor. 
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Trace Analyzer 

The Trace Analyzer tool runs the PSL properties on the specific trace, received as a 
result of the simulator or formal verification tool run. The tool receives as inputs 
the trace file in VCD format and the PSL file. The minimal unit that can be verified 
on the trace is a PSL assertion [7]. Figure 12 shows the main interface of the tool: 
The interface includes the vunits list, to the left, the assertions list, at the lower 
right, and the trace view, at the upper right. 

  

 
Figure 12: Trace analyzer  main inter face 

 

The trace analysis is based on the execution of C++ monitors. When the user 
chooses an assertion that he/she wants to verify on a given trace, the tool generates 
a C++ monitor from the assertion, reads the trace and executes the generated 
monitor on the trace. 

As in the Monitor generator, the user must supply the tool with the clock and reset 
signal names and the mapping of the signal name aliases used in the PSL properties 
to the real names in the trace file (the real design signal names). The trace analyzer 
reads the trace on a cycle-by-cycle basis, based on the clock defined by the user 
and updates the monitor every cycle. Globally, the trace analysis process can be 
seen as a simulation with online monitors, where performing the simulation is 
replaced by loading the trace to the tool. 

Sample Use Case 
1. The user loads a VCD trace to the tool and specifies the clock and reset  

signal names. 
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2. The tool shows the trace on the trace viewer. 

3. The user loads a PSL file and specifies the connection between the signal 
names aliases used in the PSL properties to the real names in the trace. 

4. The tool displays the vunits list and restricts the trace view to the signals 
used by these vunits. 

5. The user chooses vunit/vunits that he/she wants to verify on the trace. 

6. The tool shows the list of the selected properties and restricts the trace 
view to the signals used by the selected vunits. 

7. The user chooses the property/properties that he/she wants to verify on the 
trace. 

8. The tool restricts the trace view to the signals used by the selected 
properties. 

9. The user clicks Run. 

10. The tool generates the C++ monitor from the selected properties and runs it 
on the trace.  
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