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Executive Summary

The present report describes the effort invested within the PROSYD project in or-
der to develop the theoretical and algorithmic infrastructure for applying controller
synthesis algorithms to timed and analog circuits. It includes a survey on synthesis
algorithm for timed and hybrid automata, a new class of algorithms for optimal
continuous control as well as work in progress on synthesizing circuits directly
from high-level speci�cations, expressed using the real-time temporal logic MTL
underlying the analog extension of PSL.

Purpose

To to provide a survey of the state-of-the-art of continuous and timed synthesis and
expose publicly the results of PROSYD in this new domain.

Intended Audience

Analog and digital designers who are interested in learning about what controller
synthesis can do for them in its current status, as well as researchers who consider
entering the domain and contribute to extending the scope of analog veri�cation
and synthesis.
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Background

Even in domains, such as digital circuits, where veri�cation is more mature, syn-
thesis has been considered as a sort of “science �ction”. This applies, mutatis
mutandi, to the analog domain, and our results, together with the improvements
in analog veri�cation, described in Deliverable 3.2/18, constitute a step toward the
application of synthesis algorithms in practice.
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Glossary

Games

A class of mathematical models where two or more agents interact, often with
con�icting goals and utility functions. Games can be used to model the interac-
tion between a circuit to be designed and the external environment in which itis
supposed to function.

Strategy

The rule according to which the controller chooses its actions at every situation.

Winning Strategy

A strategy for one of the players which is guaranteed to win the game regardless of
the actions of the other player. Winning can be de�ned as satisfying some temporal
logic formula.

Optimal Strategy

A strategy which optimizes some performance criterion on trajectories, for exam-
ple cost or energy.

Winning State

A state from which a strategy can make one player win.

Value Function

A function de�ned on the state space, de�ning the best outcome a strategy may
obtain starting from this state.

Dynamic Programming

A class of algorithms for computing the value function or the winning states, to-
gether with a strategy that obtains them.
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1 Overview
Sincesynthesisis a loaded term which is used in circuit design for other purposes
(transforming high-level circuit descriptions to cells, gates and transistors), we
spend some time explaining what synthesis means in the context of PROSYD.
Formal veri�cation is concerned with showing that all system behaviors satisfy a
set of properties. Here the system is a circuit which hasalreadybeen designed and
the only under-speci�ed element is the behavior of the environment, the context in
which the system has to operate.

In synthesis the rules of the game are different. The designed system itselfis only
partially speci�ed and it may have the liberty of performing more than one action
in a given state. Not all these actions will lead to satisfaction of the property and the
role of the synthesis procedure is to identify the right actions and thus participate
actively in the design process of the system itself. Needless to say, synthesis is
considered as typically harder than veri�cation.

One can classify synthesis problems according to several criteria including the
following:

1. The level of abstraction in which the system dynamics is de�ned. It can be
purely discreteas in the functional veri�cation of digital circuits, it can be
timedif propagation delays are taken into account, or it can use the full power
of differential equations and hybrid automata for the analysis of analog and
mixed-signal circuits. The choice of model also dictates the type of things
the synthesized “controller” can do: choose between actions, decidewhento
make a transition or inject acontinuous control signal;

2. The type of properties/criteria according to which synthesis is performed and
evaluated: these can be simple reachability properties such assafetyor even-
tuality that specify a set or a region in the state space that should be avoided
or reached, they can be more complex temporal logic formulae expressed in
PSL and its analog extension STL (Deliverable D1.3-2), or optimization for
a quantitative criterion based on assigning cost functions for behaviors, for
example energy consumption. Note that properties can be seen as special
cases of quantitative performance measures where the values are restricted
to f 0;1g and that such quantitative measures are much closer to the culture
of analog designers;

3. The starting point of the synthesis: it can start from a dynamic structure
(plant) with transition annotated by labels of the controller and environment,
or from a higher-level descriptionsuch as atemporal logic formulaover
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action alphabets. In the former case the transition system is already given
while in the latter it is produced by the process of translating the formula
into an automaton1

This document deals with three major research directions that cover different re-
gions of the spectrum spanned by the �rst two variables above, as shown in Fig-
ure 1:

² Section 2 deals with synthesis for simple reachability properties based on
timed automata. This is the key technology that we extend later in several
directions. To keep the document self contained and accessible to the general
public, we start with a didactic introduction to discrete untimed synthesis;

² Section 3 develops a technique for synthesizing switching controllers for
hybrid automata. The abstract algorithm is similar to the one used as in
Section 2, but the nature of the continuous dynamics requires new computa-
tional techniques for the predecessor operator. These techniques aresimilar
to those used in reachability computation for the purpose of static veri�-
cation of analog systems. Such techniques are described in more detail in
Deliverable D3.2-18;

² Section 4 sketches an extension of the timed synthesis framework to provide
for synthesis of timed circuitsdirectly from speci�cationswritten in the real-
time logic MTL which underlies the analog extension PSL/STL described in
Deliverable D1.3-2. This work is still in progress.

² Section 5 develops techniques (and a prototype tool) for synthesizing optimal
and sub-optimal controllers for continuous and hybrid systems using novel
techniques for approximating thevalue functionde�ned over the state space.
Naturally, this work is closer to the tradition of optimal control.

1This point will be elaborated in Section 4.
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Figure 1: Topics covered by the present document. Note that by “timed” werefer to any
modeling framework that treats time usingnumerical variablesandsymbolic expressionsand
do not make a distinction between discrete and dense time.
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2 Synthesis of Reachability
Controllers for Timed Systems

2.1 Introduction

This section is concerned with the following class of problems: given a timed
automaton, restrict its transition relation in a systematic way so that all the re-
maining behaviors satisfy certain properties. This is an extension of the problem
of controller synthesis for discrete event dynamical systems, where in addition to
choosing among actions, the controller has the option of doingnothingand let the
time pass. The problem is formulated using the notion of a real-time game, and a
winning strategy is constructed as a �xed-point of an operator on the space of states
and clock con�gurations. Since the major novelty here is to adapt synthesisto sys-
tems with timed and hybriddynamics, we restrict ourselves to simple reachability
properties (invariance), namely avoiding a setF of bad states. The dual problem
of guaranteeing that all trajectorieseventuallyreachF is discussed as well.

The problem of synthesizing controllers for discrete event systems has been stud-
ied extensively, under different titles, both by the computer science (e.g.[BL69],
[TB73], [PR89], and the control (e.g. [RW87], [KG95]) communities. In this work
we extend the basic synthesis algorithm to treat systems withquantitativetiming
information, modeled using the powerful model ofTimed Automata[AD94].

In Section 2.2 we give a short tutorial to the game-theoretic formulation of the
synthesis problem. Sections 2.3, 2.4 and 2.5 explain the main ideas using the
simplest type of games, where the winning condition issafety: never reach a bad
state. In Section 2.3 we de�ne formally and solve the problem for discrete sys-
tems. Section 2.4 is devoted to introducing the model ofTimed Game Automaton,
the formulation of the synthesis problem, and its solution algorithm, whose con-
vergence is proved in Section 2.5. The extension toeventualityproperties is dis-
cussed in Section 2.6. Readers interested in additional background material are en-
couraged to look at the more extensive introduction and bibliography in [MPS95],

Timed and Analog Synthesis Synthesis of Reachability Controllers for
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and [AMP95] and to the unifying framework for controller synthesis described in
[M07].

2.2 Game-Theoretic view of Controller Synthesis
The interaction between a controller and the plant it is supposed to supervise can
be seen as some variant of the two-person antagonistic games introduced already
by von-Neumann and Morgenstern [NM44]. Astrategyfor a given game is a rule
that tells the controller how to choose between several possible actions in any game
position. A strategy is winning if the controller, by following these rules, always
wins (according to a given de�nition of winning) no matter what the environment
does.

Strategy extraction for �nite-state games is done using the max-min principle of
[NM44], disguised sometimes as searching AND-OR trees or as the elimination
of an alternating pair of the logical quanti�ers9 and 8 . This principle is il-
lustrated using the game depicted at �gure 2. The game starts from position 0.
The controller can choose between actionsa1 anda2 while the environment can
choose betweenb1 andb2. The winning condition is speci�ed via some subset
F of f 1;2;3;4g. A run of the game is winning if it ends up in an element ofF.
SupposeF = f 1;4g – in this case the controller has no winning strategy at state 0
because if it choosesa1, the adversary can takeb2 and reach state 2. If it chooses
a2 the adversary can reach state 3 by takingb1. Hence, 0 is not a winning posi-
tion. If, however, we consider a game with the same transition structure but with
F = f 1;2g then there is a winning strategy as the controller can, by makinga1,
“force” the environment intoF.

1 4

0

(a1;b1) (a1;b2) (a2;b1)

32

(a2;b2)

Figure 2: A simple game.

Trivial as it might seem, this is theessenceof any synthesis algorithm, a fact which
is sometimes obscured by fancy technicalities. The mathematical formulation of
this notion for a game with a state-spaceQ is via an operatorp : 2Q ! 2Q assign-
ing for everyF µ Q the setp(F) denoting itscontrollable predecessors, that is,

6 ² Synthesis of Reachability Controllers
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the set of states from which the controller canforce its adversary intoF. In the
example abovef 0g 62p(f 1;4g) and f 0g 2 p(f 1;2g). Calculating this operator,
together with some set-theoretical operations constitutes the core of any synthesis
algorithm. After formalizing the discrete problem and showing how it is solved in
the next section, we will turn to the timed case where the state-space contains real-
valued clocks, and see how the passage of time adds to the problem complexity.

2.3 Safety Games for Untimed Systems

We assume two playersA (controller) andB (environment) who play on a state-
spaceQ. At every instant of the game, each player chooses one admissible action
and the game progresses according to the mutual choice of the two players.A
strategy forA is a restriction of its set of admissible actions at a given state in order
that all the remaining runs of the system meet certain criteria.

Game Automata

Let Q be a �nite set ofstatesandA, B two �nite sets of actions.

De�nition 1 (Game Automaton)
A game automaton (GA) is a tupleA = ( Q;A;B;TA;TB;d) where TA µ Q£ A
and TB µ Q£ B are the enabling conditions for the two types of actions, and
the transition functiond : Q£ A£ B ! Q indicates which state is reached when
performing a joint action.

We always assume thatd(q;a;b) is de�ned whenever(q;a) 2 TA and(q;b) 2 TB.

De�nition 2 (Steps and Runs) A joint stepof A is

q
(a;b)
¡! q0

such that(q;a) 2 TA, (q;b) 2 TB and q0= d(q;a;b). A run ofA is a sequence
(�nite or in�nite) of joint steps of the form:

x = q0
(a1;b1)
¡! q1

(a2;b2)
¡! q2 : : : :

Timed and Analog Synthesis Synthesis of Reachability Controllers for
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We useq
(a;b)
¡! P as a shorthand forq

(a;b)
¡! q0^ q02 P. A run ismaximalif it is not

a pre�x of another run. A run isfair if for every (q;a) 2 TA, if q appears in�nitely

many times in the run, then there are in�nitely many
(a;b)
¡! steps.

We denote byL(A ;P) the set of all runs starting from someq 2 P µ Q. Similarly
we denote byLm(A ;P) the set of all maximal runs. The set of states reachable by
a runx is denoted byR(x) and the set of states reachable fromP by some run in
L(A ;P) is denoted byR(A ;P).

An automaton isnon-blockingif for every q 2 Q there area 2 A andb 2 B such
that(q;a) 2 TA and(q;b) 2 TB. In a non-blocking automaton every �nite run can
be extended to an in�nite run. The restriction ofTA to someQ0µ Q is denoted by
TA

jQ0 = TA \ f (q;a) : q 2 Q0g.

The GA de�nes the “arena” in which the two players play. What is considered a
winning run is de�ned by differentacceptance condition. Such conditions classify
a run as good or bad according to the number of times certain states are visited. A
strategy forA is a restriction ofTA such that all the remaining runs are accepting.
In this paper we explain the novelty of timed games by �rst using the most basic
condition ofsafetywhich essentially means “avoid forbidden states”.

Safety Games

In a safety game, the goal of playerA is to keep the game inside a subsetG of Q.
Thewinning statesof the game are thus the states from whichA can, by properly
choosing its actions, prevent the game from going outsideG. A straightforward
solution would be to restrict the automaton toG and remove for everyq 2 G all
thea choices which might lead outsideG. However, this procedure might lead to
a blocking situation and hence an iterative procedure is needed in order toassure
that the winning states are indeed the states where the automaton can proceed
inde�nitely without leavingG.

De�nition 3 (Controller Synthesis for ¤ -Games)
Given a GAA = ( Q;A;B;TA;TB;d) and a set Gµ Q, the controller synthesis
problem Synth(A ;G;¤ ) is: �nd the maximal subset G¤, G¤ µ G µ Q, and the
maximal TA

¤ , TA
¤ µ TA

jG¤, such that the automatonA ¤ = ( G¤;A;B;TA
¤ ;TB;d), is

non-blocking and R(A ¤;G¤) µ G.

The relationTA
¤ is called awinning strategyfor A and the setG¤ is the set of

correspondingwinning states. UsuallyG¤ will be smaller thanG as states from
which leavingG is unavoidable are removed. AlsoTA

¤ will be smaller thanTA
jG¤

because transitions that can lead to bad consequences are removed. The calculation
of A ¤ from A andG is performed by an iterative process which removes bad states
(and transitions) fromTA, using the following operator:

8 ² Synthesis of Reachability Controllers
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De�nition 4 (Controllable Predecessors) Let A be a GA and Pµ Q. The set of
a-predecessors of P for a2 A

pa(P) = f q : (q;a) 2 TA ^8 b 2 B (q;b) 2 TB ) q
(a;b)
¡! Pg

The set of controllable predecessors of P is

p(P) = f q : 9a 2 A q2 pa(P)g

In other words,q 2 pa(P) iff by choosinga atq, A forces the game in the next step
into P, no matter whatB does, andq 2 p(P) if such ana exists. The algorithm for
computingG¤ proceeds by computing a sequence of setsf G[i]g as follows:

Algorithm 1 (Winning States for ¤ -Games)

G[0] := G
for i = 1;2; : : : ; repeat

G[i] := G[i ¡ 1] \ p(G[i ¡ 1])
until G[i] = G[i ¡ 1]
G¤ := G[i]

In order to extract a strategy fromG¤ and to prove the correctness of the algorithm
we use an operator which for every subset setP produces the maximal strategy
which guarantees staying inP for one step.

De�nition 5 (Safe Strategy Extraction) The maximal one-step strategy for stay-
ing in a set P is

q(P) = f (q;a) : q 2 pa(P) \ Pg:

Let TA[0] = TA, TA[i] = q(G[i ¡ 1]) andA [i] = ( G[i];A;B;TA[i];TB;d).

Claim 1 (Properties of Algorithm 1) For every i: 1) The automatonA [i] is well-
de�ned and non-blocking and G[i] µ G. 2) If q62G[i], then whatever A does at q,
B can drive the automaton outside G within at most i steps.

Proof: By induction: the base case follows trivially from the initialization of the
algorithm. Suppose it is true fori ¡ 1. Then, by de�nition we have: 1) ifq 2 G[i]
then there exists at least onea such that(q;a) 2 TA[i], and 2) from: G[i] there is
an unavoidable step leading to: G[i ¡ 1] and hence, by the induction hypothesis:
1) all runs can be extended to lengthi, and 2) from every state in: G[i + 1] there is
an unavoidable run ofA of length not greater thani leavingG.

Since 2Q is a �nite set and the sequenceG[i] is monotone decreasing, the algorithm
converges after a �nite number of steps to a �xed-pointG¤ = p(G¤).

Timed and Analog Synthesis Synthesis of Reachability Controllers for
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Corollary 2 (Correctness of Algorithm 1) The algorithm always converges to
G¤ and the automatonA ¤ = ( G¤;A;B;TA

¤ ;TB;d) where TA
¤ = q(G¤), satis�es: 1)

A ¤ is non-blocking and R(A ¤;G¤) µ G. 2) Any other subset of TA satisfying (1)
is included in TA

¤ .

2.4 Safety Games on Timed System

Real-Time Games

In real-time games the outcome of the players' actions depend also on theirtiming
because performing the same action “now” or “later” might have completely differ-
ent consequences. For such games we take the model oftimed automata[AD94],
in which automata are equipped with auxiliary continuous variables calledclocks
which grow uniformly when the automaton is in some state. The clocks interact
with the transitions by participating in pre-conditions (guards) for certain transi-
tions and they are possibly reset when some transitions are taken.

In this setting, a player might choose at a given moment to wait for some timet
andthentake an action. In this case, it should consider not only what the adversary
can doafterthis action but also the possibility that the latterwill not wait for t time,
and perform an action at somet0< t.

While synthesizing safety controllers for timed automata one should be careful not
letting any of the players win by “Zenonism”, that is, by preventing the time from
progressing as does the Tortoise in its race against Achilles. This is an artifact of
the model and the algorithm which is best explained using an example. Suppose
that we are in a vehicle which is doomed to crash into a wall within one minute
and we do not have any control of the velocity but can turn the radio on and off.
Clearly this activity will have no effect in avoiding the crash, but if we do not have
any bound on the frequency of turning the radio on and off, we can makein�nitely
many transitions in less than one minute and prevent the synthesis algorithm from
converging to the conclusion that we are doomed to crash.

Timed Game Automata

Let Q be a �nite set ofstatesand letX = Rd be theclock space. We denote
elements ofX asx = ( x1; : : : ;xd) and use0 for the zero vector andx + t for x +

10 ² Synthesis of Reachability Controllers
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(t; t; : : : ; t). Elements ofQ£ X are calledcon�gurations. A subset ofX is called
a k-zoneif it can be obtained as a boolean combination of inequalities of the form
xi · c, xi < c, xi ¡ x j · c, wherec 2 f 0;1; : : : ;kg. The set of zones is denoted by
Z (X). A setP µ Q£ X is called a zone if it can be written as �nite union of sets of
the formf qig£ Pi where eachPi is a zone. A functionr : X ! X is aresetfunction
if it sets some of the coordinates of its argument to 0 and leaves the others intact.
The set of all such functions is denoted byF (X). We assume two �nite sets of
actionsA andB, a special empty actioneand letAe = A[ f eg andBe = B[ f eg.

De�nition 6 (Timed Game Automaton)
A timed game automaton (TGA) is a tupleA = ( Z;A;B;TA;TB;d; r ) where Zµ
Q£ X is a zone, Q and X are the state and clock spaces, A and B are two distinct
action alphabets, TA µ Q£ X £ Ae and TB µ Q£ X £ Be are timing constraints for
the two types of actions, the functionsd : Q£ Ae£ Be ! Q andr : Q£ Ae£ Be !
F (X) indicate which state is reached when performing a (possibly joint) action
and which clocks are reset in that occasion.

We assumek to be �xed throughout the paper — it is the largest constant in the
de�nition of the TGA. Further requirements are the following: for every stateq and
actiona2 Ae, the setf x : (q;x ;a) 2 TAg is ak-zone. Similar requirements hold for
TB. We assume thatd(q;e;e) = q and thatr (q;e;e) is the identity function (if both
sides refrain from action nothing happens). Finally we require that the automaton
is strongly non-Zeno, that is, in every cycle in the transition graph of the automaton
(induced byd), there is at least one transition which resets a clock variablexi to
zero, and at least one transition which can be taken only ifxi ¸ 1. This is a very
important condition preventing the controller and the environment to achieve their
goals using unrealistic tricks that stop time. The restriction ofTA to some set of
con�gurationsZ0 is denoted byTA

jZ0.

Intuitively, when the automaton is at a con�guration(q;x), time can progress as
long as both players agree, that is,(q;x ;e) 2 TB \ TA (this corresponds to the
“invariant” of q in single-player models of timed automata). At a point where
at least one of them can make an action, i.e.(q;x ;a) 2 TA for somea 2 A or
(q;x;b) 2 TB for someb 2 B, a transition can be taken. This can be formalized as
follows:

De�nition 7 (Steps and Runs) A joint stepof a TGAA is either

1. a time step (of duration t):

(q;x) t¡! (q;x + t)

such that t> 0, and for every t0< t, (q;x + t0;e) 2 TA \ TB.
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2. a discrete step

(q;x)
(a;b)
¡! (q0;x0)

such that(a;b) 6= ( e;e), (q;x ;a) 2 TA, (q;x ;b) 2 TB, q0= d(q;a;b), and
x0= r (q;a;b)(x).

A runof a TGAA starting from(q0;x0) is a sequence of joint steps

x : (q0;x0) ¡! (q1;x1) ¡! : : :

such that eitherx is in�nite and the sum of the durations of the time steps diverges,
or x is �nite and arbitrarily large time steps are enabled after the last con�gura-
tion.

Note that(q;x ;e) 2 TA \ TB means that bothA andB agree to let time progress by
a positiveamount. On the other hand it is possible to reach a state wheree is not
permitted by one or more of the two players: in this case, the only thing that can
happen then is a transition. A TGA isnon-blockingif every �nite pre�x of a run
can be extended to a full run.

The set of all runs ofA , starting at some(q0;x0) 2 P is denoted byL(A ;P). The
set of con�gurations reachable by a discrete step isf (q;x); (q0;x0)g and by a time
step of durationt is f (q;x + t0) : t0 2 [0;t]g. The con�gurations reachable by a
run, R(x), is the union of the con�gurations reachable by its steps. ByR(A ;P)
we denote the con�gurations reachable by all runs starting fromP. We use the

notation(q;x) ¡! P as before and(q;x) t¡! G P if 8t0 < t (q;x) t0

¡! G and
(q;x) t¡! P.

Controller Synthesis for Timed Safety Games

De�nition 8 (Controllers for Timed ¤ -Games)
Given a TGAA = ( Z;A;B;TA;TB;d; r ) and a zone Gµ Z, the controller syn-
thesis problem Synth(A ;G;¤ ) is: �nd the maximal subset G¤, G¤ µ G, and the
maximal TA

¤ , TA
¤ µ TA

jG¤ such that the automatonA ¤ = ( G¤;A;B;TA
¤ ;TB;d; r ), is

non-blocking and R(A ¤;G¤) µ G.

The computation ofA ¤ is similar to the untimed case, however, certain subtle
points related to the passage of time should be treated. A strategy forA at a given
con�guration might be to do nothing, just wait. Hence we distinguish between
the active predecessors of a setP, the states from whichA can force the game
immediately intoP by a transition, and thepassivepredecessors from whichA can
force the game intoP by just waiting. A non-trivial combination of both will be
used by the iterative procedure. In our model, the choice ofA to do nothing is
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modeled by emittinge. However, at that momentB can choose either someb 2 B
or e. In the �rst case, the transition labeled by(e;b) will be taken, while in the
second time will “progress”. For some technical reasons we should distinguish
between two roles ofe emitted byA. WhenB canmakee, thee emitted byA is
considered waiting. WhenB is obliged to make an action, the choice ofe by A is
considered like any other choice between transitions.

De�nition 9 (Timed Controllable Predecessor) Let A be a TGA. For every a2
Ae and Pµ Z, the set of active a-predecessors of P is:

pa(P) =

(
(q;x) : 8b 2 Be (q;x ;b) 2 TB ) (q;x)

(a;b)
¡! P ^

a = e ) (q;x;e) 62TB

)

:

The active predecessors of P are:

pd(P) = f (q;x) : 9a 2 Ae (q;x) 2 pa(P)g:

The passive predecessors of P are

pt(P) = f (q;x) : 8b 2 Be (q;x ;b) 2 TB ) (q;x)
(e;b)
¡! Pg

The operatorpd is like the untimedp except for some small technical subtlety in
the second line, wheree is considered an active transition ofA whenB must make
a transition. Thept operator de�nes the con�guration in which it is safe forA to
do nothing because eitherB can do nothing and the con�guration is already inP,
or B can take other transitions, but they all lead toP.

However, not from every con�gurations(q;x) 2 pt(P) A can force the game to
stay in P. This is true only if(q;x + t) 2 pt(P) for every t (which means that
every(q;x + t) is in P and thatA can prevent transitions leavingq forever) or, at
least, this is true until some point(q;x + t) where anactivetransition can be taken.
Con�gurations from whichA can gain only aboundedamount of time are losing.
This motivates the following de�nition.

De�nition 10 (Until Operator) For every Z;Z2 µ Z the set Z1 U Z2 (“Z 1 Until
Z2”) is

Z1 U Z2 =

(
f (q;x) : (q;x + t) ¥¡! Z1

Z1 _

(9t > 0 (q;x) t¡! Z1
Z2

)

In other words, a con�guration is inZ1 U Z2 if by letting time pass we are guar-
anteed not to leaveZ1 before reachingZ2. One can verify thatU distributes over
union, i.e.

(Z1 [ Z2) U (Z3 [ Z4) = ( Z1 U Z3) [ (Z1 U Z4) [ (Z2 U Z3) [ (Z2 U Z4):
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Using these de�nitions we can de�ne the operator used in the �xed-point compu-
tation.

De�nition 11 (Timed Safety Predecessors)The set of timed safety predecessors
of P is

p¤ (P) = pd(P) [ (pt(P) U pd(P)) :

Lemma 3 (Properties ofp¤ ) 1) If (q;x ;a) 2 p¤ (P) then every run of at most
one discrete transition, starting from(q;x) by A making a, has all its reachable
con�gurations in P. 2) If(q;x ;a) 62p¤ (P) there is an unavoidable run of at most
one discrete step leaving P.

The algorithm for computingTA
¤ has the same structure of the untimed algorithm.

Algorithm 2 (Winning Con�gurations for Timed ¤ -Games)

G[0] := G
for i = 1;2; : : : ; repeat

G[i] := G[i ¡ 1] \ p¤ (G[i ¡ 1])
until G[i] = G[i ¡ 1]
G¤ := G[i]

De�nition 12 (Safe Strategy Extraction) The one-step strategy for staying in a
set P is

q(P) = f (q;x ;a) : q 2 pa(P) \ Pg [ f (q;x ;e) : q 2 pt(P) U pd(P)g

Let TA[0] = TA, TA[i] = q(G[i ¡ 1]) andA [i] = ( G[i];A;B;TA[i];TB;d; r ).

Claim 4 (Properties of Algorithm 2) For every i: 1) If (q;x ;a) 2 TA[i] then ev-
ery run ofA [i] having at most i steps, starting by doing a at(q;x), will keep the
automaton inside G. 2) If(q;x ;a) 62TA[i], then whatever A does after choosing a
at (q;x), B can drive the automaton outside G within at most i steps.

Proof: By induction: the base case follows trivially from the initialization of the
algorithm. Suppose it is true fori. Then, by lemma 3 we know that: 1) from
Z[i + 1] every step leaves the automaton insideZ[i], and 2) from: Z[i + 1] there is
an unavoidable step leading to: Z[i] and hence, by the induction hypothesis: 1) all
runs of length not greater thani + 1 starting fromZ[i + 1] stay inG, and 2) from
every state in: Z[i + 1] there is an unavoidable run of length not greater thani + 1
leavingG.

Corollary 5 (Partial Correctness of Algorithm 2) Suppose the algorithm
converges to G¤ and letA ¤ = ( G¤;A;B;TA

¤ ;TB;d; r ) be the associated TGA. Then:
1) R(A ¤;TA

¤ ) µ G. 2) Any other subset of TA satisfying (1) is included in TA¤ .
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2.5 Closure of Zones under p¤
It remains to show that the algorithm converges.

Claim 6 (Properties of zones)
1. There are �nitely many k-zones.

2. The set of zones is closed under the boolean operations.

3. If F is a zone andr 2 F (X) a reset, then the inverse imager ¡ 1(F) = f x :
r (x) 2 Fg is also a zone.

4. If F is a zone then its “projection to the past” Past(F) = f x : 9t ¸ 0 (x +
t 2 F)g is also a zone.

5. If F and G are zones and(q;S) = ( q;F) U (q;G) then S is also a zone.

The �rst four properties are standard in the context of timed automata — see
[AD94]. The operation used in the last statement is the only novelty introduced by
thep-operator. In order to prove statement 5 of the claim we rewrite the setSas:

f x : d(x; : F) > d(x;G) _
d(x; : F) = d(x;G) = ¥ _
(d(x; : F) = d(x;G) = d ^ x + d 2 G)g

whered(x;C) = inff t : x + t 2 Cg — the “distance” fromx to C. Note that if
x 62Past(C) thend(x;C) = ¥ . We leave it to the reader to prove that the second
and the third terms (which correspond to some boundary effects) are zones. We
concentrate on the “main” �rst term of the formula, and in order to state that itis a
zone we �nd a special representation of this distance function, using an auxiliary
notion.

De�nition 13 We call a function f: X ! R+ [ f ¥ g piecewise trivialif it can be
represented in the form:

f (x) =
½

di ¡ xki when x 2 Di ; i 2 I
¥ when x 2 D¥ ;

where I is a �nite set, di stand for some integer constants and Di for some zones.

Lemma 7 Let f and g be piecewise trivial, then 1) the functionsmin( f ;g) and
max( f ;g) are piecewise trivial, and 2) the setf x : f (x) > g(x)g is a zone.

Proof: 1) Suppose

f (x) =
½

di ¡ xki when x 2 Di

¥ when x 2 D¥ ;
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and

g(x) =
½

ej ¡ xl j when x 2 E j

¥ when x 2 E¥ ;

then

max( f ;g) =

8
<

:

di ¡ xki when x 2 Di \ E j \ Fi j

ej ¡ xl j when x 2 Di \ E j \ : Fi j

¥ when x 2 D¥ [ E¥ ;

WhereFi j = f x : di ¡ xki > ej ¡ xl j g is, of course, a zone. By de�nition and closure
of zones under intersection, max( f ;g) is piecewise trivial. The proof for min( f ;g)
is similar. 2) Considerf andg andFi j as before. The desired set is the union of all
sets of the formDi \ E j \ Fi j .

Lemma 8 (Distance to zone is piecewise trivial)Let C be a zone. Then the func-
tion d(x;C) is piecewise trivial.

Proof. Consider �rst the case whenC is convex. It can be represented as an
intersection of half-spacesxi#c or xi ¡ x j#c, where # stands for<;>; · or ¸ . We
proceed by induction on the numberN of half-spaces (i.e. the number of faces of
F). Consider �rst a single half-spaceH. There are two cases:

² H = f x : xi < cg or H = f x : xi ¡ x j#cg. In this case

d(x;H) =
½

0 when x 2 H
¥ when x 62H;

because Past(H) = H in this case.

² H = f x : xi > cg. For suchH

d(x;H) =
½

0 when x 2 H
c¡ xi when x 62H;

Suppose now that the result holds for a givenN. Consider a zoneC with N + 1
faces. It can be represented asC = C1 \ C2 whereCi have at mostN faces. It is
easy to see thatd(x;C) =

8
<

:

0 when x 2 C
¥ when x 62Past(C)
max(d(x;C1);d(x;C2)) when x 2 Past(C) ¡ C

By virtue of Lemma 7 and the inductive hypothesis max(d(x;C1);d(x;C2)) is
piecewise trivial. The piecewise triviality ofd(x;F) is immediate.

Arbitrary non-convexF can be represented as a �nite union of convex zones:C =
S

i Ci . In this cased(x;C) = min
i

(d(x;Ci)) and the result is immediate from the
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convex case and Lemma 7. This concludes the proof of Claim 6. The closure
properties of zones imply thatSis a zone.

Corollary 9 (Termination) Algorithm 2 terminates after a �nite number of steps.

Proof: According to the previous claim, the set ofk-zones is �nite and closed
under thep operator. Hence all the iterations work on a �nite set and a �xed point
is guaranteed.

Theorem 10 (Main Result) The controller synthesis for timed safety games is de-
cidable, and is solved using algorithm 2.

Other results on timed controller synthesis were based on weaker models, which
correspond roughly to a timed automaton with one clock. The only exception we
are aware of is [WH92] where the Ramadge-Wonham approach was applied to a
�nite-state quotient of a timed automaton (the “region graph” of [AD94]).

2.6 Eventuality Games
In the next type of game, eventuality games, the roles of the players are exchanged.
PlayerA tries to veer the game toward a subsetF of Q. While this problem is es-
sentially the dual of safety, some subtle points need to be taken into consideration,
and the formulation of the problem is different. One major difference from safety
games is that in the latter the act of losing isimmediate, once you go out ofG,
while in eventuality game, as long asA turns around outsideF but still stays in
states from which itcan force a move intoF, it does not lose. Only atin�nity it
will lose if it has never taken a transition toF. This can best be viewed in the
example of Figure 3 (in all the following examples we assume that playerB is
deterministic, i.e.B is a singleton). In this game every strategy ofA which takes
thea1 action fork times and then doesa2 is a winning strategy. However such a
strategy usesadditional memory, in this case a counter which counts the number
of steps so far, and does not behave uniformly on every state of the GA.

Another illuminating example is the automaton of �gure 4. Clearly, if we want
all runs to reachq3 we must prevent the automaton from staying inde�nitely in
the cycleq1q2. The two winning strategiesA 2 andA 3 are not comparable, and
in fact the only “canonical objects” here areA 1 andA 4. One may think of two
alternative formulations of the problems, the �rst requires a controller such that
all “fair” executions reachF (and in this senseA 1 represents a winning strategy),
while the second requires that every move brings the game “closer” toF, as inA 4.
We will focus on the second approach and it is a simple exercise to adapt theresult
to a fairness-based de�nition.
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Figure 3: A simple eventuality game,F = f q2g.
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Figure 4: A game (A 1) with F = f q3g, two incomparable maximal strategies (A 2, A 3) which
guarantee that every run reachesF, and a “maximal progress” strategyA 4.

De�nition 14 (Ranking) LetA be a GA. A ranking function is a function r: Q !
N [ f ¥ g de�ned as r(q) = 0 iff q 2 F and r(q) =

De�nition 15 (Controller Synthesis for §-Games: Progressive Version)Given
an automatonA = ( Q;A;B;TA;TB;d) and a set Fµ Q, the controller synthesis
problem Synth(A ;F; §) is: �nd the maximal set Q¤, F µ Q¤ µ Q, and �nd an
automatonA ¤ = ( G¤;A;B;TA

¤ ;TB;d), where TA
¤ µ TA such that:

1. for everyx 2 L(A ¤;Q¤)) R(x) \ F 6= /0.

2. Any other automaton satisfying (1) is de�ned over a subset of Q¤.

The algorithm for computingTA
¤ is the following:

Algorithm 3 (Winning Strategy for §-Games - Progressive)
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TA[0] := /0
Q[0] := F
for i = 0;1; : : : ; repeat

TA[i] := TA[i ¡ 1] [ (p(Q[i ¡ 1])) j: Q[i¡ 1]

Q[i] := S(TA[i])
until Q[i] = Q[i ¡ 1]
Q¤ := Q[i]
TA

¤ := TA[i]

Claim 11 (Properties of Algorithm 3) For every i, the automaton
A [i] = ( G[i];A;B;TA[i];TB;d) satis�es:

1. Every run of length not greater than i reaches F.

2. If q 62Q there is an unavoidable run of length i, which starts at q and does
not reach F.

Proof: By induction: the base case follows trivially from the initialization of the
algorithm. Suppose it is true fori ¡ 1. Then, by de�nition ofp we have: 1) if
(q;a) 2 TA[i] then all the runs starting by makinga at q progress toQ[i ¡ 1] from
which, by the inductive hypothesis all runs of length· i ¡ 1 reachF, and 2) from
everyq 2 : G[i] there is an unavoidable step leading to: G[i ¡ 1] from which an
unavoidable run of lengthi ¡ 1 does not reachF.

The sequenceQ[i] is monotone increasing and the algorithm converges after a �nite
number of steps toQ¤ andTA

¤ such thatp(Q¤) j: Q¤) = /0.

Corollary 12 (Correctness of Algorithm 3) LetA ¤ be the result of Algorithm 3.
Then

1. Every runA ¤ reaches F.

2. Maximality: any other subset of Q satisfying (1) is included in Q¤.

2.7 Summary of Timed Synthesis
Timed automata can model a variety of phenomena, including approximations of
continuous dynamical systems, digital circuits with delays, scheduling problems

Timed and Analog Synthesis Synthesis of Reachability Controllers for
Timed Systems ² 19



for multi-processors and network as well as timing analysis of embedded soft-
ware. The algorithm described in this paper can be useful in all these application
domains. In Section 4 we start connecting these results to our new translationfrom
LTL (resp. MITL) to automata (resp. timed automata) in order to achieve the more
ambitious goal of synthesis directly from speci�cations.

Let us also mention some extensions and specializations of timed synthesis. Time-
optimal control as de�ned in [AM99] allows to �nd worst-case time-optimal strate-
gies, that is, the shortest time to reach a target despite disturbances. The spe-
cial case of timed game automata for scheduling problems has been treated in
[AAM06] and [BKM04] where the adversary re�ects uncertainty in taskdurations
and conditional dependencies. These techniques can be applied, in principle, to
more general classes of hybrid dynamical systems, where the continuousdynam-
ics is more complicated than that of a clock. In such cases, of course, there is
no hope for an algorithm which is guaranteed to terminate. Wong-Toi [W97]de-
scribes a similar procedure for “linear” hybrid systems, that is, systems where in
each state, the continuous variables evolve according to a �xed derivative. In the
next section we show how to apply it to hybrid automata where the dynamic in
each mode is de�ned by linear differential equations.
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3 Switching Controller Syn-
thesis for Hybrid Systems

3.1 Motivation
Mode switching is a common method for controlling systems admitting a continu-
ous dynamics. Modern circuits, for example, may turn on and off certain units and
features or even change the current (DC/DC controllers) in order to control power
consumption. Each such switch changes the electrical characteristics of thecircuit
and hence its dynamics. The controller synthesis problem is to decide at what part
of the (observable) continuous state space of the systems such mode switching
should take place.

In this work we introduce a simple framework for studying control by switching,
using the commonly accepted model of a hybrid automaton [MMP92, ACH+ 95].
In this model a system can be in one of several “modes”, in each of which its
behavior is governed by a distinct continuous dynamical law. At certain parts
of the continuous state-space the system can switch from one mode to another.
We formulate the problem of controller synthesis as determining these switching
surfaces so that all trajectories generated by the system satisfy some performance
criteria. We present an abstract algorithm to solve this problem which usesas a
major component a procedure for computing sets of reachable states (sometimes
called “�ow pipes” or “tubes of trajectories”) of continuous systems.

Unlike the case of timed automata where such sets can be computed exactly, in
the hybrid case we have to use various techniques for approximating reachable
sets, techniques which are described in detail in Deliverable D3.2-18. The bottom
line of this work is that if you have a plant modeled as a piecewise-linear dynam-
ical system and you design a controller capable of switching between modes, you
can suggest potential switching regions in the state-space and our (implemented)
algorithm will synthesize safe switching surfaces in afully-automaticmanner.

The rest of the section is organized as follows: in Section 3.2 we introduce the
minimal necessary de�nitions concerning discrete and continuous behaviors and
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hybrid automata. A special effort is made to relate the de�nitions to those used
outside the formal methods circle and orient them toward the electrical engineer-
ing community. In section 3.3 we formulate the controller synthesis problem and
give the abstract algorithm that solves it. In section 3.4 we discuss computability
issues and our approximation scheme while in Section 3.5 we illustrate the results
obtained by our tool on two concrete examples.

3.2 Switched Systems and Hybrid Automata
We start with a control-oriented presentation of the setting before introducing hy-
brid automata. The system depicted in Figure 5, is de�ned over a continuoustime
domain T= R+ and a continuous state-spaceX µ Rn, whose elements we write
asx = ( x1; : : : ;xn). The system can be in several modes, each with a distinct con-
tinuous dynamics. The origin of these modes can be of various sorts: they can
be identi�ed with different structural con�gurations of a continuous system such
as gears in a car or combinations of open and closed valves in a liquid container;
they can represent several continuous regulators, each used at a different range of
operation; they can be used to approximate continuous-valued control bya �nite
discretization of non-linear systems by piecewise-linear ones. The choicebetween
the modes is done by a discrete controller (supervisor, decision-maker) which ob-
serves continuously the state of the plant and decides continuously which mode to
select out of a discrete (and usually �nite) set.

Some features distinguish our treatment of this setting from the way some electri-
cal engineers and control theorists would approach it:

1. Hybrid State-Space: We are looking closely at the structure of the discrete
switching controller and model it as an automaton with a setQ of states,
where each state is identi�ed with the value sent by the controller to the
plant. Hence, the domain of the feedback map isQ£ X and not onlyX, and
the controller may react differently to the samex 2 X according to its current
mode. In other words we considerQ£ X as the state-space of the combined
system to which we apply all our analysis and synthesis techniques. In this
context, the hybrid automaton model is most natural and phenomena such as
certain types of hysteresis are easy to model.2

2. Non-determinism: This feature might seem strange to some control the-
orists – we do not insist (at least not all the time) that the controller is
deterministic, but are rather satis�ed with a feedback map of the formc :
Q£ X ! 2Q. This means that at some parts of the state-space there is more

2In fact,differential automatahave been used to model hysteresis already in [T87].
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Figure 5: A switching controller.

than one possibility for the continuous trajectory to evolve, either according
to the current mode or to switch to one or more other modes. Unlike con-
trol, where differential inclusions [AC84] are not considered a mainstream
topic, in computer science such a set-valued3 non-determinism is common-
place, and the archaic “uniqueness of solutions” is traded for higher expres-
sive power. Non-determinism can express uncertainty in models, sensors,
actuators and disturbances. It can also be used to specify the possible behav-
iors under all potential controllers before synthesis is done. Synthesis itself
can then be viewed as replacing an under-speci�ed controllerc with a more
restrictive onec0such that all the behaviors induced byc0satisfy the required
properties. Hopefully this will become clearer in the sequel.

3. Properties: In formal veri�cation of discrete (software and hardware) sys-

3By “set-valued” we mean non-determinism which speci�es a set of possibilities but doesnotde�ne
probabilities on this set.
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tems, one is interested in showing that all possible behaviors of the system in
question satisfy properties such as “the system will never reach a set ofbad
states” or “every occurrence of eventa will be followed by an occurrence
of eventb” etc. These properties can be expressed in formalisms such as
temporal logic [MP95] and its industrial extension PSL. Performance crite-
ria used in control have similar yet somewhat different �avor, partly dueto
historical reasons, partly due to the different nature of the time domains and
state-spaces (in discrete spaces it is hard to talk about getting “closer” to a
point). For example, convergence to an equilibrium is roughly the temporal
property “eventually alwaysP” whereP is a small open ball around the equi-
librium point. In this paper we concentrate on thesafetyproperty, namely
the avoidance of a set of forbidden states (“avoid states where the altitudeof
the airplane is very low and its downward velocity is very high”).

In order to speak about the behavior of a switched dynamical systems over time we
need a language to express both the evolution of the continuous variables as well
as the evolution of the discrete state. A temporal behavior is the general concept
that uni�es them.

De�nition 16 (Temporal Behavior) A temporal behavior over a set M is a par-
tial function b: T ! M whose domain of de�nition is an interval[0; r) for some
r 2 T [ f ¥ g.

We callr the metric length ofb, denote it byjbj, and say thatb is in�nite if r = ¥ .
Restrictions ofb to points and intervals are denoted byb[t] or b[t1; t2).

De�nition 17 (Piecewise-Constant Non-Zeno Behavior)A temporal behavior b
of length r is piecewise-constant if it admits a strictly increasing sequenceJ (b) =
0;t1; t2; : : : of time points such that for every k, b is constant on the interval Ik =
[tk; tk+ 1). A behavior is non-Zeno ifJ (b) \ [0; r] is �nite for every r< ¥ .

The de�nition of a piecewise-constant temporal behavior already excludes in-
�nitely many switchings occurring at thesamepoint in time (for example when
a thermostat model has the same threshold for moving from ON to OFF and vice
versa). The de�nition of a non-Zeno behavior excludes more sophisticated ways to
“stop” the passage of time, by prohibiting in�nitely many switchings from occur-
ring in �nite time, as do Achilles and the tortoise in the famous paradox attributed
to Zeno of Elea.

We denote the sequence of intervalsI0; I1; : : :, by I (b). Theuntimed abstractionof
a piecewise-constant behaviorb is the partial function̄b : N ! Q de�ned asb̄k = q
iff b[t] = q for everyt 2 Ik. The number of intervals is called thelogical lengthof
b. Examples of continuous and piecewise-constant behaviors appear in Figure 6.
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Figure 6: A continuous behaviora and a piecewise-constant behaviorb of logical length 4
with b̄ = q1;q2;q3;q2.

De�nition 18 (Hybrid Automaton) A hybrid automaton (HA) is a systemA =
(Q;X;H;G; f ) where

² Q = f 1; : : : ;mg is the discrete state-space,

² X is the continuous state-space, a bounded subset ofRn,

² H : Q ! 2X are the staying conditions (“invariants”)

² G : Q£ Q ! 2X are the switching conditions (“transition guards”),

² f : Q ! (X ! Rn) assigns a continuous (and Lipschitz) vector �eld on X to
every discrete state.

While the de�nition allows arbitrary subsets of the Euclidean space as stayingand
switching conditions, in practice we use much simpler subsets ofX, with limited
topological complexity and some geometrical restrictions,e.g. convex polyhedra.
A hybrid automaton is depicted in �gure 7. We will use the notationfq for f (q),
Gqq0 for G(q;q0), Hq for H(q) andH for

S
qHq. A pair (q;x) 2 Q£ X is called a

con�guration ofA .

The setHq is the subset of the continuous state-space where the dynamicsfq can
be applied. Such a restriction can come from physical modeling considerations
(a plane cannot be in a �ight mode in altitude zero) or from the decision of a
particular controller (e.g. a good train controller will not stay in an acceleration
mode when the train is close to another train). Similarly the setGqq0 is the subset
of the state-space where the controller can switch from modeq to q0. These sets
can be expressed in terms of the non-deterministic feedback mapc : Q£ X ! 2Q

whereHq = f x : q 2 c(q;x)g andGqq0 = f x : q02 c(q;x)g.
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Figure 7: A 3-state hybrid automaton.

The hybrid automata de�ned here are slightly more restricted than some models
used elsewhere as there are no jumps or resets in the values of the continuous
variables when transitions are taken. These more general models include also a
reset mapR: Q£ Q£ X ! 2X, which decomposes into reset mapsRqq0 : X ! 2X

with dom(Rqq0) = Gqq0 for each(q;q0) 2 Q£ Q. Our models correspond to the
special case where eachRqq0 is the identity map. For this reason we may assume
thatGqq = /0 because a transition from a discrete state to itself without updating the
continuous variables does not really change the con�guration of the system. The
results reported here can be easily extended to systems with jumps at the priceof
additional notation.

The possible behaviors of such a hybrid automaton are those satisfying thefollow-
ing intuitive de�nition: when the HA is in a con�guration(q;x) such thatx 2 Hq,
the continuous state can evolve according to the differential equation�x = fq(x), for
which we assume existence and uniqueness of solution for every initial condition
in Hq. Whenever a pointx02 Gqq0 is reached, the automatoncanmake a transition
to q0 and switch the dynamics accordingly to�x = fq0(x). We assume that transi-
tions can be made only to states where continuous evolution can be continued,i.e.
Gqq0 µ Hq0. Whenever this is not the case,G can be replaced byG0= G\ H, that
is, G0

qq0 = Gqq0\ Hq0 for everyq;q02 Q. All this can be formalized as follows.

De�nition 19 (Continuous Evolution) Let a: T ! X be the solution of the dif-
ferential equation�x = fq(x) with a[0] = x, and let F be a subset of X. We say
that:

² The dynamics q is enabled fromx for time t ¸ 0 if a[t0] 2 Hq for every t0< t.

This is denoted byx
q;t

¡! . If, in addition, the trajectory stays within Fµ X

between0 and t we write it asx
q;t

¡! F .
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² A pointx0 is q-reachable fromx in time t if x
q;t

¡! , t < ¥ and a[t] = x0. This

is denoted byx
q;t

¡! x0. If, in addition, a[t0] 2 F for every t0< t we write it

asx
q;t

¡! F x0.

² A set Gµ X is q-reachable fromx in time t if x
q;t

¡! x0for somex02 G. This

is denoted byx
q;t

¡! G. If, in addition, a[t0] 2 F for every t0< t we write it

asx
q;t

¡! F G (F until G in mode q).

Equipped with these de�nitions we can de�ne thesemanticsof hybrid automata,
that is, the set of behaviors they can generate from any initial state.

De�nition 20 (Semantics of HA) A trajectory of a HAA , starting from a con-
�guration (q0;x0) is a behaviorx : T ! (X £ Q) which can be written as a pair
of behaviors a: T ! X and b: T ! Q such that a is continuous, b is piecewise-
constant and:

1. Initiality: a[0] = x0 and b[0] = q0.

2. Differential evolution: for every interval Ik = [ tk; tk+ 1) 2 I (b) such that̄bk =

q, a[tk]
q;t

¡! a[tk + t] for every t2 [0;tk+ 1 ¡ tk).

3. Transition conditions: for every tk 2 J (b), such thatb̄k¡ 1 = q andb̄k = q0,
a[tk] 2 Gqq0.

Note that our de�nitions of piecewise-constant behaviors imply strict monotonicity
of the jump points and for any stepk, the intervalIk has durationtk+ 1 ¡ tk > 0 and
a non-trivial continuous evolution. Other models allow steps of zero duration and
hence several jumps in one time point.

A behavior of a 3-state HA is sketched in Figure 8, which can be viewed as drawing
the behavior in Figure 6 on the state-space. Recall that typically there is morethan
one possible trajectory starting from a given con�guration(q;x) becauseHq and
Gqq0 may overlap. Such “margins” can be useful for representing uncertainty both
in physical modeling and in the delay between the initiation of a transition and
its actual execution. Uniqueness of solutions is not part of the prerequisites of
veri�cation methodology – it can be restored by insisting ondeterministicHA
where for everyq the setsf Gqq0gq06= q are mutually disjoint and have an empty
intersection with the interior ofHq. The set of all trajectories starting from(q0;x0)
is denoted byL(A ;(q0;x0)) and the set of trajectories starting from any(q;x) such
thatx 2 Hq is denoted byL(A ).

Some anomalies may occur under these de�nitions. It may happen that a trajectory
leavesHq without entering anyGqq0. Such a trajectory becomes “blocked”. One
way to �x it is to “complete” the automaton by adding a new discrete state to which
the systems enters when it goes out of the staying conditions of all dynamics.We
will not do it because there will be an explicit notion of the “good” and “bad” states
in the formulations of the synthesis problem.
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Figure 8: A sketch of a behavior of the HA of Figure 7 withX = R2.

The other anomaly is that of a Zeno behavior (a term �rst coined in [AL92]),
namely a trajectory which switches in�nitely often between discrete states during
a bounded time interval. Similar phenomena have been studied extensively un-
der the titlesliding mode control[F88]. One should be very careful to prevent
the synthesis algorithm from producing controllers that can avoid bad states only
by generating such behaviors which “stop” Time. Our approach to this problem
is to de�ne HA which are non-Zeno by construction and hence any synthesized
controller cannot generate Zeno behaviors.

De�nition 21 (Non-Zeno Hybrid Automata) A Zeno cycle in a HA is a sequence
q1; : : :qs of states such that cl(G12) \ cl(G23) \ : : : \ cl(Gs1) 6= /0 where cl is the
closure operator. A HA is non-Zeno if it has no Zeno cycle.

Claim 13 (Trajectories of Non-Zeno Automata) All the behaviors of a non-Zeno
HA are non-Zeno.

Proof: For any three statesq;q0;q002 Q in a non-Zeno HA the distance between the
setsGqq0 andGq0q00is bounded below by somed > 0 and hence there is a positive
lower bound on the time duration of evolution withinq0. Let D be the minimal
such number over all triples of states. Then every trajectoryx of logical length
greater than or equal tomsatis�esjxj > mD .

The lack of Zeno cycles is a suf�cient (but not necessary) condition for preventing
Zeno behaviors, which is easy to check. Finding more precise conditions isan
interesting topic that is irrelevant here.
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For two HAA = ( Q;X;H;G; f ) andA 0= ( Q;X;H0;G0; f ), we say thatA 0is more
restrictive thanA , denoted byA 0¹ A , if H0µ H andG0µ G in the natural sense of
inclusion between such functions, i.e.H0

q µ Hq andG0
qq0 µ Gqq0 for everyq;q02 Q.

ClearlyA 0¹ A impliesL(A 0) µ L(A ) and ifA is non-Zeno, so isA 0.

3.3 Switching Controller Synthesis: the Problem and

the Solution

We formulate the simplest control problem of avoiding bad states in a non-trivial
way (a trivial solution would be to block completely the evolution of the system
by lettingH = /0).

De�nition 22 (Safety Synthesis for HA) LetA = ( Q;X;H;G; f ) be a HA and let
F be a subset of Q£ X. The safety controller synthesis problem is: �nd the maximal
non-blocking HAA ¤ ¹ A such that for everyx 2 L(A 0) and every t2 T , x[t] 2 F.

In order to solve this problem we make use of the following operator:

De�nition 23 (Predecessors)The predecessor operatorp : 2Q£ X ! 2Q£ X is de-
�ned for every set of con�gurations

F = ( f q1g£ F1) [ : : : [ (f qmg£ Fm)

as

p(F) = f (q;x) : x
q;¥
¡! Fq

_ (9t 2 T 9q02 Q9x02 X x
q;t

¡! Fq
x0̂ x02 Gqq0^ (q0;x0) 2 F)g

Essentially(q;x) is in p(F) if either there is an in�nite trajectory without switching
starting from(q;x) and always staying inF, or that it is possible to stay inF for
some time and then make a transition to another con�guration which is still in
F. For those who do not feel comfortable with quanti�ers we give the following
alternative de�nition ofp(F). Let A andB be two subsets ofX. For everyq we
de�ne the following two operators.

² The unbounded time predecessorp¥
q : 2X ! 2X, de�ned asp¥

q (A) = f x :

x
q;¥
¡! A g, i.e. the points from which it is possible to continue inde�nitely with

dynamicsq while staying inA.
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² The until operatorU q : 2X £ 2X ! 2X de�ned asU q(A;B) = f x : 9t x
q;t

¡! A Bg,
i.e. points from which it is possible to continue with dynamicsq and stay in
A until B is reached.

Thenp(F) can be written as

F0= ( f q1g£ F0
1) [ : : : [ (f qmg£ F0

m)

where for everyq

F0
q = p¥

q (Fq) [
[

q06= q

U q(Fq; (Gqq0\ Fq0)) ;

as illustrated in Figure 9.

x1

x2

x3
G12 \ F2

F1

Figure 9: Computation ofF0
1 from F1 and F2: Point x3 is in p¥

1 (F1). Point x2 is in
U 1(F1; (G12 \ F2)) . Pointx1 is in neither hence it is not inF0

1.

The high-level algorithm for solving this problem is presented below. It works by
computing the setP¤ of “winning” states and can be viewed as a specialization of
dynamic programming value iteration to 0¡ 1 cost functions.

Algorithm 4 (Safety Controller Synthesis for HA)

P0 := F \ H
repeat
Pk+ 1 := Pk \ p(Pk)

until Pk+ 1 = Pk

P¤ := Pk

Claim 14 (Properties of the Algorithm) For every k,(q;x) 2 Pk iff L(A ; (q;x))
contains a trajectory that remains invariantly in F, which is either of logical length
smaller than k and in�nite metric length, or else of logical length not less than k.

Proof: The proof concerning the length of trajectories is done by induction. For
the base case, all points atP0 admit empty runs of length zero and all points outside
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P0 (and outsideF) do not admit such runs. Going fromk to k+ 1 is easy because
if (q;x) 2 p(Pk) it can take one transition toPk andk transitions from there. On
the other direction, if(q;x) 62p(Pk), the automaton cannot take from it a transition
to Pk nor an in�nite run and hence it can take at mostk transitions.

The algorithm produces a decreasing sequencef Pkg of sets, and if the algorithm
terminates it returns the �xed-pointP¤.

Claim 15 The automatonA ¤ = ( Q;X;H¤;G¤; f ) where for every q;q0 H¤
q = f x :

(q;x) 2 P¤g and G¤
qq0 = Gqq0 \ H¤

q \ H¤
q0, is the solution of the safety controller

synthesis problem.

Proof: The limit P¤ is the set of all points which have either a run of �nite logical
length whose last interval is in�nite or a run of in�nite logical length, which im-
plies (for non-Zeno HA) an in�nite metric length. HenceP¤ is the maximal subset
of Q£ X from which all trajectories can be extended to in�nity without leavingF.
Any automaton larger thanA ¤ will contain points outsideP¤ which do not admit
in�nite trajectories insideF.

A feedback mapc : Q£ X ! 2Q can be derived fromA ¤ by letting

c(q;x) = f q0: (q0= q^ x 2 H¤
q) _ (q06= q^ x 2 G¤

qq0)g:

As mentioned above, this controller is not deterministic, similar to the “least re-
strictive supervisor” in the theory of discrete-event control [RW87, RW89]. A
deterministic controller can be derived from it by reducingH¤ andG¤ so that the
feedback map becomes a functionc : Q£ X ! Q. In general there is no “canoni-
cal” way to do this reduction and we consider it an implementation issue.

Mathematicians might stop here:P¤ is characterized as the maximal �xed-point of
the equationP = F \ p(P) andA ¤ is the solution of the synthesis problem. Those
interested in actuallycomputingthe controller need to proceed further.

While the notion ofeffective computation4 is central in computer science, it is less
familiar within control theory, so some introductory remarks are in order.

Algorithm 4, the main ingredient of the controller design process, involves the
computation of the following functions oversubsets of X:

² Intersection,\ : 2X £ 2X ! 2X,

² Predecessors,p : 2X ! 2X, and

² Equivalence checking,= : 2X £ 2X ! f 0;1g.

4The theory of computability, also known asRecursion Theorycan be seen as a kind of pure
mathematics of computer science and it has deep connection with logic and set theory. The notions
that we borrow from there are only the tip of the iceberg and the exposition is not meant by any means
to be a serious introduction to the domain.
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The latter is needed to detect the termination of the algorithm whenPk+ 1 = Pk and
can be reduced to checking emptiness of the set differencePk ¡ Pk+ 1.

In order for a function to be computable by a discrete device, the elements in its
domain and its range must have a �nite syntactic representation, and there must
be an effective and terminating procedure which takes as input a representation
of an element of the domain, and returns as output a representation of the value
of the function applied to that element. For example, functions over the integers
can be computed by applying well-known algorithms for addition and multipli-
cation to unary, binary or decimal representations of numbers. In this work we
focus on the problem of computing functions oversubsetsof X. Subsets of the
mathematical real numbers can be very weird objects and, unlike the �nite sets
encountered in discrete veri�cation, they do not admit an explicit (enumerative)
representation. Instead, they can be expressed symbolically by �nite syntactical
objects (e.g. formulae of some logic). To take a concrete example, the sub-class
of polyhedralsets consists of sets which can be represented by Boolean combi-
nations of linear inequalities, and the membership of any point in a given set can
be determined using a �nite number of arithmetical and logical operations. Sim-
ilarly, the semi-algebraicsets are those which can be written as combinations of
polynomial inequalities. While these sets admit effective Boolean operations,easy
membership testing and more involved equivalence checking algorithms, they are
usually not closed under �ows of linear systems and hence even if a setF belongs
to a well-behaving class,p(F) will not belong to that class.

We illustrate the problem using a HA with one discrete state and a simpli�ed ver-
sion ofp(F) de�ned asp0(F) = f x : 9t x t¡! Fg, namely the points from which
it is possible to reachF some time in the future. Suppose thatF itself is character-
ized by a formulaj (x) whose truth value is 1 iffx 2 F. Suppose further that the
equation�x = f (x) has a closed-form solution5 of the forma(x;t) for every initial
conditionx. In this case,p0(F) can be characterized by the formula

y (x) = 9t ¸ 0 j (a(x;t)) :

The process of transformingy into an equivalent quanti�er-free formulay 0(x) is
calledquanti�er eliminationby logicians. Ifj anda are part of a theory which
admits a quanti�er elimination algorithm, then thep0 operator is computable, i.e.
there is an effective way to transform a formulaj (x) for F into a formulay 0(x)
for p0(F). If in the logic in question, the satis�ability problem for non-quanti�ed
formulae is decidable, questions such as the inclusion ofp0(F) in another set are
decidable as well.

In the simple case wheref is constant, i.e.f (x) = c, andF is a polyhedral set
written as a formulaj (x) which is a combination of linear equalities, we get

y (x) = 9t ¸ 0 j (x+ ct)

5An assumption which, by itself, restricts the scope of the approach signi�cantly.
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and quanti�er elimination can be performed using elementary linear algebra. This
is the basis for reachability algorithms for timed automata and other hybrid systems
with constant derivatives implemented in tools such as Phaver [F05]. In theless
trivial case of linear systems, the de�nition reduces to

p0(F) = f x : 9t eAtx 2 Fg:

In this case, quanti�er-elimination techniques fail except for some very restricted
classes of matrices.

Even if we were equipped with an effective precise procedure to computep(F),
Algorithm 4, more often than not, will not terminate in a �nite number of steps,
even for the most trivial forms of continuous dynamics. In such cases, for every
stepk of the iteration, there will be some part ofPk that cannot stay within itself
and the �xed point will not be reached in a �nite number of iterations. Giventhis
state-of-affairs we resort to a classical solution of continuous mathematicians and
use numerical methods to compute approximately predecessors (and successors)
in the continuous state-space.

To overcome the effectiveness and termination problems we propose an approxi-
mate variant of Algorithm 4, specialized for piecewise-linear systems i.e. �x = Aqx
for every q 2 Q, and which uses a restricted class of subsets ofX, orthogonal
“griddy” polyhedra (unions of unit boxes de�ned by a �xed grid [BMP99]). The
approximation techniques, described in the next section (and in more detail in
[ABDM00]), when plugged into Algorithm 4, yields a sequenceP̃k of polyhedra
which converges after �nitely many steps and which satis�esP̃k µ Pk for everyk.
The obtained solutioñP¤ is included inP¤ and hence the resulting HA satis�es the
same required properties ofA ¤ except, of course, being maximal.

3.4 The Approximation Technique
The approximation technique developed in [ABDM00] treats various other prob-
lems related to the automatic analysis of hybrid systems. While the synthesis algo-
rithm requiresunder-approximationof thebackwardreachability operatorp, other
tasks such asveri�cation of reachability properties (computing all states reachable
from a given setF of initial conditions under all admissible inputs) requireover-
approximationof theforward analysis operatord, which is a bit more intuitive to
explain.

De�nition 24 (Successors)LetA be a dynamical system de�ned by�x = f (x) and
let I µ T be a time interval. The successor operatordI : 2X ! 2X is de�ned for
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any subset F of X as:

dI (F) = f x0: 9x 2 F 9t 2 I x t¡! x0g

We use the notationdr for d[r;r] (states reachable afterexactly rtime), d for d[0;¥ )

(states reachable after any non-negative amount of time) anddI (x) for dI (f xg).
Note thatd satis�es the semi-group property, i.e.dI2(dI1(F)) = dI1©I2(F) where
I1 © I2 = f t1 + t2 : t1 2 I1 ^ t2 2 I2g is the Minkowski sum of two intervals, and
that, in particular,d[0;r2](d[0;r1](F)) = d[0;r1+ r2](F). Hence the computation ofd(F),
which is the basic operation in veri�cation algorithms (as isp(F) for algorithm 4)
can be reduced to the following iterative numerical algorithm for some time stepr.

Algorithm 5 (Exact Computation of d(F) using Time-stepr)

P0 := F
repeat
Pk+ 1 := Pk [ d[0;r](Pk)

until Pk+ 1 = Pk

The exact application of Algorithm 5 suffers from two problems. The computation
of d[0;r] is not more feasible than the computation of the wholed, and even ifd[0;r]

was computable, the algorithm usually does not terminate after a �nite number of
steps. The �rst problem can be resolved by approximating subsets ofX by poly-
hedral sets. Any open or closed setF µ X can be over- or under-approximated
arbitrarily closely by a setF0consisting of a �nite union of convex polyhedra with
rational vertices. An effective approximation of Algorithm 5 can thus be imple-
mented by replacing all the operations (Boolean operations, equivalencetesting
and computation ofd[0;r]) by their approximated versions. Note that if the class is
closed under Boolean operations, onlyd[0;r](F) needs to be approximated (this is
true for arbitrary polyhedra but neither for convex polyhedra nor for ellipsoids). If
the approximate algorithm terminates, the result is an over-approximation ofd(F).

The termination of the procedure, however, cannot be guaranteed since there are
in�nitely many polyhedral sets. Moreover, the implementation is very complicated
because the setsPk can be very complex non-convex polyhedra for which there is
no useful canonical form and the testPk+ 1 = Pk is very expensive. To overcome
this problem we restrict further the class of sets which are used to approximate
Pk to be what we callgriddy polyhedra, i.e. sets which can be written as unions of
closed unit hypercubes with integer vertices. When the continuous state-spaceX is
bounded, there are only �nitely many griddy polyhedral subsets and Algorithm 5 is
guaranteed to terminate. Moreover, the restriction to griddy polyhedra allowsus to
bene�t from a relatively ef�cient canonical representation for both convex and non-
convex sets [BMP99], supported by an experimental software package. The price,
however, for using griddy polyhedra is that the quality of the approximationthey
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provide in terms of Hausdorff distance per vertex is poorer than that of arbitrary
polyhedra6 but such a compromise seems unavoidable.

Some aspects of the technique take advantage of special properties of linear sys-
tems. Letconv(f x1; : : : ;xmg) be the convex hull of a set of points, i.e.f x : x =
l 1x1 + ¢¢¢; l mxmg for non-negativel i whose sum is 1. For linear systems we have
dt(x) = eAtx and the matrix exponential, as a linear operator, preserves convexity:

dt(conv(f x1; : : : ;xmg)) = conv(f dt(x1); : : : ;dt(xm)g):

This means that for a convex setF = conv(V ) whereV = f x1; : : : ;xmg, and for ev-
eryt, the states reachable fromF can be determined by the states reachable fromV
(see Figure 10-(a)). We exploit this property to approximated[0;r](conv(V )) based
on the set of pointsV [ dr (V ) wheredr (V ) is computed fromV by a �nite num-
ber of matrix exponentiations or numerical integration steps. Our approximation
scheme consists of three steps:

1. ComputeG = conv(V [ dr (V )) (see Figure 10-(b)). This set is an approxi-
mation ofd[0;r](conv(V )) but neither an over-approximation nor under-approximation.
The convex-hull algorithm provides us with information concerning the ori-
entation of the faces which is used in the next step.

2. Push the faces ofG outward to obtain a bloated convex polyhedronG0 that
is guaranteed to contain the required set (Figure 10-(c)). The amount of
pushing is determined by the time stepr and the matrixA (see the analysis
in [ABDM00]). Pushing inward will result in an under-approximation.

3. Over-approximateG0by a griddy polyhedrond0
[0;r](F) (Figure 10-(d)).

The approximate algorithm for computingd(F) for F = conv(V ) is de�ned below:

Algorithm 6 (Approximate Computation of d(F) for Linear Systems)

P0 := F; V 0 := V ;
repeat k = 1;2; : : :
V k := dr (V k¡ 1);
Gk := conv(V k¡ 1 [ V k);
Gk := bloat(Gk);
Gk := griddy(Gk);
Pk := Pk¡ 1 [ Gk

until Pk+ 1 = Pk

The algorithm is guaranteed to terminate becausef Pkg is a monotone increasing
sequence over the �nite set of griddy polyhedra. There are two types of errors

6For anm-vertex approximation of a �gure with piecewise-smooth boundaries inRn, the worst-case
error isO(m¡ 1=(n¡ 1)) for griddy andO(m¡ 2=(n¡ 1)) for arbitrary approximating polyhedra.
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accumulated in the process of computingPk: from the actual set to its bloated
convex hull and from there to the griddy polyhedron. However these errors do not
propagate to the next step which computesPk+ 1 based onV k [ V k+ 1 and not onPk

(Figure 10-(e)). Note that our orthogonal polyhedra package [BMP99] maintains
d0

[0;2r](F) as asinglecanonical object andnot as a union of convex polyhedra or
ellipsoids (Figure 10-(f)). The algorithm can be �ne-tuned by changingthe time
stepr and the size of the hypercubes.

d2r (x2)

d2r (x1)

d[0;r](F)

d[r;2r](F)

dr (x2)

x2

d2r (F)

dr (x1)

Fx1

dr (F) dr (x1)

x2

dr (x2)

x1

d0
[0;r](F)

(e)

d0
[0;2r](F)

(a) (b) (c)

(d) (f)

d0
[r;2r](F)

Figure 10: (a) A setF = conv(f x1;x2g) and its exact successors for time intervals[0; r] and
[r;2r]. (b) Approximatingd[0;r](F) by convex hull. (c) Bloating the convex polyhedron to
obtain a polyhedral over-approximation. (d) Rectangulating the polyhedron intod0

[0;r](F). (e)
Repeating the same procedure in the next time step to obtaind0

[r;2r](F). (f) The accumulated
statesd0

[0;2r](F) = d0
[0;r](F) [ d0

[r;2r](F).

Result 1 (Computation of Reachable States for Linear Systems)There exists an
implemented algorithm for over-approximating the reachable sets of systems de-
�ned by linear differential equations.

The reason this result is not a theorem is due to the following facts:

1. There is always a trivial over-approximation of any subsetF of X: X itself.
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2. The smallest polyhedral or griddy set that containsd(F) is as impossible to
compute asd(F).

3. The best upper bounds that can be easily proved on the approximationerror
are much larger than what happens in practice.

Doing under-approximation is almost symmetric, and for computing backwards
you need to invert the system. With some additional modi�cation one can under-
approximate thep operator and hence:

Result 2 (Effective Controller Synthesis for Linear Systems)There exists an im-
plemented algorithm for under-approximating the least-restrictive safety controller
for piecewise-linear systems.

In the framework described so far we assumed no adversary (disturbances) and that
all the transitions are controllable, i.e. initiated by the discrete controller. These
assumptions can be relaxed as follows. Uncontrolled transitions, that is, transitions
initiated by the plant, can serve several modeling purposes. They can modela
discrete transition of a physical system (such as a collision), an adversary which
is modeled using a switching controller (a human operator that pushes a button)
or, when a non-linear system is approximated by a piecewise-linear one, apassage
from one region of the state-space to another. There is a standard adaptation of the
p operator for such situations see Sectionsec:timed. For continuous disturbances,
we have extended our system to treat dynamics of the form�x = Ax + Bu whereu
ranges over a convex set. Using a modi�cation of the procedure proposed in [V98],
based on the maximum principle, we can compute an appropriate variant ofp and
solve the synthesis problem in the presence of such disturbances as Example 1
will show. Our techniques can be adapted, via discretization of control values,
to construct strategies for linear differential games of the form�x = Ax + Bu + Cv,
and it remains to see whether this approach has advantages over known techniques.
Section 5 explores these ideas.

3.5 Examples

We illustrate the behavior of the algorithm on several examples. Recall that the
results are obtained in a fully automatic manner once the model has been written.
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Example 1: a Thermostat with Delay and Disturbances

Consider a thermostat having two statesq1 (OFF) andq2 (ON). The corresponding
dynamics are

�x1 = ¡ x1 + u u2 [¡ 0:5;0:5]

and
�x1 = ¡ x1 + u u2 [3:5;4:5]:

Note that these are equivalent to differential inclusions due to uncontrolled (but
bounded) disturbances. We augment the system with an additional “clock”variable
x2, such that in every state �x2 = 1, every transition is guarded by the conditionx2 ¸
0:5 andx2 is reset to zero after a transition is taken. This construction guarantees
that the guards are separated and the automaton is non-Zeno. The price ishaving
an additional dimension and a slight modi�cation ofp to take clock resetting into
account.

Our goal is to keepx1 within the interval[1:5;3:6] henceF = [ 1:5;3:6]£ [0:0;0:5].
The synthesis is done in the two-dimensional space and converges after three
iterations into the safe sets shown in Figure 11. After removing the �ctitious
clock variable by intersection withx2 = 0, we obtainH¤

1 = [ 2:48365;3:5] and
H¤

2 = [ 1:5;3:15736]. From this we can derive a deterministic switching controller
which starts heating whenx1 = q12 and stops heating whenx2 = q21 for any q12

andq21 satisfying 2:48365< q12 < q21 < 3:15736.

x2

x1

x2

x1
q0 (on) q1 (off)

Figure 11: The safe sets for the thermostat in thex1-x2 plane. The safe sets forx1 are those
obtained by intersection withx2 = 0.

Example 2: Two Spirals

Consider a system with two discrete statesq1 andq2 where the dynamics is de�ned
by

A1 =
µ

0:05 ¡ 0:5
2:0 0:05

¶
A2 =

µ
0:05 ¡ 2:0
0:5 0:05

¶

so that in each state there is an expanding spiral (see a sketch of the phase-portrait
on top of Figure 12). In order to stay withinF = f q1;q2g £ [¡ 0:65;0:35] £
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[¡ 0:35;0:68] the controller must switch between the orthogonal spirals. The initial
transition guards are:

G12 = [ ¡ 0:2; ¡ 0:01]£ [¡ 0:2;0:01] G21 = [ 0:01;0:32]£ [¡ 0:01;0:1]

The algorithm starts withF as the safe set and terminates after three iterations
(Figure 12).
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q1 q2

Figure 12: The phase portrait of the two spiral system and the results of the algorithm. The
evolution ofF1 andG12 \ F1 is shown on the left and that ofF2 andG21 \ F2 in the right. The
�nal results show for each state the safe region where the system can spiral and then make a
transition to the safe region of the other state.
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4 Synthesis from Timed Tem-
poral Logic Speci�cations (Work
in Progress)

4.1 Introduction
The problem of synthesizing controllers automatically from high-level speci�ca-
tions has been posed by Church [Chu63] and solved theoretically by Büchi and
Landweber [BL69, TB73]. Although the topic has been subject to further, more
modern, investigations, synthesis has not enjoyed the passage from theory to prac-
tice as did the similar and simpler problem of veri�cation, mostly due to the prac-
tical complexity of the proposed algorithms. Recently some improvements have
been made [PPS06, PP06, CDF+ 05] that led to the synthesis of some non trivial
controllers. This work is a further step in this direction which attempts to give a
general tractable solution for for the following problem:

Given a bounded-response propertyj de�ned over two distinct action alphabets
A and B (encoded using mutually-disjoint propositional variables), build a�nite-
state transducer (controller) from Aw to Bw such that all of its behaviors satisfy the
property¤ j .

The controller in question is realized by an automaton which reads what the envi-
ronment does (somea 2 A), changes its state accordingly and outputs someb 2 B.
The whole situation can be viewed as a two-player zero-sum game between the
controller and its environment where we seek a winning strategy for the controller
(see [M07] for a uni�ed game-theoretic model). Unlike other approaches, for ex-
ample those used in the control of discrete event systems [RW89] or our previous
work [MPS95, AMP95], we do not start with a given “plant” or “arena” ina form
of a transition system and an acceptance/winning condition expressed in terms of
its states. Our starting point, like in [PR89], is a temporal logic formula which
speci�es constraints on the behaviors of the players as well as desired properties
of their interaction. Hence the �rst step in the synthesis procedure is to derive the
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automatonfrom the formulaand then apply synthesis algorithms to this automa-
ton. It should be noted that this starting point is more general than it might seem
to those who are not logic fans. We argue that the bounded fragment of linear tem-
poral logicLTL and its timed extensionMTL constitute the natural formalisms for
expressing both the requirements and the constraints in scheduling problems,and
that those can be encoded using templates that hide the logic from the user.

A major dif�culty in such a procedure stems for the fact that synthesis algo-
rithms are more naturally de�ned overinput-deterministicautomata where each
joint choice of the two players induces only one transition from every state.7 In
contrast, the commonly-used procedures for translating temporal logic formulae
go through non-deterministic automata whose determinization leads to automata
of prohibitively-large size. Moreover, the acceptance conditions in the generated
automata require a rather complicated �xed-point computation in order to �nd the
winning states and strategies. In this work we avoid some of these problems by
restricting our attention tobounded-responseproperties which are known to be
equivalent to safety properties. These properties represent a largepart of what
users are interested in (especially in hard real-time systems) and lead to automata
with simpler acceptance conditions (just avoid bad states) and hence to a simpler
synthesis procedure.

Concerning the limited scope of bounded-response properties comparedto more
generallivenessproperties, we can make the following comments. Liveness prop-
erties typically specify something that should “eventually” happen without spec-
ifying an upper bound on the time to elapse between now and that eventuality.
Obviously, liveness properties can be viewed as an abstraction of the real spec-
i�cation which speci�es not only that some response is eventually forthcoming
(which is often useless by itself), but also provides anupper boundon the maxi-
mal (also minimal) delay on the arrival of the response. In some cases, the use of
such abstractions may be justi�ed on various grounds. However, we hope to con-
vince the reader that, in many other cases, the synthesis from bounded-response
properties is very relevant and preferable and can be carried out ef�ciently for non-
trivial problems. For such cases, why settle for an abstraction when youcan work
directly with the precise speci�cation?

The main contribution of this paper is an ef�cient machinery that allows one to
synthesize controllers automatically from speci�cations expressed using the real-
time temporal logic MTL [Koy90], often interpreted of the time domainR+ . We
show how to transform such formulae, under bounded variability assumptions,
into deterministictimed automata, based on transformation into past formulae and
ideas presented in [MNP05]. The obtained automaton is then interpreted as atimed
game automaton [MPS95, AMP95] to which one can apply synthesis algorithms,

7A notable exception is the case where the controller has limited observability and thus, after
observing a sequence of adversary actions it may �nd itself in one of several states and its chosen
action should be good with respect toall these states. In this case, the nondeterminism plays in favor
of the adversary.
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either the backward �xpoint iteration of [MPS95] or it improvement [CDF+ 05], to
derive the controller.

The rest of this section is organized as follows: Section 4.2 presents the syntax and
semantics of the bounded-response fragment ofMTL and surveys some previous
results concerning the relation to timed automata. Section 4.3 is concerned with
the translation of future boundedMTL formulae to past formulae and from there,
under bounded-variability assumptions, into deterministic timed automata. The
current status of this ongoing work is summarized in Section 4.4.

It should be noted that this result complements some previous results described in
[MNP05] and in Deliverable D3.2/6 where we have shown how to generatedeter-
ministic (and hence amenable to synthesis) timed automata from the past fragment
of MITL. However, given the fact that most users tend to �nd speci�cations based
on future modalities more intuitive, the present results contribute to the acceptance
of synthesis techniques in practice.

4.2 Signals and their Bounded Temporal Logic

Signals

Two basic semantic domains can be used to describe timed behaviors.Time-
event sequencesconsist of instantaneous events separated by time durations while
discrete-valuedsignalsare functions from time to some discrete domain. The
reader may consult the introduction to [ACM02] or [A04] for more details onthe
algebraic characterization of these domains. In this work we use Boolean signals
as the semantic domain, but the extension of the results to time-event sequences
(which are equivalent to the timed traces used by Alur and Dill [AD94]) need not
be a dif�cult exercise.

Let the time domainT be the setR¸ 0 of non-negative real numbers. A �nite length
Boolean signalx is a partial functionx : T ! Bn whose domain of de�nition is an
interval I = [ 0; r), r 2 N. We say that the length of the signal isr and denote this
fact by jxj = r. We usex[t] for the value of the signal at timet and the notation
st1

1 ¢st2
2 ¢¢¢stk

k for a signal of lengtht1 + ¢¢¢+ tk whose value iss1 at the interval
[0;t1), s2 in the interval[t1; t1+ t2), etc. We uset © [a;b] to denote[t + a;t + b], that
is, the Minkowski sum off tg and[a;b], andt ª [a;b] = [ t ¡ b;t ¡ a) \ T for the
inverse operation with saturation at zero. We call these operations, respectively,
forward and backward shifting.
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Mathematical functions de�ned overR can be very weired objects, exhibiting ir-
relistic behaviors. We will restrict our attention to signals satisfying some notions
of bounded variability.

De�nition 25 (Strong Bounded Variability) A signal x is of strong d-bounded
variability if for every t1 < t2 < t3 such thatx[t1] 6= x[t2] andx[t2] 6= x[t3], jt2 ¡ t3j ¸
d for some positive d.

This intuitive notion requires a signal to settle for some minimal period in a con-
stant value after switching. Unfortunately, this property is not preserved under
Boolean operations among signals as can be seen in Figure 13. We will use a

x1

x2

x1 ^ x2

Figure 13: Two signals with strongd-bounded variability can yield a signal which are not
strongd0-bounded variability for arbitrarily smalld0.

weaker notion which limits thenumber of changes(but not their distance) in inter-
vals of lengthD, whereD is understood to be larger thand.

De�nition 26 (Weak Bounded Variability) A signalx is of weak(D;k)-bounded
variability if for every interval of the form[t;t + D] the number of changes in the
value ofx is at most k.

This de�nition allow a signal to �uctuate wildly at some part of a long interval
but stay quiet in other parts (see Figure 14). It is not hard to see that strong d-
bounded variability implies weak(D;k)-bounded variability withk = D=d, but not
vice versa. It is not hard to see that the existence of such ak is preserved under
operations.

Proposition 16 (Preservation of Weak Bounded Variability) Let x1 and x2 be
two weak bounded variability signals characterized, respectively, by(D;k1) and
(D;k2), and letx = x1 op x2 be a signal obtained by applying the Boolean opera-
tion op tox1 andx2. Then,x is weak(D;k1 + k2)-bounded variability.

This fact, which follows from the observation that forx to switch at timet, at least
one ofx1 andx2 should switch, implies that if we assume bounded variability of
the propositional signals, we will also have bounded variability for the signals that
indicate the truth values of subformulae.
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D

d

Figure 14: A signal which is of weak but not strong bounded variability.

Bounded Real-time Temporal Logic

We de�ne the logicMTL -B, a bounded variant of the real-time temporal logicMTL

[Koy90], such that all temporal modalities are restricted to intervals of the form
[a;b] with 0 · a · b and a;b 2 N. Note that unlikeMITL [AFH96], we allow
“punctual” modalities witha = b and in this case we will usea as a shorthand for
[a;a]. Another deviation fromMTL is the introduction of the past operatorprecedes
which is the dual of theuntil operator, or, put in another way, it is like theuntil
operator from the point of view of the end of the signal. The basic formulaeof
MTL -B are de�ned by the grammar

j := p j : j j j 1 _ j 2 j j 1 U [a;b]j 2j j 2 S[a;b]j 1j j 1P[a;b]j 2

wherep belongs to a setP = f p1; : : : ; png of propositions corresponding naturally
to the coordinates of then-dimensional Boolean signal considered. The future
fragment ofMITL -B uses only theU modality while the past fragment used only
the S andP modalities, respectively. The satisfaction relation(x;t) j= j , indicat-
ing that signalx satis�esj at positiont, is de�ned inductively below. We usep[t]
to denote the projection ofx[t] on the dimension that corresponds to variablep.

(x;t) j= p $ t < jxj ^ p[t] = T

(x;t) j= : j $ (x;t) 6j= j
(x;t) j= j 1 _ j 2 $ (x;t) j= j 1 or (x;t) j= j 2

(x;t) j= j 1 U [a;b]j 2 $ 9 t02 t © [a;b] (x;t0) j= j 2 and8t002 [t;t0]; (s;t00) j= j 1

(x;t) j= j 1P[a;b]j 2 $ 9 t02 t ª [a;b] (x;t0) j= j 2 and8t002 [t ¡ b;t0]; (x;t00) j= j 1

(x;t) j= j 2 S[a;b]j 1 $ 9 t02 t ª [a;b] (x;t0) j= j 1 and8t002 [t0; t]; (x;t00) j= j 1

It is important to note the difference between the future and the past operators (see
Figure 15): theuntil operator points from timet toward the future, while thesince
andprecedesoperators point fromt backwards. On the other hand, theuntil and
precedesoperators differ from thesinceoperators as they speak on the interval
beforethe event that should be observed within[a;b] time, while the latter refers
to the interval immediatelyafter its occurrence.

From basicMTL -B operators one can derive other standard Boolean and temporal
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t t + a t + bt0

j 1

j 2

t0 t

j 1

j 2

t ¡ at ¡ b

j 1 U [a;b]j 2 j 1P[a;b]j 2

t0 tt ¡ at ¡ b

j 2 S [a;b]j 1

j 2

j 1

Figure 15: The semantic de�nitions ofuntil, precedesandsince.

operators, in particular the time-constrainedsometime in the past, always in the
past, eventually in the futureandalways in the futureoperators whose semantics
is de�ned as

(x;t) j=
�

[a;b] j $ 9 t02 t ª [a;b] (x;t0) j= j
(x;t) j= � [a;b] j $ 8 t02 t ª [a;b] (x;t0) j= j
(x;t) j= � [a;b] j $ 9 t02 t © [a;b] (s;t0) j= j
(x;t) j= � [a;b] j $ 8 t02 t © [a;b] (x;t0) j= j

Note that our de�nition of the semantics of theuntil operators differs slightly from
their conventional de�nition since it requires a time instantt0whereboth(x;t0) j=
j 2 and(x;t0) j= j 1.

Temporal Depth

Each (future)MTL -B formulaj admits a numberD(j ) which indicates its temporal
depth, which indicates that in order to determine the satisfaction ofj by a signal
x from any positiont, it suf�ces to observe the value ofx in the interval[t; t +
D(j )]. This property is evident from the semantics of the operations and admits
the following recursive de�nition:

D(p) = 0
D(: j ) = D(: j )
D(j 1 _ j 2) = maxf D(j 1);D(j 2)g
D(j 1 U [a;b]j 2) = b+ maxf D(j 1);D(j 2)g
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A similar de�nition can be de�ned for the past fragment. Note thatD is a syntax-
dependentupper boundon the actual depth, and that a formulaj may be de-
termined according to segments ofx shorted thanD(j ). For example,� [a;b] T

requires no part ofx for its satis�ability to be determined.

At the end of the day we are interested insafetyproperties of the form� j where
j is any (future, past or mixed)MITL -B formula. These properties are interpreted
over in�nite words and require that all segments ofx of lengthD(j ) satisfyj .

4.3 From MITL -B to Deterministic Timed Automata

Sources of Nondeterminism

In [MNP05] we have studied the relation between real-time temporal logics and
deterministic timed automata. It turns out that the non-determinism associated
with real-time logics has two independent sources:

² Acausality: the semantics of future temporal logics isacausalin the sense
that the satis�ability of a formula at positiont may depend on the value of
the sequence or signal at timet0> t. If the automaton has to output this value
at timet, it has no choice but “guessing” att and aborting the computation
that correspond to the wrong guess att0 (see more detailed explanation in
[MNP06]). This bounded non determinism is inoffensive and in the untimed
case, that is, forLTL , it can be determinized away. We conjecture that this is
the case also for the timed case although no one knows yet how to do it. This
problem does not exist for past temporal logic which translate naturally into
deterministic automata.

² Unbounded variability: when there is no bound on the variability of input
signals, the automaton needs to remember the occurrence times of an un-
bounded number of events and use an unbounded number of clocks. All
the pathological examples concerning non-determinizability and non-closure
under complementation for timed automata are based on this phenomenon.

In [MNP05] we have shown that the determinism of pastMITL , compared to the
non-determinism of futureMITL , is a result of a syntactic accident which somehow
imposes bounded variability (or indifference to small �uctuations) for the former
but not the latter. The punctual version, pastMTL , remains non deterministic (and
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of in�nite memory) because the operator
�

a realizes an ideal delay element which
requires unbounded memory.

The approach taken in this work in order to get rid of both sources of nonde-
terminism is the following: we use fullMTL , that is, allow punctual modalities,
but assume that we are dealing with signals admitting weak(D;k)-bounded vari-
ability. This allows us to dispense with the the severe form on non determinism.
We then transform futureMITL -B formulae to pastMITL -B formula which, un-
der the bounded variability assumption, can be translate deterministic timed au-
tomata. This result is an extension of what we have shown in [MNP05] for the
(non-punctual)sinceoperator.

From Future to Past

The key idea of the transformation is to change the time direction from future to
past and hence eliminate the “predictive” aspect of the semantics.

Theorem 17 (Translation to Past) For every futureMITL -B formula j such that
D(d) = d there exists a pastMITL -B formula j 0 of the same depth such that for
every signal of duration d

(x;0) j= j iff (x;d) j= j 0:

Sketch of Proof: The translation rules are inductive, passing the depth of subfor-
mulae as parameters. For example a formula of the formj = � [a;b] y of depthd is
transformed intoj 0= � [b0;a0] y 0whereb0= m¡ D(y ) ¡ b, a0= m¡ D(y ) ¡ a and
y 0 is the past transformation ofy relative to depthd ¡ b. In fact the translation to
past can be seen as a change of time coordinates.

Corollary 18 (Equisatifaction of � j and � j 0) An in�nite signalsx satis�es � j
iff it satis�es � j 0wherej 0 is the past equivalent ofj .

From Past MTL -B to Automata

In this section we build a a deterministic timed automaton accepting exactly sig-
nals satisfying a pastMITL -B formula j 0 under the assumption of weak bounded
variability. The construction is partly based on our previous results in [MNP05]
which show that the non-punctual operators

�

[a;b] and S[a;b] admit a determinis-
tic automaton. These results are extended to the punctual operators

�

a and Sa
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using the bounded variability property which bounds the number of clocks the
corresponding automaton will need. The second part is the construction of a timed
automaton for the operatorP[a;b] which is based on the automaton for the special
caseP[0;b] is illustrated in Figure 16.

pq

y < b

x < b
s3

s2s0

s1

s4

x := 0

x := 0

x := 0

x = b

y := 0

y := 0

y := 0

y := b

x < b

y < b x = b

y = b

=0=1

x := ?

y := ?

p

pq

pq

y = b=y:= ?pq

Figure 16: An automaton accepting all signals satisfyingpP[0;b]q.

4.4 Future Work
We have resolved one of the major problems for applying synthesis directly from
timed properties, namely the non determinism of the generated automata. We
are currently working on the completion of a paper [MNP07] where the proofs
of the new results will be written down, and experimental results of applying the
translation followed by a synthesis algorithm to an a case study of a scheduler.
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5 Optimal Control for Contin-
uous and Hybrid Systems

5.1 Introduction to Continuous Control
In the previous chapters, we focused on situations where what the controller could
do in order to make the system satisfy a property or optimize a performance cri-
terion was limited totransitions: what transitions to take andwhenand where to
take them according to the continuous state of the system. In this chapter we move
to the more general setting ofoptimal controlwhere we have at our disposal con-
tinuous control signals whose values we can choose in order to steer the system
in desired directions. In this context, a great variety of problems can be modelled,
in particular those involving analog signals or mixed discrete-continuous (hybrid)
signals. An illustration of this can be found in [DDM04] where a Delta-Sigma
analog-to-digital converter is analyzed to verify the absence of saturation. The
circuit is modeled with a hybrid automaton but due to its frequently switching be-
havior, the property could not be veri�ed using reachability computation methods.
In the article, we propose an optimal control formulation where the cost function
to minimize is the distance to the saturation zones and the input of the circuit is the
control variable. Solving this problem and proving that the minimum cost possible
was positive thus meant that no input could drive the system to saturation. The
method gave good results and motivated our interest in the optimal control theory.
Traditional methods for solving optimal control problems can be roughly divided
into two categories, namely open loop control and closed loop control. In thefor-
mer, the problem is set as an optimization problem where the quantity to minimize
is the cost over one run of the system from one initial state to one �nal state and the
resulting answer is afunction of timethat returns the optimal action valueu(t) for
each instant. In the latter category, the goal is rather to synthesize astate-feedback
controller, i.e. afunction of the stateu(x) which returns the optimal action to take
for each statex of the system.
Closed loop controllers generally provide more robust solutions since optimal con-
trol actions are de�ned for every state, which means that if a disturbanceor a
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measurement error leads the system in an unpredicted state, it will still be ableto
recover and to optimally adapt its behavior to the new situation. On the contrary,
in the open loop case, a new solution would have to be computed from scratch. On
the other hand, the cost of computing an optimal state feedback for every states
of the system can be prohibitive. Since the problem is equivalent to an optimiza-
tion problem over a set of functions fromRn to Rp (wheren is the dimension of
the state space andp the dimension of the input space), its complexity is at least
exponential in the number of dimensionsn (the “curse of dimensionality”), which
becomes intractable as soon asn is more than an order of 10 at best in the general
case. For certain classes of systems, such as linear systems, the feedback control
can be obtained in closed form which overcomes this dif�culty8, but for non linear
and hybrid systems, as considered in this chapter, there is no universalmethods
and each new problem is challenging.
In this work, we attack these problematics with the following methodology. We
�rst consider the classic theory of dynamic programming as our main theoretical
background. Initiated at the end of the �fties by Richard Bellman ([Bel57]), this
theory already offers a number of algorithms to solve nonlinear optimal control
problems for which proof of correctness are available. Since the main problem
with the applicability of these algorithms is that they are subject to the curse of
dimensionality, we then reviewed the different methods available to deal with this
issue and try to design our own new ones. In doing so, we try to stick with the
property that the methods proposed are somehow asymptotically equivalentto a
known “exact” method. We also try to design practical methods, i.e. that can be
applicable to wide range of problem with a reasonable investment of a potential
user. Dynamic programming makes this possible in the sense that its fundamental
principles are simple and basically only requires that if the system is in the state
x, we are able to observe in which statesx0 it will be at the next time instant given
an inputu, and to know the cost of this transition. Then in particular, if the system
can be simulated, the method can be tried. In this chapter, we usually require that
a model of the system dynamics is known but the methodology also applied if the
dynamics is in black box, which is one of its advantages. Of course, the more we
know about the system, the more chances we have to get a useful answer.
The rest of the chapter is organized as follows. In Section5.2, we introduce the
basics of dynamic programming theory, both in the discrete and the continuous
settings. Then Section 3 introduces temporal difference algorithms which roughly
extend dynamic programming algorithms in the time dimension, while Section 3
and 4 deal with the appropriate coverage of the state space which is the main issue
related to the curse of dimensionality. Section 5 summarizes the accomplished
work and draws the lines of current and future investigations.

8Henceforth, a popular strategy used to address an optimal control problem is �rst to solve an open
loop formulation to get a reference optimal trajectory, to linearize the dynamics in the neighborhood
of it and then design a linear optimal state feedback controller to robustly track the reference.
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5.2 From Discrete to Continuous Dynamic Program-

ming
The expression “Dynamic Programming” has to be put in relation with that of
“Mathematical Programming”, which is sometimes used to denote the process of
solving a general optimization problem of the form, e.g.:

min
x

f (x)

s.t.g(x) · 0

wherex is a real vector inRn and f andg some functions fromRn to R. One of
the most common instances of such a problem is when theobjectivefunction f
and theconstraintfunctiong are linear, in which case we get alinear programof
the form

min
x

Ax

s.t.Cx · 0

which is solved using so-calledlinear programmingtechniques. Obviously, the
term “linear” refers to the fact that the functions in the optimization problem are
linear. Similarly, “dynamic” means that time is involved in the objective and con-
straint functions of the problems addressed by dynamic programming techniques.
In the case of discrete time, they can take the form:

min
u

V(xx ;u )

s.t. xx ;u (t + 1) = f (xx ;u (t);u(t))

whereV is the cost function of a trajectoryxx ;u , a function of time which is
uniquely determined by its initial statex and a control functionu. Thus, the
problem is to minimize a functional over a set of functions, which is in general
a very dif�cult problem. In this section, we present a basic algorithm calledvalue
iterationwhich allows us to introduce the fundamental principles of dynamic pro-
gramming in both the discrete and the continuous settings.

Discrete Dynamic Programming

We �rst consider a deterministic discrete system with a state setX , an input or
action setU and a transition map! : X £ U 7! X . At each pair(x ;u) of state-
action, a cost functionc(x;u) re�ects the price of taking actionu from statex.
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We assume that the functionc is positive and bounded by a constant ¯c. Given a
statex0 and an in�nite input sequenceu = ( un), we de�ne the cost-to-go orvalue
functionof the trajectoryx0

u 0! x1
u 1! : : : as:

Vu (x0) =
¥

å
n= 0

gnc(xn;un) (1)

whereg is a real number lying strictly between 0 and 1. Thisdiscounting factor
guarantees that the in�nite sumVu remains bounded. For instance, if the cost is
maximal for alln, i.e. c(xn;un) = c̄ 8n, then

Vu (x0) = Vmax =
¥

å
n= 0

gnc̄ =
c̄

1¡ g

SinceVu (x0) represents the cost of applying the input sequenceu from x0, the
optimal control problem consists in �nding a sequenceu¤ that minimizes this cost,
i.e. that solves the problem

min
u2U N

Vu (x0)

Note that the minimum for the cost functionVu ¤
(x0) is unique but may be obtained

with different sequences. Hence it does not depend onu¤ and we can note it
V¤(x0). The functionV¤ that mapsx 2 X to this optimal valueV¤ is then called
theoptimal value function.
Rather than trying to compute directly an optimal sequence, the goal of dynamic
programming is to compute the optimal value functionV¤(x) for all x 2 X . This
can be done thanks to theBellman equationwhich is satis�ed byV¤ and can be
deduced from (1) and the previous de�nitions:

V¤(x) = min
u; x u! x 0

c(x;u)+ gV¤(x0): (2)

OnceV¤ has been computed, an optimal sequenceu¤ is obtained by solving inu
the right hand side of Bellman equation which gives a state feedback controller:

u¤(x) = argmin
u; x u! x 0

c(x;u)+ gV¤(x0) (3)

Since (2) is a �x point equation,V¤ can be computed using �x point iterations.
This gives thevalue iteration algorithm.

Convergence proof of this algorithm is straightforward thanks to the presence of
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Algorithm 1 Value Iteration

1: Init V0, i Ã 0
2: repeat
3: for all x 2 X do
4: V i+ 1(x) Ã min

u; x u! x 0
c(x;u)+ gV i(x0)

5: end for
6: i Ã i + 1
7: until V has converged

the discount factorg. Indeed, it is easy to see that

kVi+ 1 ¡ Vik¥ · gkVi ¡ Vi¡ 1k¥

Thus the mappingF : V i 7! F(V i) = V i+ 1 is contracting which implies that the �x
point iteration converges.

Continuous Dynamic Programming

In this section, we adapt the previous algorithm to the continuous case. LetX and
U now be bounded subsets ofRn andRm respectively andf : X £ U 7! Rn the
dynamics of the system, so that for allt ¸ 0,

�x(t) = f (x(t);u(t)) (4)

Cost and cost-to-go functions have their continuous counter parts: Foreachx and
u, c(x;u) is a positive scalar bounded by a constantc > 0, and for any initial state
x and any input functionu,

Vu (x) =
Z ¥

0
e¡ sgtc(x(t);u(t))dt

Wherex(t) andu(t) satisfy (4) withx(0) = x0. The optimal value function is
such that8x 2 X ,

V¤(x) = min
u2U R+

Z ¥

0
e¡ sgtc(x(t);u(t))dt

Theworstvalue, i.e. when8t;c(x(t);u(t)) = c̄ becomes:

Vmax =
Z ¥

0
c̄e¡ sgtdt =

c̄
sg

The simplest way to apply the discrete value iteration algorithm described in the
previous section is �rst to discretize time and space and then to �nd an equivalent
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of the Bellman equation (2). Let us �x a time stepDt and a regular gridXe of
resolutione coveringX . We evaluateV¤ on each point of the grid and interpolate
for anyx in X outsideXe (see �gure 17).

e

e

e

e

xx x 0x0

XX

V(x0)

Figure 17: Simple grid of resolutione covering the state spaceX of the system. The value
functionV is stored in the grid points (e.g. inx) and has to be interpolated between these
points (e.g. inx0).

In order to get a transition function, one can classically perform an Eulerintegra-
tion of (4):

x u! x0 , x0= x + Dx (5)

whereDx = f (x ;u)Dt

Moreover we can write :

Vu (x0) =
Z Dt

0
e¡ sgtc(x(t);u(t))dt +

Z ¥

Dt
e¡ sgtc(x(t);u(t))dt

' c(x(0);u(0))Dt + e¡ sgDt
Z ¥

0
e¡ sgtc(x(t + Dt);u(t + Dt))dt

' c(x(0);u(0))Dt + e¡ sgDtVu (x(0)+ Dx)

' c(x0;u0)Dt + gVu (x0 + Dx) (6)

where we notee¡ sgDt = gthenV¤ satis�es

V¤(x) ' min
u; x u! x 0

c(x;u)Dt + gV¤(x0) (7)

which provides a continuous equivalent of the discrete Bellman equation. From
here, then, we can apply Algorithm 1 using (7) as a �x point iteration.

V i+ 1(x) = min
u; x u! x 0

c(x;u)Dt + gV i(x0) (8)

for every pointx in the gridXe and with the adaptation that, as mentioned above,
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V i(x0) has to be interpolated from the values ofV i at the nearest grid points ofx0

if x0 itself is not inXe.

The complete algorithm is given by Algorithm 2.

Algorithm 2 Continuous Value Iteration

1: Init V0
e , i Ã 0

2: repeat
3: for all x 2 X do
4: V i+ 1

e (x) Ã min
u; x u! x 0

c(x;u)Dt + gV i
e(x0)

5: end for
6: i Ã i + 1
7: until V i

e has converged

Again, a contraction argument can be used to prove the convergence ofAlgorithm
2.
Finally, note that for this algorithm, we can obtain better performances if in ap-
proximation (6), instead of assuming thate¡ sgtc(x;u) is constant on[0;Dt], we
only consider thatc(x;u) is constant and keep the exponential, which can be inte-
grated formally. Ifg= e¡ sgDt , this results in

V¤(x) ' min
u; x u! x 0

c(x;u)
(1¡ g)

sg
+ gV¤(x0) (9)

which is a more precise continuous equivalent of the discrete Bellman equation
than (7).

The Hamilton-Jacobi-Bellman Equation

In the previous section, we moved from the discrete case to the continuous case.
To deal with the speci�c problematics of dense time and space, it may be useful
to �rst set the problem in a purely continuous context and only move back to
discretization at the implementation level, within appropriate numerical methods.

The �rst step there is to notice that (7) and (9) can be seen as some �nite differences
approximation schemes of the Hamilton-Jacobi-Bellman (HJB) equation:

min
u2U

¡
c(x;u)+ ÑxV¤ ¢f (x;u) ¡ sgV¤(x)

¢
= 0 (10)

Basically, it can be obtained from (7) by dividing each term byDt and by taking
the limit whenDt tends toward zero. Let us de�ne the Hamiltonian:

H(x;u;V;ÑxV) =
¡
c(x;u)+ ÑxV ¢f (x;u) ¡ sgV(x)

¢
(11)
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Then the HJB equation means that given the optimal value functionV¤ and a cor-
responding optimal controlu¤,

u¤(x) = argmin
u2U

H(x;u;V¤;ÑxV¤) (12)

and

H(x;u¤;V¤;ÑxV¤) = 0 (13)

These equations have two practical interests:

² Assume that we already computed a value functionV which is an (hopefully
good) approximation of the optimal value functionV¤. Then from (12) we
can hope that

u(x) = argmin
u2U

H(x;u;V;ÑxV)

is a good candidate for an ef�cient, if not optimal, feedback controller.

² If we have a value functionV and a controlleru, then the quantityH(x;u;V;ÑxV)
can be used as an error measurement since we know that for the optimal value
function it has to be zero.

The second point has to be considered carefully: trying to �nd a functionV and
a controlleru such that the HamiltonianH is 0 is not a “robust” method to solve
(10) (or the criteriaH = 0 is not a “robust” criteria). Here we mean robust in
the sense that if we �nd a function that is almost a solution of this problem, this
does not imply that this solution is almost a solution of the original optimal control
problem. In fact, and more precisely, there might be an in�nite number ofgen-
eralizedsolutions of the HJB equation, i.e. an in�nite number of functionsV for
which H = 0 almost everywhere, i.e except for a set of points of measure 0. Then
a method that would use only the minimization ofH as error measurement could
easily converge toward such a solution, which is almost optimal from the pointof
view of the Hamiltonian minimization but can be at the same time arbitrarily far
from the optimal solution of the original control problem. De�ning proper con-
ditions for the value functionV to be (or to approach) the optimal value function
V¤ solution of the HJB equation is the subject of the theory of viscosity solutions.
For instance, in [Mun00] this theory is applied to prove that Algorithm 2 actually
converges toward the true value function, i.e.:

lim
e! 0

Ve = V¤
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5.3 Temporal Differences Algorithms
Dynamic programming algorithms presented so far compute the next estimation
V i+ 1(x) based onV i(x) andV i(x0) wherex0 is in the spatial neighborhood ofx.
The slightly different point of view taken by temporal differences (TD) algorithms
is that instead of considering thatx0is theneighbor in spaceof x they consider it as
its neighbor in timealong a trajectory. This way, with the same algorithm,V i+ 1(x)
would be updated fromV i(x(0)) andV i(x(Dt)) , wherex = x(0) andx0= x(Dt)
are then viewed in the context of a whole trajectory(x(t)) t> 0. Then, it is clear
that if V i(x(Dt)) holds interesting information for the update ofV i(x(0)) , then it
is also the case forV i(x(t)) for all t > 0. Henceforth, TD algorithms update their
current approximation of the value function thanks to data extracted from complete
trajectories.

General Framework

In this subsection, we propose a general, high level framework common to most
of TD algorithms that will allow us to separate the different issues involved in
their concrete implementation, assuming that some are solved and focusing on the
others. This high-level framework is represented by Algorithm 3.

Algorithm 3 Generic TD algorithm

1: Init V0, i Ã 0
2: repeat
3: Choosex0 2 X
4: Compute(x(t)) t2 [0;T] usingu(¢), starting fromx0

5: Compute update tracee(¢) from x(¢) andu(¢)
6: for all t 2 R+ do
7: V i+ 1(x(t)) Ã V i(x(t)) + e(t)
8: end for
9: i Ã i + 1

10: until Stopping condition istrue

To implement an instance of this generic algorithm, we need the non-trivial fol-
lowing elements:

² A simulator that can generate a trajectory of durationT > 0 (x(t))) t2 [0;T]

given an initial statex0 and an input functionu. Note that if the system is
a concrete device or if no model is available, we need at least an observer
which has the ability to monitor the state of the system.

² A function approximator to be used to represent any functionV from X to
R+ and allowing us to simply writeV(x) for anyx in X e.g. lines 7. This
issue is fundamental and will be discussed further in section 3.
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² An update function which, given a functionV, a statex and a quantity
e, altersV i into V i+ 1 so thatV i+ 1(x) is equal to or nearV i(x) + e, which
is written line 7 as an assignment statement. When parameterized function
approximators are used, updating can be done e.g. by gradient descent on
the parameters [Doy00].

² A policy, or controller, which returns a control input at each statex(t),
needed by the simulator to compute trajectories. As mentioned in Sec-
tion 5.2, one possible choice is

u(x) = argmin
u2U

¡
c(x;u)+ ÑxV i ¢f (x;u) ¡ sgV i(x)

¢
(14)

In this case, we get a continuous version ofoptimistic policy iteration([Tsi02]).
It is said to beoptimisticbecause ifV i is the optimal value function, thenu
is an optimal control input.

² An update trace generatorused to extract information from the computed
trajectoryx(¢) and to store it into the update tracee(:) (line 5). In the �eld
of RL, e(:) is classically called theeligibility trace [SB98].

Variants of TD algorithms differ in the way this last point is implemented, as dis-
cussed in the following sections.

Continuous TD( l )

In this section, we present our adaptation of the classical TD(l ) to the continuous
problem.

Formal algorithm The objective of TD algorithms is to build an improved esti-
mation of the value function based on the data of computed trajectories. The main
additional information provided by a trajectoryx(¢) is the values of the cost func-
tion along its course. If we combine these values with the current estimationV i ,
we can then build a new estimation for a given horizont > 0, which is:

Ṽt (x0) =
Z t

0
e¡ sgtc(x;u)dt + e¡ sgtV i(x(t )) (15)

In other terms, the estimatioñVt (x0) relies on a portion of the trajectory of duration
t and on the old estimationV i(x(t )) at the end of this portion. Let us remark that if
V i is already the optimal value functionV¤, thenṼt = V¤ for all t > 0, this equality
being, in fact, a generalization of Bellman equation.
Question is then, how to choose horizont ? In the case of TD(l ), the algorithm
constructs a new estimatioñVl which is a combination of thẽVt (x0) for all t > 0.
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In our continuous framework, we de�ne forsl > 0:

Ṽl (x0) =
Z ¥

0
sl e¡ sl t Ṽt (x0)dt (16)

We make several remarks about this de�nition:

² Equation (16) means that̃Vl is constructed from all̃Vt , t > 0, each one of
them contributing with an exponentially decreasing amplitude represented
by the terme¡ sl t . In other words, the further̃Vt looks into the trajectory, the
less it contributes tõVl .

² This de�nition is sound in the sense that it can be seen as a convex combina-
tion of Ṽt ; t > 0. In effect, it is true that:

Z ¥

0
sl e¡ sl t dt = 1

Thus, if eachṼt is a sound estimation ofV¤, thenṼl is a sound estimation of
V¤.

² This de�nition is consistent with the original de�nition of TD(l ) algorithm
[SB98]. In fact, by choosing a �xed time stepDt, assuming that̃Vt is constant
on [t ; t + Dt] and summingsl e¡ sl t on this interval, we get:

Ṽl (x0) ' (1¡ l )
¥

å
k= 0

l kṼ i
kDt(x0) (17)

wherel = e¡ sl Dt

which is the usual discrete TD(l ) estimation built upon the k-step TD esti-
mation

Ṽ i
kDt(x0) =

Z kDt

0
e¡ sgtc(x;u)dt + e¡ sgtV i(x(kDt))

'
k¡ 1

å
j= 0

gjc(x( jDt);u( jDt))+ e¡ sgkDtV i(x(kDt))

=
k¡ 1

å
j= 0

gjc(x j ;u j ) + gkV i(xk) (18)

whereg= e¡ sgDt

Implementation In practice, we can only compute trajectories with �nite dura-
tion T. As a consequence,Ṽt can only be computed fort · T. In this context, (16)
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is replaced by

Ṽl (x0) =
Z T

0
sl e¡ sl t Ṽt (x0)dt + e¡ sl TṼ i

T(x0)

' (1¡ l )
N¡ 1

å
k= 0

l kṼ i
kDt(x0) + l NṼ i

T(x0)

whereT = NDt (19)

Combining (19) and (18), one can show that:

V i(x0) ¡ Ṽl (x0) '
N

å
j= 0

l jgjdj (20)

where

dj = c(x j ;u j ) + gV i(x j+ 1) ¡ V i(x j ) (21)

is what is usually referred as thetemporal difference error[Tsi02]. This expression
is used in an implementation given in Algorithm 4 which re�nes in fact line 5 of
Algorithm 3. There, we assume that the trajectory has already been computed with
a �xed time stepDt = Dt, thus at timest j = jDt, 0 · j · N + 1.

Algorithm 4 TD(l ): Update traces
1: for j = 0 toN do
2: dj Ã c(x j ;u j ) + gV i(x j+ 1) ¡ V i(x j )
3: end for
4: e(tN) Ã dN
5: for k = 1 toN do
6: e(tN¡ k) Ã e(tk) + ( lg )e(tN¡ k+ 1)
7: end for

Note that the computation complexity of the update trace is inO(N) whereN+ 2 is
the number of computed points in the trajectoryx. Thus the overall complexity of
the algorithms depend only on the number of trajectories to be computed to obtain
a fair approximation ofV¤.

Qualitative interpretation of TD( l )

In the previous sections, we started by presenting TD(l ) as an algorithm that com-
pute a new estimation of the value function using a trajectory and older estimations.
This allowed us to provide a continuous formulation of this algorithm and an intu-
ition of why it should converge towards the true value function. Then, using a �x
time step and numerical approximations for implementation purposes, we came
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to equation (20) and Algorithm (4). These provide another intuition of how this
algorithm behaves.
The TD errordj (21) can be seen as a local error inx(t j ) (in fact, it is an order one
approximation of the Hamiltonian). Thus, (20) means that thelocal error inx(t j )
affects theglobalerror estimated by TD(l ) in x(t0) with a shortness factor equal to
(gl ) j . l ranges from 0 to 1 (in the continuous formulation,sl ranges from 0 to¥ ).
Whenl = 0, then only local errors are considered, as in value iteration algorithm.
Whenl = 1 then errors along the trajectory are fully reported tox0. Intermediate
values ofl are known to provide better results than these extreme values. But how
to choose the best value forl remains an open question in the general case. Our
intuition, together with experiments, tend to show that higher values ofl often
produce larger updates, resulting in a faster convergence, at least at the beginning
of the process, but also often return a coarser approximation of the value function,
when it does not simply diverge. On the other hand, smaller values ofl result in a
slower convergence but toward a more precise approximation. In the next section,
we use this intuition to design a variant of TD(l ) that combines the qualities of
high and low values ofl without the burden of �nding its best value.

TD( /0)

Idea The new TD algorithm that we propose is based on the intuition about local
and global updates presented in the previous section. Global updates are those
performed byTD(1) whereas local updates are those used byTD(0). The idea is
that global updates should only be used if they are “relevant”. In other cases, local
updates should be performed. To decide whether the global update is “relevant”
or not, we use a monotonicity argument: from a trajectoryx(¢), we compute an
over-approximation̄V(x(t)) of V¤(x(t)) , along with the TD errord(x(t)) . Then,
if V̄(x(t)) is less than the current estimation of the value functionV i(x(t)) , it
is chosen as a new estimation to be used for the next update. In the other case,
V i(x(t)) + d(x(t)) is used instead.
Let us �rst recall that sincec is bounded andsg > 0, thenV¤(x) · Vmax, 8x 2 X ,
where

Vmax =
Z ¥

0
e¡ sgt c̄ dt =

c̄
sg

(22)

This upper bound ofV¤ represents the cost-to-go of an hypothetic forever worse
trajectory, that is, a trajectory for which at every moment, the pair state input(x ;u)
has the worse cost ¯c. Thus,Vmax could be chosen as a trivial over-approximation
of V¤(x(t)) . In this case, our algorithm would be equivalent toTD(0). But if
we assume that we compute a trajectoryx(¢) on the interval[0;T], then a better
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over-approximation can be obtained:

V̄(x0) =
Z T

0
e¡ sl tc(x;u)dt + e¡ sgTVmax (23)

It is easy to see that (23) is indeed an over-approximation ofV¤(x(0)) : it represents
the cost of a trajectory that would begin as the computed trajectoryx(¢) on [0;T],
which is at best optimal on this �nite interval, and then fromT to ¥ it behaves as
the ever worse trajectory. Thus,V̄(x0) ¸ V¤(x0).

Continuous Implementation of TD( /0) In section 5.3 we �xed a time stepDt and
gave a numerical scheme to compute estimationṼl . This was useful in particular
to make the connection with discrete TD(l ). In this section, we give a continuous
implementation of TD(/0) by showing that the computation ofV̄ can be coupled
with that of the trajectoryx(¢) in the solving of a unique dynamical system.
Let xV(t) =

Rt
0 e¡ sgrc(x;u)dr. Then,

V̄(x0) = xV(T)+ e¡ sg(T)Vmax

and more generally, for allt 2 [0;T],

V̄(x(t)) = esgt(xV(T) ¡ xV(t)) + e¡ sg(T¡ t)Vmax

WherexV can be computed together withx by solving the problem:

8
<

:

�x(t) = f (x(t);u(t))
�xV(t) = e¡ sgtc(x(t);u(t))

x(0) = x0 ; xV(0) = 0
(24)

From there, we can give Algorithm 5.

Algorithm 5 TD(/0)

1: Init V0 with Vmax, i Ã 0
2: repeat
3: Choosex0 2 X
4: Compute(x(t)) t2 [0;T] and(xV(t)) t2 [0;T] by solving (24)
5: ComputeV̄(x(¢)) andd(x(¢))
6: for all t 2 [0;T] do
7: V i+ 1(x(t)) Ã min(V̄(x(t)) ;V i(x(t)) + d(x(t)))
8: end for
9: until Stopping condition istrue

We make several remarks:

² Initializing V0 toVmax imposes a certain monotonicity with respect toi. This
monotonicity is not strict since when local updates are made, nothing pre-
ventsd(x(t)) from being positive, but during the �rst trajectories at least, as
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long as they pass through unexplored states,V̄T will be automatically bet-
ter than the pessimistic initial value. Note also that ifV¤ is known at some
special states (e.g. at stationary points), convergence can be fastened by ini-
tializing V0 to these values.

² Computingx andxV (and hencēV) together in the same ordinary differential
equation (ODE) facilitates the use of variable time step size integration, the
choice of which can be left to a specialized ef�cient ODE solver, and thus
permits a better control of the numerical error at this level.

Experimental Results

To compare the performances of TD(/0) with TD(l ) for various values ofl , we
implemented and applied Algorithms 4 and 5 to the classical problem of the swing-
up of a pendulum. The goal is to drive a pendulum to the vertical position using a
limited torque that does not allow a trivial, “brute force” solution. The dynamics
of the system is described by a second order non linear differential equation:

q̈ = ¡ µ�q+ gsinq+ u (25)

¡ 10< �q < 10; ¡ 3 < u < 3

q

g

�

�

Figure 18: Pendulum

The cost function isc(q) = ( 1¡ cos(q)) . Thus it is minimal, equal to 0 when the
pendulum is up (q = 0) and maximal, equal to 2, when the pendulum is down.
The variableµ is a friction parameter andg the gravitational constant. The optimal
value function is shown on Figure 19.
For this problem, we used a regular grid with linear interpolation to representval-
ues ofV i . We call asweepa set of trajectories for which the set of initial states
cover all points of the grid. We then applied TD(l ) and TD(/0) to such set of tra-
jectories and after each sweep, we measured the 2-norm of the Hamiltonian error
(notedkdk2) over the state space. This allowed to observe the evolution of this
error depending on the number of sweeps of the state space performed.The results
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Figure 19: Optimal value function for the pendulum swing up problem

are given in Figure 20. We observe that the value ofl that worked best in our
experiments was around 0:7 and that TD(/0) seemed to perform better than TD(l )
for any value ofl . This tends to show that TD(/0) behaves as expected as well as
TD(l ) for the best value ofl , independently of this value, which could release us
from the burden of �nding it. However, more experiments are needed to validate
this conclusion.
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Figure 20: Hamiltonian error for the pendulum swing up problem
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5.4 Approximate Dynamic Programming
The expression “approximate dynamic programming” refers to the family of meth-
ods which relax some requirements of classic dynamic programming in order to
overcome the dif�culty related to the curse of dimensionality. The major reason
for the curse of dimensionality is the discretization of the state space into a simple
grid, an object whose size grows exponentially with the number of dimensions.
Thus most of the methods tries to use more ef�cient function approximators.

Among classical alternative solutions are variable resolution discretization [MM99],
sparse coarse coding [SB98], or neural networks [Cou02], [Tes95]. All these tech-
niques, including simple grids, approximate a function de�ned over a subset of
Rn using a set of parametersf wk; k 2 I g, whereI is some index set. In the case
of simple grids, these parameters are associated to the exponentially many grid
points. In the case of neural networks, the parameters are the weights ofthe “neu-
rons” in the network, whose number is dimension independent. Although methods
using sophisticated function approximators like neural networks proved tobe po-
tentially very powerful in some practical cases, such as for swimmers in [Cou02],
they offer in general no guarantee of convergence or optimality. In these context,
function approximators are in fact double-edged swords. On one hand, they pro-
vide generalization, that is, while the value function is updated at a pointx , it is
also updated in some neighborhood ofx, or more precisely in all points affected
by the change of the parameters of the approximator; the bad side isinterference
which is in fact an excessive generalization, e.g. if an update inx affects the value
function iny in such a way that it destroys the bene�ts of a previous update iny .

In this work, we choose to focus on function approximators which havelocal gen-
eralizationcapabilities, i.e. for which each parameterwk has a bounded domain
of in�uence. In the above enumeration, they correspond to sparse codecoding
advocated by authors in [SB98].

Local Generalization

We writeV(x) = V(x;w) to denote the fact thatV is interpolated using a func-
tion approximator represented by a countable set of parametersw = f wk;k 2 I g.
Let Dwi 2 R andw+ Dwi be the set of parameters such that all parameters are un-
changed exceptwi which becomeswi + Dwi . Then we de�neD i 2 Rn to be the set
of states in�uenced by the parameterwi :

D i = f x 2 X s.t. Dwi 6= 0 , V(x;w) 6= V(x;w+ Dwi)g (26)

We say that a given approximation scheme islocal if for all i 2 I , the in�uence
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domainDi is bounded. For eachD i then, its diameter is:

Diam(D i) = sup
(x ;x 0)2X

kx ¡ x0k:

Consequently, we de�ne thegeneralization radiusto be:

gw = sup
i2 I

(Diam(D i))

Next we de�ne the interference degree:

De�nition 1 (Interference Degree) The interference degree of x is the number
]w(x) 2 N of parameters in�uencing the value V(x;w):

]w(x) = Card f i 2 I s.t. x 2 D ig

As an immediate consequence, we say that the function approximatorcoversthe
setX if and only if the interference degree is greater than 1 for allx , i.e. 8x 2 X ,
]w(x) ¸ 1. The interference degree allows us to estimate the number of freedom
degrees that we have in the de�nition of the value ofV at x. Intuitively, if we
want to setV to four different values in a neighborhood ofx with ]w(x) = 3, then
somehow we will have to solve a system with four equations (giving the values
of V) and three unknowns (the parameterswi such thatx 2 D i meaning that in
general the problem will not have an exact solution.

To illustrate the previous de�nitions, consider the simple discretization scheme
used in Section 1. On Figure 21, we show how to compute the value ofV in x
knowing the values inx1, x2 andx3. In this scheme, the parameters are simply
the values ofV at the grid points. Thus, on the �gure, we haveV(x i) = wi . As x
is in the triangle formed by the three pointsx1, x2 andx3 thenV(x) depends on
w1, w2 andw3, which means that]w(x) = 3. Now, assume that we want to set four
different values in the same triangle, then clearly if they are not in the same plane,
no value for the parameterswi exist that will match exactly these values.

The CMAC

The CMAC (Cerebellar Model Articulation Controller) was �rst introducedby
James S. Albus in the seventies [Alb75] and since has been a popular function
approximation technique due to its combined simplicity and ef�ciency. The basic
idea is to superpose with a certain offset different grids with a coarse resolution.
The generalization is obtained via the coarse resolution and the �nal precision that
can be obtained is given by the offset used. To each location of each grid, a basis
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x
x1 x2

x3

V(x1)

V(x2)

V(x3)

V(x)

w1

w2

w3

Figure 21: Simple grid function approximator.V(x) is interpolated from the values on the
grid points. Thus, it depends on the three parametersw1, w2 andw3 which are in fact equal to
V(x1), V(x2) andV(x3).

function and a parameter, or weight, is associated. The value obtained inx is
obtained by the weighted sum of the values of the basis functions inx.

CMAC output Formally, consider a CMAC de�ned byK regular grids of resolu-
tion eK . Let f j be the basis function associated to the gridj. Instead of considering
the parameters as a discrete set of reals, it is more convenient here to equivalently
considerK different piecewise functionw j : Rn 7! R such thatw j is constant on
each location of gridj. Then the CMAC output is de�ned as:

V(x;w) =
å K

i= 1wi(x) fi(x)

å K
i= 1 fi(x)

(27)

On �gure 22, we decompose the output of a 1D CMAC with 3 overlapping grids.

It is clear that for the CMAC as de�ned above, the interference degreeis K for all
x , and then the generalization radius is simplyg = eK .

Adjusting CMAC weights Assume that we want to adjust the parameterswi so
that the output matches a given value at a given state. One such pair of (state,value)
will be noted(x;F(x)) as in Algorithm 3. We noteDV = F(x) ¡ V(x;w) the
difference between the value ofV before update and the desired valueF(x). Then
the update is obtained by:

8i; Dwi(x) = bDV fi(x)
å K

i= 1 fi(x)

å K
i= 1 fi(x)2

(28)

whereb is the usual learning factor. Ifb = 1, then the update is exact.
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w3 f3

f =
å wi fi
å fi

Figure 22: Example of a 1D CMAC with a generalization factor of 3.fi functions are the
basis functions,wi are the coef�cients piecewise constant functions, andf is the resulting
output. On these graphs, each piecewise function take 4 different values (�gure at the top),
then the resulting function (at the bottom) shows the effect of 12 coef�cients. Also, it is clear
that the generalization radius is 3 and the resulting resolution is 1.

Sampling Training

The word “Training” refers to the process of adjusting the parameters sothat the
approximated function approaches a given function. In the learning community,
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this corresponds to the classical problem of supervised learning. Bysamplingof
X we mean a �nite setS = f x1; : : : ;xkg of points inX . So our problem is: given
a known functionF, how to choose a samplingS and use its corresponding set of
pairs (state, value)(S;F(S)) = f (x i ;F(x i)) ; i 2 1::Ng to adjust the parameters so
that the function approximator appropriately �ts the functionF.

Given (S;F(S)) , the simplest way to adjust the parameters to �t these sampling
values is to apply (28) for allx in X . Of course, the risk in doing all the updates
independently is that the updates of the last points interfere with the updates of the
�rst points. In this case, the process has to be iterated several times, using a de-
creasing learning factorbk in order to guarantee the convergence of the algorithm.
Usually,bk is chosen with the conditions that

lim
k!

bk = 0 and
¥

å
k= 1

bk = + ¥ (e.g.bk =
1
k

:)

This gives Algorithm 6.

Algorithm 6 Sampling training with a set(S;F(S)) = f (x i ;F(xi); i = 1::Ng. Stops if a de-
sired precisioneor a maximum number of iteration MaxIter is reached

k Ã 1
repeat

for all i 2 1::N do
adjustV(x i ;w) with F(x i) using (28) withb = 1

k
end for
k Ã k+ 1

until kV ¡ Fk · eor k > MaxIter.

Here, we propose a simple algorithm give basic de�nitions from sampling theory
and relate them to the de�nitions that we gave for function approximators to derive
a practical guideline to choose the characteristics of a CMAC that should beable
to ef�ciently approximate the training sampling set.

For the choice ofS, we �rst recall the following de�nition (present also in Deliv-
erable D3.2/18, chapter 8) that formalizes the intuitive notion of the “coverage” of
X by S:

De�nition 2 (Dispersion) The dispersion is the
smallest radiuse such that the union of alle radius
closed balls with their center inS coversX .

aX (S) = min
e> 0

f e j X ½ Be(S)g (29)

e

It allows us to give a simple necessary condition needed to ensure that if thesam-
pling training algorithm converges, the resulting function approximation is an ac-
ceptable approximation of the desired function. The idea is to ensure that the
coverage of the sampling is less than the coverage of the function approximator.
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Otherwise, it is clear that some part of the setX will not be covered by the gen-
eralization mechanism and thus the approximated function will not be trained in
these parts. So ifg is the generalization radius then we must have:

aX (S) · g (30)

Then in the case of the CMAC, this condition becomesaX (S) · eK . This condi-
tions corresponds to the intuition that for the learning to be coherent, some inter-
ference or rather some interconnectivity between the parameters is necessary.

Some experimental result We used Algorithm 6 to test a 2D CMAC on three
different functions (Figure 23):

1. A simple piecewise linear function:

F1(x;y) = jx+ yj

on X1 = [ ¡ 1;1]£ [¡ 1;1].

2. A smooth nonlinear function:

F2(x;y) = 3(1¡ x)2e¡ x2¡ (y+ 1)2
¡ 10(

x
5

¡ x3 ¡ y5)e¡ x2¡ y2
¡

1
3

e¡ (x+ 1)2¡ y2

on X2 = [ ¡ 3;3]£ [¡ 3;3].

3. A nonlinear discontinuous function:

F3(x;y) =
xy2

x2 + y4

on X3 = [ ¡ 4;4]£ [¡ 4;4].

F1(x;y) F2(x;y) F3(x;y)

Figure 23: The three test functions

We setK = 25 and took a constant factorDiam(Xi )
eK

= 10 meaning that the condition
(30) is respected as soon as we have 10 points along each dimension, i.e. more
than 100 points. Then we tested training sampling sets with different dispersion
values and plotted some resulting training statistics against the factoreK

a wherea
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is the dispersion of the sampling (it corresponds to right hand side in (30)). These
are shown on Figure 24.
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Figure 24: Training of a 2D CMAC with three different functions using sampling sets with
decreasing dispersions. Top �gure: errors in in�nity norm and 2-norm. Bottom �gure: com-
putation time and memory.

The best results are obtained for the smooth nonlinear functionF2. For the other
two, the results in in�nity norm are due to values around the discontinuity forF3

and in the corners forF1. Note that forF1, a much coarser value foreK could
have been used due to the linearity of the function. In the three cases, we see
that after a certain dispersion value, the memory does not increase any more. This
means that a saturation threshold in interference has been reached. From there,
the convergence becomes more dif�cult (computation time increases) while the
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whole quality of the approximation (error in 2-norm) only slightly increases. This
indicates that there is an optimal value for the factoreK

a in terms of quality against
computational cost. For this particular CMAC, it seems that this value is around4,
independently of the function to be approximated.

5.5 Reducing The State Space Exploration
To combat the curse of dimensionality, the CMAC uses two different mechanisms.
Firstly the fact that we can use coarse values foreK . However, to train the CMAC
ef�ciently, we saw that we need to �nd samplings which are of the order ofeK and
�nding a sampling with a given dispersion is itself a problem which suffers from
the curse of dimensionality. Then, the second mechanism assumes that only a
small fraction of the state space is actually explored and then only a small number
of coef�cients needs actually to be updated (this explains the name “sparsecoarse
coding” used in [SB98]). In this section, we thus propose a method to reduce the
state space explored by dynamic programming algorithms presented so far.

First, we assume that the setX is compact and that we already have a feedback
controlleru0 such that the setX is invariant for the closed loop system usingu0.
Now, letX0 be a subset ofX . Since dynamic programming algorithm are basically
�x point iterations, they need to be applied on invariant sets. Indeed, theyrely
on back propagation of costs along trajectories. Then, if a trajectory exitsthe set
on which we try to compute the value function, it will bring some not updated
information from the “unknown outside” which may disturb the convergenceof
values inside our set of interest. Then our idea is to build an invariant set which
containsX0 and to apply algorithms of Section 1 and Section5.2 on it. It is well
known that the smallest invariant that containsX0 is Reach(X0), the reachable
set fromX0. In order to reuse the results of the previous section, we actually
need to build samplings of such an invariant with appropriate dispersion values. In
Deliverable D3.2/18, chapter 8, we present an algorithm such that given a sampling
X0 andT > 0, it returns a samplingS of the reachable set fromX0 at timeT with
the desired dispersion. For our needs, we can extend it to unbounded horizon by
iteratively applying the Reach· T operator, which gives the reachable set over the
horizonT > 0:

R Ã /0,R0 Ã X0,i Ã 0
while Ri * R do

R Ã R [ Ri

Ri Ã Reach· 0(R )
end while

An adaptation of this algorithm using Algorithm 10 in Chapter 8 of Deliverable D3.2/18
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then provides a method to compute a sampling of Reach(X0) with a given disper-
siona > 0. Once this sampling has been obtained, we can compute the value func-
tion Vu0 of the closed loop system usingu0 for each statex in S. This provides
a �rst estimationV0 of the optimal value function restricted to Reach(X0). From
this estimation, we can derive a new estimationṼ of V¤ on S, updateV i to V i+ 1

and so on. If a CMAC is used to compute the approximation of the value function,
thena can be chosen in order to optimize the update fromV i to V i+ 1 as described
in the previous section. The resulting method is described in Algorithm 7

Algorithm 7 Compute an approximation ofV¤ on a subset ofX
S Ã a sampling ofR = Reach(X0) s.t. aR (S) = a
V0 Ã Vu 0 /* value function ofu0 */
repeat

Compute(S;Ṽ(S)) whereṼ is an approximation ofV¤ function ofV i

V i+ 1 Ã update ofV i using(S;Ṽ(S))
until V i has converged

5.6 Summary and Future Work
We have investigated the application of dynamic programming methods to solve
nonlinear optimal control problems for general class of systems for whichwe can
perform simulations. We have built a tool that implements these techniques with
the following major features:

1. It is general in the sense that it can treat arbitrary continuous and hybrid
systems (of course with a modest size);

2. It is based on sophisticated techniques of space discretization combinedwith
state-space exploration in the spirit of thereinforcement learningclass of
techniques;

3. It is rigorousin the sense that the convergence of the computed value func-
tion to the optimal one as discretization steps go to zero and as time diverges;

4. It is, in principle,automaticproducing an approximation of the value func-
tion and of the optimal strategy from the description of the system dynamics
and the cost function.

Of course, like all other problems related to continuous system, scalability barriers
need to be broken, and the effort in this direction, either by reachability-based and
exploration-based (which is what is relevent to this work) described in moredetail
in Deliverable D3.2-18.
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More speci�cally, we presented a framework for the design of temporal differences
algorithms in continuous time and space. This framework is attractive as it clearly
separates different issues related to the use of such algorithms, namely:

1. How to choose and compute trajectories - which initial state, and which
choice ofu - in order to ensure that the optimal value function of the problem
will be accurately and quickly computed in the interesting part of the state
space?

2. How to represent the optimal value function ef�ciently in order to break the
curse of dimensionality?

3. How to update the value function based on simulated trajectories?

After describing the context of dynamic programming and our framework, we fo-
cused on question 3 and presented a continuous version of TD(l ) which was shown
to be consistent after appropriate discretization with the original discrete version
of the algorithm. We then discussed its ef�ciency with respect to the parameter
l , and presented a variant, TD(/0), that we found to be experimentally as ef�cient
as TD(l ) for the best values ofl . Then in Section 5.4 we investigated the issue
raised by question 2. We formalized the notion of function approximation with
local generalization and presented the CMAC, fr which we tested the ability to
represent various functions. This allowed us to derive a criteria to answer question
1, which we developed in Section 5.5. The idea is to limit the computation of the
value function to the set reachable from a subset of the state space, using a set of
sampling trajectories. Controlling the dispersion of these trajectories is then done
to facilitate the convergence of the function approximation. Hopefully also, this
reachable set is much smaller than the whole state space, in which case this method
could help against the curse of dimensionality. Current and future work isand will
be concerned with the implementation of these methods on different problems.
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