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Notices 
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Executive Summary 
This report describes twelve case studies on a wide range of designs and 
communication architectures currently under development in system-on-chip 
projects of large semiconductor companies. In the case studies, property-based 
specifications in PSL are constructed, guided by the methodology documents and 
supported by the tools in Workpackage 1. It is shown how the specifications cover 
the architectures or the functionalities of the designs. The contribution of the tools 
is evaluated, and the overall productivity benefits of a property-based specification 
approach are assessed. 

Purpose 
The purpose of this document is to describe the work done in case studies on 
property-based requirements specification using PSL; to assess the contribution 
made by the Prosyd tools developed in Workpackage 1; to indicate how the 
methodology framework applies in industrial applications; and to report on the 
overall productivity benefits. 
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Intended Audience 
This report is intended for individuals who work with or have responsibility for 
VLSI design projects. It is assumed that readers are familiar with the notions and 
terms related to VLSI design and verification, and the main features of PSL. 

Background 
The industrial partners (IBM, Infineon, STMicroelectronics at its 3 sites), and later 
OneSpin, chose case studies from their current activities so as to cover a wide 
range of designs and architectures, of sufficient size and complexity to provide 
challenges for property specification and the tools supporting it.  

Previously, properties have been used chiefly as elements in a verification plan, 
being directed either at complex parts of the design, where coverage of a wider 
range of scenarios can be achieved through model checking, or at specific 
assertions which can be checked at little extra cost in the course of simulation. The 
applications in Workpackage 1 go beyond this, to basing the entire specification of 
a design on properties. While good knowledge of how to use properties to specify 
particular design features has been available for some time, understanding of how 
to write entire specifications has grown during the course of the project. 

Tools to support the formulation of properties in PSL (D1.2/4-5 and D1.2/6) 
became available during the second year of the project, and have been used and 
exercised in the later stages. In the early stages, the focus was on methodology, and 
this has continued to be an important part of the case studies. 
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Glossary 
AHB: the Advanced High-performance Bus, a part of the AMBA hierarchy of buses 
specification. 

AMBA: the Advanced Microcontroller Bus Architecture, ©ARM Limited 1999. 

APB: the Advanced Peripheral Bus, a part of the AMBA hierarchy of buses 
specification. 

Assertion: 1.A property that the DUV has to fulfil. 2. In some contexts (e.g. in 
dynamic verification), synonym of Property. 

Assumption: A property that the DUV verification takes for granted; assumptions 
are properties used to model input behaviours. 

Behaviour : A succession of states of a design. 

Block: A component in a design. A block may contain instances of other blocks. 

Design: A model of a piece of hardware, described in some hardware description 
language (HDL). 

DUV: Design Under Verification. That is the subject of the verification process (it 
has to be a model for the set of properties used as assertions). 

Flip-flop: A hardware element storing one bit of information. 

GDL: Generalized Description Language, the modelling language of the IBM 
verification tools, RuleBase PE and FoCs. Its primary purpose is to describe the 
environment for formal verification. However, it is also used in conjunction with 
PSL to aid specification of a design. 

HDL: Hardware description language. 

Property: A collection of logical and temporal relationships between expressions 
involving design signals, that represents a set of behaviours. 

Protocol: A set of rules governing communication between participants in a 
system. 

PSL: Property Specification Language, the language for specification of designs 
upon which PROSYD is based. 

Specification: The process of defining the expected behaviour of a hardware 
design. 

Ver ification: The process of falsifying or verifying the functional and performance 
requirements of a design, be it chip, board or system. Many different kinds of 
verification tools are in use today, including simulation, formal verification, 
emulation and rapid prototyping. 

Ver ilog: One of two standardized hardware description languages used to specify 
the structure and behaviour of electronic systems in textual format. 

XEmacs: XEmacs is a customizable open source text editor and application 
development system. It is related to other versions of Emacs, in particular GNU 
Emacs. XEmacs is protected under the GNU public license. 
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1  Introduction 

1.1 Background 

Properties have been used in VLSI design verification for many years. They have 
been typically used as part of a verification plan [7]: the sign-off of an 
implementation requires that a number of properties that capture specific features 
of the design have either passed in formal verification or have not failed in 
simulation. Property-based verification has supplemented other forms of 
verification in the overall plan, and has been directed either at complex parts of the 
design, where coverage of a wider range of scenarios can be achieved through 
model checking, or at specific assertions which can be checked at little extra cost in 
the course of simulation. 

Properties have not generally been systematically used to constitute a self-
sufficient specification of a design. Prosyd Workpackage 1 has developed methods 
and tools to support such property-based specifications. The case studies have 
applied these methods and tools to current industrial design projects. 

1.2 Overview 

Organization of work 
The case studies have three broad objectives 

�  To advance understanding of how to develop property-based specifications  

�  To evaluate how Prosyd specification tools contribute to industrial 
applications, and to provide feedback to the tool developers 

�  To assess the productivity benefits of property-based specification, 
compared with other methods 

In order to obtain meaningful results, the designs chosen for the case studies were 
from live projects of the industrial partners or their customers. A range of different 
design types were chosen. Although the partners were not able to share information 
about confidential implementation details, and in general could not collaborate on 
the same case studies, they exchanged information regularly about the overall 
features of the designs, and the conclusions emerging from their work; and they 
coordinated the activities to ensure that the case studies adequately addressed all 
the tools and the questions to be asked. The industrial partners held three face-to-
face meetings to plan and review activity on both the Workpackage 1 and 
Workpackage 3 case studies, in March 2005, September 2005 and May 2006, the 
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last of these a two-day workshop. From October 2005, they also held monthly 
telephone conference calls. 

 

Several of the case studies had both specification and verification aspects; this 
document reports on them from the specification point of view. A set of questions 
was drawn up, to provide specific points of focus for the practical activity, in 
addition to the quantitative assessment of productivity benefits in the overall 
process. For the specification aspects of the case studies, the questions were 

Specification methodology 

�  What benefits are there in terms of early specification issues? 

�  What information is needed for a property specification? 

�  When have we written enough properties? 

�  For typical classes of designs, what is the best way to organize property 
specifications? 

�  How can properties be classified in terms of interfaces and transactions? 

�  How can properties be reformulated for bounded model checking? 

Support for designers 

�  Where is the simulation/assurance tool most effectively used? 

�  How long does it take before being satisfied with properties? 

�  What sort of errors does the property simulation tool typically find? and 
miss? 

�  What features do users like? What additional features would they like? 

�  How can it be made easy to use properties in both formal verification and 
simulation? 

Improved verification 

�  How far can there be a tool-independent specification strategy? 

Use of PSL spec 

�  What are good examples of use of refinement by property assurance? 

�  What can you not say in PSL? 

�  What is a good way to relate PSL to parts of the spec not in PSL? 

The answers we found to these questions in the case studies are given in Section 5 
of this document.  

Organization of document 
The individual case studies are described in detail in Section 2. They include  

�  Three units from microprocessor designs - the Protocol Processor 
(Infineon and OneSpin), the TriCore Processor (Infineon and OneSpin), 
and the SLIM Core Processor (a collaboration between ST UK and 
OneSpin after the spin-off from Infineon). The units include multi-stage 
pipelines and a load-store unit. 
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�  Two interconnect protocols - the Bus Protocol (ST France and ST UK) 
and the SOC Interconnection Architecture (IBM).  

�  Five SOC communication blocks - the Memory Interface (ST France), 
Protocol Converter (ST UK), and the Memory Controller, Bridge and 
AMBA Infrastructure (ST Italy). 

�  Two specific-purpose IP designs – the Random Number Generator and the 
Transport Front End (ST UK). The latter is a large IP consisting of several 
components. 

Considerable effort was spent on improving the understanding of how to develop 
complete property specifications for the types of designs in the case studies. The 
work done represents a significant advance in specification methodology. Several 
novel ideas have been applied, and they are described in reports on the individual 
case studies. Some common features about the organization of property 
specifications for classes of similar designs have been observed. Chapter 4 
contains a summary of the conclusions about how to organize property 
specifications so that they clearly cover the functionality of the design, and 
correspond to the requirements in the informal specifications.  

Chapter 5 reviews and summarizes the experiences with the specification tools on 
the various case studies; evaluates how they achieve their specific aims in 
improving the quality of property specifications at an early stage; and makes 
overall assessments from the point of view of maturity, robustness and ease of use.  

Chapter 6 summarizes the conclusions from the case studies as a whole. It 
considers the set of questions above, and gives the answers that experience on the 
case studies has led to. Finally, it summarizes the productivity benefits that the 
Prosyd specification approach has brought to these particular applications. 
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2  The case studies 

In this chapter, the twelve individual case studies are described in detail. In each 
case, there is a general description of the design, including an indication of its size 
and complexity, and any features of technical interest from a specification 
viewpoint. This is followed by an account of the actual work done, including 
technical information about the sorts of properties that were written, and what was 
done to ensure that they were readable and clearly corresponded to the design 
requirements. These sections also describe how the Prosyd specification tools [2], 
[3] and methodology documents [4], [5] were used in these applications.  

The outcomes of the case studies are described in terms of results (what was 
achieved in terms of specification), R&D value (novelty of techniques or how they 
have been applied) and productivity enhancements (either reduction of effort in the 
pre-verification stage as compared with methods not based on properties, or 
improvements in overall specification quality or in the parts of the process targeted 
by specific tool features). 

 

2.1 Protocol Processor 

Design Characteristics  
Infineon developed an application-specific processor dedicated to offloading its 
protocol drivers from the general purpose processors on the chip and running this 
peculiar workload separately.  After a first version of this processor core was 
successfully employed, a second version (PPv2) was re-engineered from scratch 
and, still retaining backward compatibility, extended for wider and more effective 
usage.  This solution, implemented as a reusable IP block supported by IPR, has 
found wide acceptance throughout the full range from DSL to router chips in the 
COM wire-line product lines. 

The PPv2 architecture is based on a 32-bit RISC pipeline of seven stages, which 
supports a set of 40 instructions optimized towards bit-level manipulation and data 
transfer. 

The PPv2 supports multithreaded execution with up to four communicating 
contexts, which can be switched through without any constraints, overhead or 
response delay.  This feature enables up to four “virtual machines”  to run on the 
same architecture and, whenever one of the machines must wait for a response 
from the periphery and stall, another one may run: the absence of overhead and 
constraints decouples the software implementation from the underlying switching 
activity. 
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Contexts can be arbitrarily switched and/or restarted to any starting point in the 
program by external events as well as by a dedicated instruction.  The context 
restart can be employed as branch as well, but the architecture features several 
other kinds of branch instructions for transferring the control flow to any point in 
the program: these are grouped in “short”  branches, which decide whether to 
branch or not depending on the value of some status flags, and “ long”  branches, 
which take their decision after performing a more complex operation such as a 
decrement and a test of a register value.  Every branch instruction incurs 
intrinsically in a penalty, i.e. a number of cycles in which the processor executes no 
instructions.  This is two cycles to restart a context, three for a short branch and 
four for a long branch.  The PPv2 architecture supports “delay slots” , which is a 
popular technique to insert instructions in place of penalty cycles.  Since delay slots 
increase the processor’s performance but tend to bloat the program size, the PPv2 
core offers the possibility to turn for every single branch instruction any number of 
penalties into delay slots, thereby allowing a fine trade-off between performance 
and code size.  The microarchitecture takes care of solving complicated conflicts, 
which arise from composing those operations under external exceptions and/or in 
the delay slots of each other.  

The complete design amounts to roughly 11000 lines of VHDL code, and 7179 
FFs. 

The description above should provide an insight in how difficult it can be to reach 
acceptable test coverage by simulation.  Moreover, a flaw in such a programmable 
IP would have been replicated in all projects reusing it, jeopardizing the ongoing 
developments not only for the hardware, but also for the firmware as well as for the 
processor tool-chain which was being developed concurrently to the hardware.  
Therefore, a solution was mandatory to avoid upfront such a risk and still catch up 
with the ongoing projects while retaining R&D efforts similar to previous ones. 

 
Figure �2.1-1: Pipeline and par titioning of PPv2: on the left the replay buffer , on the r ight the wait 

state buffer  and the I /O inter faces to per ipherals (por t) and memory. 
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Goals 
The goals of this case study were: 

�  measure productivity enhancements in an industrial context  
�  demonstrate fast simulation concept 
 

The technical challenges included: 

�  Ensure the correct pipelined processing of multiple instructions, guaranteeing 
no undesired interferences between instructions; and ensure the correct 
operation of permissible – but unpredictable – behaviors such as traps and 
interrupts. 

�  Guarantee transparency of pipelining together with related forwarding and 
stalling behavior to the software programmer. 

�  Comprehensively verify data paths with complex bit-manipulations. 
�  Meet hard real-time requirements such as trap- and interrupt-execution within 

permissible latencies. 
�  Ensure independent execution of multiple threads under all possible 

combinations of instructions, thread switches and permissible, but 
unpredictable, behaviors. 

�  Precisely describe the integration requirements of any hardware/software 
environment into which the PPv2 would have to be integrated. 

Tools used 
�  D1.1/1 Specification Methodology. 

Further work was later done on this design as a verification case study. The tools to 
be used in verification had an influence on the specification activity: 

�  D3.2/8 OneSpin Improved Static Checking Tool, as a target for the 
specification. 

�  D3.2/17 Fast Simulation, as a target for the specification style. 

Other WP3 tools were used for the WP3 case studies, as will be described in 
D3.4/1. We mention here only the WP3 tools that had a direct influence on the 
specification activity. 

Work done  
According to the Prosyd Specification Methodology, D1.1/1 [4] the high-level 
functional properties of the processor had to be captured in an external 
specification. The style guide created as section 3.4 of D1.1/1 was followed.  

The data sheet of the PPv2 informally specified how instructions modify those 
registers that are visible to the programmer, e.g. program address, register file, 
status flags, and described the memory traffic for instructions and data as well as 
reactions on exceptions. 

For each instruction a property was set up that describes how this instruction passes 
down the pipeline and how it influences the signals and registers of the 
implementation. The team then developed a high-level view of that property that 
co-relates the implementation registers with the specification registers to check 
compliance between the two.   

In this high-level view, a typical arithmetic instruction would be coded as follows: 
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f or each r eg i n 0. . 15:  
  i f  ( r eg = dest )  t hen 
 next ( r eg_f i l e( r eg)  = I SS_r esul t ( opcode,  Ra,  Rb)  
  el se 
  next ( r eg_f i l e( r eg) )   = r eg_f i l e( r eg)  
  end i f ;  
 end f or each;  

 

where the instruction word decoding is specified here: 

a   =  I W[ 31: 28]  
Ra  =  r eg_f i l e( a)   
b   =  I W[ 27: 24]  
Rb  =  r eg_f i l e( b)  
dest =  I W[ 27: 24]  
r es = I SS_r es( ADD_m, Ra, Rb)  

 

Finally, the actual arithmetic operation is specified in a case statement: 

I SS_r es( opcode, Ra, Rb)  : = 
case opcode i s 
  when ADD_m => Ra + Rb;  
  when SUB_m => Ra -  Rb;  
  when AND_m => Ra and Rb;  
  … 

As these definitions are very intuitive and readable, they can easily be reviewed 
and confirmed to reflect the intended specification. 

On the other hand, the definition of the reg_file auxiliary function (not shown here) 
needs to talk about the RT level, i.e., forwarding and pipeline stages. It can be 
considered a mapping between the programmer-level view and signal-level view. 
The signal-level property is naturally much bigger than shown here. However when 
the property passes this mapping is guaranteed to be correct: it is sufficient to show 
that some mapping exists which makes the property pass. Thus a human mistake in 
this part can not result in a design bug being overlooked.  

The team then used formal verification to debug the property and its associated 
VHDL code.   

Results 
The starting point for the specification was: 

�  11k lines of unsimulated, newly developed VHDL 

�  An informal specification of 130 pages exhibiting a certain amount of 
ambiguities/unspecified situations. 

 

As the main result, we developed a property set capturing the full processor 
functionality: 

�  After elimination of errors and open issues a suite of 38 proven properties 
described unambiguously the PPv2’s cycle accurate behavior; on less than 40 
well-readable pages. 
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�  In addition, these properties form an executable specification, which has been 
simulated using the approach described in 3.2/17 (Fast simulation): this 
transaction-level model of just 10 pages is provably sequentially equivalent to 
the VHDL. 

R&D Value 
The “ fast simulation”  concept has been validated using an industrial example. See 
D3.2/17 for details. 

Productivity enhancements 
This case study offered a very good situation for comparison, as a previous version 
was verified by simulation, so that comparison data are available. 

However, when we apply the comparison only to the specification phase, the 
improvement is not expressed by saving effort. Rather, instead of 1.5 person 
months for an informal specification (data sheet), 2 person months were spent on 
the formal specification. This is paid off by the much higher quality: during 
verification several errors in the informal specification were discovered and 
corrected. 

The overall effort for specification and verification by the new, property-based 
approach was 7 person months, vs 12 which were needed with a simulation-based 
approach. This amounts to a ~40% reduction overall. 

What is more important, the number of remaining bugs in integration test was zero, 
while in the previous version 20 bugs had escaped. 

 

2.2 TriCore2 Processor 

Design Characteristics:  
The TriCore™ is the first unified, single-core, 32-bit microcontroller-DSP 
architecture optimized for real-time embedded systems. The TriCore™ Instruction 
Set Architecture (ISA) combines the real-time capability of a microcontroller, the 
computational power of a DSP, and the high performance/price features of a RISC 
load/store architecture, in a compact re-programmable core. 

The case study addresses the load/store unit (LSU) of TriCore2. 

The LSU is the interface to the Memory Management Unit. Its function is to set 
control signals, control data width, and handle alignment issues. 

The LSU processes 2 instructions, each in 13 addressing modes. Its size is 6KLOC, 
1969 FFs. 

Goals 
The main goals for this were  

�  to test the reuse methodology for properties as outlined in report 1.1/2 (Reuse-
Aware property-driven specification). Detailed results are documented there. 

�  explore the influence of various specification styles on tool efficiency. 
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Tools used 
The following PROSYD results have been applied. 

– D1.1/2 Reuse Methodology  

Further work was later done on this design as a verification case study. The tool to 
be used in verification had an influence on the specification activity: 

– D3.2/8 OneSpin Improved Static Checking Tool, as a target for the 
specification 

Other WP3 tools were used for the WP3 case studies, as will be described in 
D3.4/1. We mention here only the WP3 tools that had a direct influence on the 
specification activity. 

Work done  
A set of 26 properties were written in three different styles. 

The guidelines for reuse developed in deliverable D1.1/2 [5] were followed, e.g. 
defining complex properties in terms of simpler components. More details were 
presented in D1.1/2. 

Example 

We want to write a property which checks the correctness of the LD.W (load word) 
instruction. The property for LD.W refers to the pipeline stages.  

Two PSL sequences, decode and execute, are defined to represent the pipeline 
stages which the LD.W property refers to. Then, the property ld_w_data is written 
in terms of decode and execute.  The property ld_w_data checks that the cpu sends 
the correct address to memory and that the data from memory is correctly aligned 
before it is recorded in the cpu register.  
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Specification styles 

Different styles of specifying properties were demonstrated: 

�  implication vs assume/assert 
�  forall vs variable 
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The following example demonstrates these styles – first we use a set of 
assumptions to express the situation when a property applies (here for a standard 
request/grant behaviour):  

vuni t  gr ant _mast er  {  
 var i abl e r eq:  unsi gned( 2 downt o 0) ;          
   sequence unt i l _f r ee i s  
            { f r ee_i  = ' 0'  [ * 0: 5] ;  f r ee_i  = ' 1' } ;  
   assume al ways st abl e( r eq) ;  
   assume r eq = r equest _i ;  
   assume r equest _i  / = " 0" ;  
   assume st at e_s = I DLE;  
  assume { [ * 2] ;  unt i l _f r ee} ;  - - r edundant   
   assume { r eset  = ' 0' [ * ]  && { [ * 2] ;  unt i l _f r ee} } ;  
   asser t  { [ * 1] ;  
           s t at e_s / = I DLE [ * ]  && { [ * 1]   

unt i l _f r ee} ;   
           s t at e_s = I DLE} ;  
   asser t  { [ * 1] ;  gr ant _o = pr i o( r eq) } ;  
   asser t  { [ * 2] ;   
           gr ant _o = 0 [ * ]  && { unt i l _f r ee;  [ * 1] } } ;  

 

The same specification is expressed in a quite different style by introducing an 
implication, as well as an explicit variable to capture the timepoint when the 
resource is freed. 

f or al l  t _f r ee_i  i n ( 3. . 8)  
f or al l  r eq[ 2: 0]  i n bool ean 
asser t  
 {  
  { ! r eset  [ * t _f r ee_i ] }  
  & 
  { st at e_s = I DLE}  
  & 
  { r equest _i  / = 0 and r eq = r equest _i }  
  &  
  { [ * 3] ;  ! f r ee_i  [ * t _f r ee_i  -  3] }  
  & 
  { [ * t _f r ee_i - 1]  ;  f r ee_i }  
 }  
 - >    / /  i mpl i cat i on 
 {  
  { [ * 1] ;  gr ant  = pr i o( r eq) }  
  & 
  { [ * 2] ;  gr ant  = 0 [ * t _f r ee_i  -  1] }  
  & 
  { [ * 2] ;  st at e_s / = I DLE [ * t _f r ee_i  -  2] }  
  & 
  { [ * t _f r ee_i - 1] ;  st at e_s = I DLE}  

 }  
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The use of functions was explored to increase the reuse between various parts of 
the module functionality. 

Results 
A total of 26 properties were written, totalling approx. 900 lines of code. 

It was found that the implication-based property style is more efficient for the 
OneSpin checker, as well as more readable in most cases. 

A method and guideline for handling complexity through formulation in a reusable 
style was developed. Property specifications which follow these guidelines are 
structured in terms of sub-components and parameters. The property elements have 
meaningful names, which make it is easy to understand the meaning of the 
properties.  

R&D Value 
PSL was originally developed for use with formal checking tools that do a 
reachability computation and explore unbounded behaviour. As bounded checkers 
can often handle larger designs, the issue arose how to encode in PSL a property in 
a way that can be well handled by a bounded checker, such as the OneSpin 
property checker. 

This has been solved by the coding style developed above. 

Productivity enhancements 
For this design, no effort figures from a previous approach are available. 

The productivity of writing the specification with the reuse methodology outlined 
above was measured as follows:  To completely specify the 6000 lines of RTL 
code with properties takes about 3 months effort, which is a productivity of 2000 
RTL lines covered (and verified) per month.  

2.3 SLIM Core Processor 

The SLIM Core is a processor that has already been implemented in silicon in 
STMicroelectronics products. It was chosen as a case study for collaboration 
between STMicroelectronics and OneSpin because the design was well understood, 
and the work could focus on the details of the specification, and the use of the 
tools. 

Design Characteristics 
The SLIM Core is a lightweight processor with 27 instructions and a 4-stage 
pipeline, designed to be embedded in a variety of IP blocks, and to run firmware 
controlling the operation of these IPs. The implementation has 2600 lines of code 
and 457 flip-flops.  

The processor has a number of special features: a coprocessor interface; circular 
buffer operation; and a STOP instruction. In order to admit a simple 
implementation, there are a number of restrictions on permissible sequences of 
instructions, which must be respected so as to avoid hazards. 
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Goals 
The specification activity in this case study was followed by verification using both 
the OneSpin and the IBM static property checking tools. The goals were 

�  Systematic development of properties for a subset of the full instruction set 

�  Writing properties in a reusable style 

�  Exploration of alternatives for specifying a single property, and 
investigating how much common ground there is between formulations 
suited to different tools 

Tools Used 
The work referred to the manual “Reuse-Aware Property Specification”  D1.1/2 [5], 
in particular sections 3.1 (reuse in building complex properties), 3.4 (reuse between 
design revisions) and 4.1 (reuse with different tools). 

The OneSpin and IBM static property checking tools (D3.2/7 and D3.2/8) were 
used as target tools for the specifications, but this report on the specification 
aspects of the case studies does not discuss the operation of these tools. 

Initially we planned to use RAT (D1.2/4-5) also in this case study. After a first 
analysis of the applicability this was abandoned. The kind of requirement analysis 
provided by RAT is relevant when developing a formal specification from informal 
requirements – for a processor design the starting point is quite different, as the 
processor architectural specification provides a clear functional specification which 
is already close to a formal one, so that there is no need for requirement analysis. 

Work Done 
In the first phase of the activity, a set of properties covering a subset of the 
instructions under certain restrictions was developed. 

These instructions were: ADD - BRA - CPI - JAB - LD - LDF - NOP - RPT - STI - 
STF - STOP – SUBC. 

Restrictions were: 

�  Avoid to spend time in arithmetics and various versions of LD/ST 
�  i nst _i nval i d tied to 0 (this functionality is not implemented in the 

delivered HDL anyway) 
�  conf i g_debug_di sabl e tied to 1 (disable STBus debug interface - no 

step mode) 
�  conf i g_aut or un tied to 1 (override cpu.run.enable bit that can be 

written via STBus interface) 
�  disable testmode interface 
�  test signals t st _r eset _mux and t st _gckenabl e tied to 0. 

When developing these properties, style guidelines as given in the Methodology 
document, D1.1/1 [4], were followed, and the methodology was extended to deal 
with specifics of processor design. 

In the second phase, one specific instruction was considered – addition of the 
values in two registers. At an architectural level, the required behaviour 
corresponds to 
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f or al l  a, b i n i nt eger  :  

f or al l  m, n, k i n 0. . 15 :  

al ways (  

( opcode = ADD & oper and1 = m & oper and2 = n & 
 oper and3 = k & r egi st er s[ m]  = a & r egi st er s[ n]  = b)  
- >  
next ( r egi st er s[ k]  = a+b) ) ;  

The implementation has a pipeline with forwarding mechanisms, so this property 
will not hold as stated for the actual cycles and register values of the design. 
However, by judicious choice of the points at which registers are observed, and 
what counts as the “next”  time, it is possible to formulate a property that makes no 
reference to the pipeline or forwarding, and will hold however this is implemented. 
This can be stated informally as “ if the values in registers m and n are respectively 
a and b on the cycle after one instruction completes, and the next instruction is an 
add operation with source operands m and n and destination operand k, then the 
value in register k on the cycle after this next instruction completes is a+b” .  

This formulation abstracts from implementation detail, according to guideline 7 of 
[D1.1/2]. Further, in any particular coding of it, a variable “ instruction_executes”  is 
used to identify the point where an instruction completes; and the actual signals 
that indicate this point come in a separate statement  

def i ne i nst r uct i on_execut es : = r es_r eq & r es_gnt ;  

This is a simple illustration of compliance with guidelines 1 and 2 of the reuse 
document D1.1/2 [5]. 

Several ways of actually coding the property were investigated. First, two 
formulations for circumstances where there are no stalls, and an instruction takes 
three cycles from fetch to execution. In the first of these, a variable t_ADD is used 
to identify the time when the ADD instruction is fetched, and to match this time in 
several different sequences: 

Style  1 

assume { [ * t _ADD – 1] ;  f et ch_opcode = ADD  & 

   f et ch_oper and1 = m & f et ch_oper and2 = n & 

   f et ch_oper and3 =k} ;  

assume { [ * t _ADD + 1] ;  i nst r uct i on_execut es & 

   r egi st er s( m)  = a & r egi st er s( n)  = b} ;  

asser t  { [ * t _ADD + 3] ;  r egi st er s( k)  = a+b} ;  

 

The second formulation considers everything in a single temporal flow: 

Style 2 

asser t   

{ [ * ] ;  f et ch_opcode = ADD & f et ch_oper and1 = m & 

f et ch_oper and2 = n & f et ch_oper and3 = k} ;  

  [ * 2] ;  i nst r uct i on_execut es & r egi st er s( m)  = a & 

  r egi st er s( n)  = b}   

| => { r egi st er s( k)  = a+b} ;  
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The third formulation also applies when there are stalls; it uses a step function 
rising at a non-deterministic time to identify when a distinguished add instruction 
enters the pipeline, and a variable to count the number of instructions in the pipe 
ahead of the selected one.  

Style 3 

asser t  

al ways { i nst r uct i on_f et ch;   

di st i ngui shed_i nst r uct i on_ent er s & f et ch_opcode = ADD & 
f et ch_oper and1 = m & f et ch_oper and2 = n & 
f et ch_oper and3 = k;   

( i nst r uct i ons_ahead = 1 & i nst r uct i on_execut es) [ - >] ;  

r egi st er s( m)  = a & r egi st er s( n)  = b :  

( i nst r uct i ons_ahead = 0 & i nst r uct i on_execut es) [ - >] }  

| => r egi st er s( k)  = a+b;  

 

Each of these styles has its advantages. Style 1 supports reuse of the assume 
statements, each of which can be changed independently of the others. But the use 
of the variable t_ADD may not be well supported in all tools: it is not one of the 
features that Section 4.1 of D1.1/2 says can be expected to be universally 
supported.   

Style 2 is core PSL, and should be well supported. But some checking algorithms 
are better suited to Style 1 than the arbitrary length sequence { [* ]}  that starts the 
formula.  

Style 3 allows more convenient expressiveness through the use of variables in the 
modeling layer. But, as recommended in D1.1/2, use of the modeling layer should 
be kept to a minimum in reusable PSL.  

In conclusion, the coding of properties should be close enough to the high-level 
specification for the correspondence to be clear. But users should be aware of the 
possibility of varying the details of the style to suit the tools or circumstances. 

Results 
One property failure revealed that the document which was used as a reference for 
developing the PSL specification was not up to date. The actual implementation 
had been modified to match a different specification, against which it had 
previously been successfully verified using a testbench environment. Having a set 
of reusable and easily readable PSL properties would have encouraged a better 
process of alignment between all the documents relating to different revisions of 
the design. 

For the property about the add instruction, the OneSpin static property checking 
tool was found to be relatively better suited to Style 1, and the IBM tool to Styles 2 
and 3.  

All styles could be seen to be derived from a single, intuitive way of formulating 
the property in informal language. However, it was not possible to unite the styles 
in a single PSL formula that could be seen as a syntactic abstraction of all of them.  
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R&D Value 
An approach to specification of processor pipelines, developed in connection with 
the Protocol processor (section 2.1 above) was found to be effective when applied 
to a new processor with different features. 

Productivity Enhancements 
The focus of this case study was reusability. For the property that revealed a 
specification error, the number of places where the PSL specification would need 
to be changed following a design modification was 1, whereas for the previously 
developed verification environment it was 2.  

 

2.4 Protocol Converter 

Design Characteristics 
The STBus Generic Protocol Converter is a highly configurable design that can be 
interposed between different variants of the interface of a proprietary system bus in 
STMicroelectronics.  

 
Figure �2.4-1: Gener ic Protocol Conver ter  

It performs conversion between different widths of bus interfaces; different clock 
frequencies; and different features of the protocol such as support for out-of-order 
responses to transactions.  

From the point of view of specification, interesting features of the design are 

�  Configurability – there are many parameters in the generic model of the 
design, which is instantiated as a different hardware model for each choice 
of the parameters. The properties specifying the design should apply to any 
particular configuration. 

�  Typical bridge function – the block converts packets from their format at 
one interface to a format suitable for another; this is a common function of 
bridge designs, and lessons learned about how to organize the specification 
can be applied more generally. 

�  Split transactions – each transaction consists of a request and a matching 
response; finding the best way of specifying the relationship between these 
is a challenge. 

The RTL model of the generic converter has 11K lines of code and 500 flip-flops. 

STBus 
initiator 

interface 

STBus 
target 

interface 

STBus 
generic 

converter 
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Goals 
�  To develop a strategy for specification of bridge designs  

�  To write properties in a reusable style, applicable to different 
configurations of the design 

�  To minimize the effort required to specify the design 

Tools Used 
The methodology document “Property-Driven Specification of VLSI Design” , 
D1.1/1 was used as a starting point for the specification. 

The PSL text editing features, D1.2/6, were used for all the property specification. 
Their benefits were assessed by temporarily turning off some of the features, and 
measuring the deterioration in the quality of the result, in particular the number of 
typographical errors that appeared. The results of this assessment are reported in 
Chapter 3.   

This evaluation of the text editor replaced an evaluation of the property 
specification and assurance tool (RAT), D1.2/4-5 in this case study, as RAT was 
evaluated in other case studies in ST UK (Transport Front End, section 2.6, and 
Bus Protocol, section 2.7), while there was no other evaluation of the PSL text 
editor in ST UK. 

The IBM static property checking tool, D3.2/7 was used as the target verification 
tool for the specification. The results of a comparison of the performance of 
different algorithms in this tool will be reported in the verification case studies 
report, D3.4/1. 

Work Done 
The property specification for the generic converter started after the RTL design 
had been developed, and tested in simulation for a range of configurations. The 
reason for requiring a property specification in addition to the testbench was to 
enable verification to be quickly re-run for any configuration, when it was needed 
in any new system project. 

An overall strategy for organizing the properties was developed. This followed the 
methodology document, D1.1/1 [4] in specifying first the properties at a single 
interface (protocol), and then properties about relationships between events at 
different interfaces (transfer). The precise formulation in PSL was debugged by 
running the properties on a simple configuration of the design. When the full 
property set was developed, it was reviewed by the design team.  

The PSL text editor features (D1.2/6) were used throughout the specification. An 
exercise to measure the consequences off switching some of them off was carried 
out; the results are reported in section 3.1 below. 

The broad approach to specifying the properties is described below; more details 
are given in section 4.1. 

Organization of properties 

The generic converter must be configured for the specific interfaces that it is to 
communicate between, and a design is generated depending upon the 
configuration. The strategy for specifying this block was to produce a set of generic 
properties that can be configured to match the configuration of the generic 



Case Studies in Property-Based Requirements Specification 
 The case studies ����  17 

converter. These generic properties can then be used to specify a particular 
configuration of the generic converter as it is generated for use. 

The objectives of the properties are to specify that the packets issued to the initiator 
interface appear correctly at the target interface and response packets issued to the 
target interface appear correctly at the initiator interface after any necessary 
transformations carried out by the generic converter. 

The correct transmission of the packet control signals is specified in two parts. First 
to specify that any packet starting at the initiator interface will start at the target 
interface with the same control signals and in the same order. Second to specify 
that once a packet starts at a target interface then it will continue with valid control 
signals and be of the correct length. 

The correct transmission of data and data enable signals have to be specified by 
considering the data from each cell associated with a packet issued to the initiator 
interface and checking that the target interfaces issues the same data in the cells 
associated with its corresponding packet. 

The correct transmission of response packets from the target interface to the 
initiator interface is specified as the above case for request packets. In the case 
where the responses are allowed to arrive out of order at the target interface (the 
case for type 3) but this is not supported at the initiator interface (the case for type 
1 and 2) then it is specified that the generic converter reorders the responses to 
match the ordering of the requests. 

Implementing the control signal transfer properties 

To keep track of the way request packets issued to the initiator interface correspond 
with request packets appear at the target interface, it is necessary to write some 
code modelling the internal behaviour of the design, in addition to the temporal 
PSL properties describing the relationship between corresponding packets. The 
following 2 different implementations of the internal model were considered. The 
implementations were repeated for the specification of a response packet being 
issued to the target interface and appearing at the initiator interface. 

First implementation: fifo model of generic converter 

This implementation makes a record of all the transfers made to the generic 
converter. When the generic converter issues the same transfer at the opposite 
interface it can be checked against the expected transfer from the records. This 
method basically requires the generic converter to be modelled as a fifo and the 
outputs of both the generic converter and the fifo model to be checked as 
equivalent, as shown in the figure below. 
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Figure �2.4-2: FIFO model implementation diagram. 

The request control signals issued to the initiator interface will be copied into a 
fifo, the size of which will be large enough to hold the number of permitted 
outstanding transfers (measured in packets), when the first cell of the packet is 
granted. When the request control signals are asserted by the target interface (when 
first cell of the packet is granted) the most outstanding entry will be removed from 
the fifo. 

To check that packets are transferred it is specified that while the fifo is not empty 
there must eventually be a first cell of a packet asserted at the target interface. 
Also, on every occasion that the first cell of the packet is granted at the target 
interface, each control signal of the packet will be checked to see if it is equal to 
that stored in the fifo. To check that there are no unsolicited transfers it is specified 
that it can only be possible for the first cell of a packet to be asserted at the target 
interface when the fifo is not empty. As the fifo mechanism forms part of the 
properties, the number of outstanding transfers� limit will be checked by specifying 
that it is not possible for the fifo to overflow. 

Second implementation: tracking outstanding transfers 

This implementation requires keeping track of the number of outstanding transfers 
waiting to be issued by the generic converter. Using a step function to identify a 
particular transfer being made to the generic converter it is possible to identify that 
transfer when it is issued by the generic converter as the number of outstanding 
transfers ahead of it is known. It is therefore possible to compare a transfer issued 
by the generic converter to the corresponding transfer made to it. By making the 
selection of a particular transfer by the step function non-deterministic a formal 
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engine can prove that a transfer issued by the generic converter is equivalent to the 
corresponding transfer made to it for all transfers, as shown in the figure below. 
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Figure �2.4-3: Tracking outstanding transfer  implementation diagram. 

The outstanding transfer tracker will increment on the first cycle of each initiator 
packet and decrement on the first cycle of each target packet. The step function 
will stop the tracker from incrementing any further but will allow it to continue to 
decrement on further first cycles of target packets. The first cycle of a target packet 
when the outstanding transfer tracker is zero will identify the corresponding packet 
to the one selected by the first cycle of an initiator packet asserted after the step 
function has risen. 

To check that packets are transferred it is specified that while the outstanding 
transfer tracker is non-zero there must eventually be a first cycle of a packet 
asserted at the target interface. Also, on every occasion that the first cycle of a 
packet is asserted at the target interface while the outstanding transfer tracker is 
zero, each control signal of the packet will be checked to see if it is equivalent to 
that when the first cycle of the initiator packet was first asserted after the step 
function had risen. To check that there are no unsolicited transfers it is specified 
that it can only be possible for the first cycle of a packet to be asserted at the target 
interface when the outstanding transfer tracker is non-zero. As the outstanding 
transfer tracker forms part of the properties, the number of outstanding transfers� 
limit will be checked by specifying that it is not possible for the tracker to 
overflow. 
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Comparison of implementation methods 

The two different implementations were compared from two points of view: the 
time taken in subsequent verification of the properties, and the conciseness and 
readability of the code. The results of the first comparison are reported in the report 
on the verification case studies (D3.4/1): in fact there was no noticeable difference 
in the performance of the running of the properties under the two different 
implementations. However, the tracking outstanding transfers implementation had 
a number of other benefits over the fifo model implementation. 

Creating a fifo model in order to record all of the control signals for each 
outstanding transfer was not a trivial exercise. The amount of modelling code was 
far greater than that required for the outstanding transfers implementation. This 
activity therefore took a lot longer to code and debug. Although the amount of code 
in the properties for the fifo model implementation was less than the outstanding 
transfers implementation, as it was only performing a more straightforward 
equivalence check, this did not provide any real compensation to the amount of 
additional modelling code. 

As more of the property specific complexities were actually coded into the property 
in the case of the outstanding transfers implementation rather than in modelling 
code, it was possible to reuse the same model of the outstanding transfer tracker for 
each property and to make changes in the property code alone. This also provided a 
greater flexibility to create new properties without having to create additional 
modelling code. 

Results 
The functionality of the generic converter was specified by 63 properties, taking 
2500 lines of code including the environment.  

The specification activity, including both implementation techniques for the control 
signal transfer properties, took 7 weeks.  

R&D Value 
The method of tracking outstanding transfers resulted in a significant reduction of 
modelling code compared with the fifo model method which had been used for 
other designs previously. Keeping modelling code to a minimum is a 
recommendation of the document on Reuse-Aware Property Specification, D1.1/2 
[5]. 

Productivity Enhancements 
The testbench that had earlier been developed for the generic converter used a 
scoreboard to check that outgoing packets are as expected. This scoreboard took 3 
weeks to develop.  

The version of the property specification using tracking of outstanding transfers 
also took 3 weeks to develop (the other version taking 4 weeks). Thus there was no 
noticeable difference in the specification effort, compared with a testbench. The 
property set has advantages over the scoreboard in being more readable, and in 
providing the possibility of exhaustive verification when it is reused for different 
configurations.  
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2.5 Random Number Generator 

The activity on the Random Number Generator took place before the new Prosyd 
tools were developed. Its purpose was to use and extend the methodology for 
property specification described in D1.1/1 [4]. 

Design Characteristics 
The Random Number Generator (RNG) is responsible for providing independent 
random number streams to several clients. It is able to read input streams of 
random numbers supplied by an analog block. Which clients require to be serviced, 
and the priorities between them, are determined by values in configuration 
registers. Information about the input values read is recorded in status registers, and 
the provision of output values to clients is halted if there is reason to believe the 
input values are not random. 

 
Figure �2.5-1: Random number  generator  

The design is relatively small, having 600 flip-flops and 2000 lines of code. 

From the point of view of specification, interesting features are 

�  Although of manageable size, it has all the features typical of blocks 
receiving and transmitting data values – buffering, arbitration, 
transformation between input and output streams, behaviour depending on 
programmable control registers. 

�  It is a challenge to capture requirement of randomness of the output 
streams in a temporal logic such as PSL. 

Goals 
The goals of this case study were to develop a systematic property specification for 
typical pass-through designs with routing and arbitration, and configuration and 
status registers; and to understand how to use PSL in specifying features not 
obviously amenable to temporal logic, such as randomness. 

Tools Used 
No Prosyd tools were used, but the document “Property-Driven Specification of 
VLSI Design” , D1.1/1, was used as a reference. 

 

control 
fifos 

clk_a clk_b 

register access 

random 
input  

stream 

random 
output 
streams 

to 
clients 

Configuration/status 



22 ����  The case studies 

Work Done 
The property specification work started in parallel with the development of the 
microarchitecture and the first RTL model. The engineer specifying the properties 
had detailed discussions with the designer. These were chiefly concerned with the 
precise conditions under which the values read by the RNG can be assumed to be 
random. Other points that needed to be clarified were the precise consequences of 
writes to configuration registers, and the conditions under which flags in status 
registers were cleared.  

It emerged from the discussions that the designer and the engineer specifying the 
properties had different interpretations of the rules for how the inputs from the 
analog block should be read. This block had been delivered, with a specification 
document, from another part of the company. It was necessary to consult the 
original designer of the block to clarify the relevant part of the document; and the 
need for a formal specification of the conditions was a major factor in ensuring that 
the right questions were asked, and precise answers insisted upon. Following the 
discussions, it was clear that the interpretation the RNG designer had made was not 
that of the designer of the analog block, and the microarchitecture of the RNG was 
changed. Since the change came early in the design process, it was not costly. 

The property specification broadly followed in the recommendations in “Property-
Driven Specification of VLSI Design” , D1.1/1 [4]. The external specification was 
divided into properties concerned with interfaces, performance and high-level 
functionality.  

Interfaces 

The first set of properties to be formulated were those for the bus interfaces at the 
configuration ports, and the output interfaces with the clients. The bus interfaces 
were of a standard type, and the interfaces with the clients were simple, and clearly 
specified in the document, so this part of the specification was straightforward. The 
protocol for reading data at the interface with the analog block was also simple, but 
in this case further properties were needed to ensure that this block was used 
correctly – that the intervals between reads from the block were long enough for 
the streams of input values to be guaranteed to be random. 

Performance 

The performance properties were taken directly from the functional specification of 
the RNG, and were concerned with the rates at which data can be supplied to 
clients. 

High-level functionality 

For properties capturing the high-level functionality of the RNG, it was necessary 
to expand on the approach indicated in D1.1/1. As in that document, the 
consequences of events at interfaces were specified: these were divided into two 
types – register accesses and end-to-end functionality. Properties specifying the 
effects of register accesses were derived from the functional specification. For each 
register, there was also a property saying that the value of any read of the register is 
equal to the value of the most recent write to it, where, for status registers, 
“ internal”  writes due to events in the design behaviour are taken into account. 

The requirement for the end-to-end functionality of the RNG is that, if the values 
read at the inputs are random, then so are the output values transmitted to each 
client – and the outputs to the different clients are independent of each other. It is 
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not possible to express this requirement directly in PSL. Instead, the requirement 
was replaced by two others: 

(1) If a value is read only once at either of the inputs, it is transmitted only 
once at any output. 

(2) The combined streams of output values form a substream of the combined 
streams of input values, where the input points at which the substream is 
selected are independent of the input data values. 

These requirements are enough to guarantee randomness, since a substream of a 
random input stream is itself random, if the points at which the substream is 
selected are independent of the data values. Although (1) can be expressed in PSL, 
(2) cannot. However, it can be shown that (2) follows from a third requirement, 
which can be expressed in PSL, as a property of two identical copies of the design: 

(3) If two copies of the design have identical control inputs, and their data 
inputs differ at only one point in time, then their data outputs differ at only 
one point in time, and if they do differ, they differ in the same way as the 
data inputs at the point where they differ. 

This property (3) was used in the PSL specification.  

In addition to the register and end-to-end functionality, the functional specification 
included requirements about arbitration priorities between clients. These properties 
completed the high-level specification of the RNG. 

The methodology described in D1.1/1 allows for an internal specification that 
refers to internal design signals, as well as the external specification. The internal 
specification consists of PSL properties that are not part of the specification of the 
design as seen by its environment, but should be checked in the course of its 
verification. The RNG design contains a control block, which implements most of 
the functionality of distributing the input data streams between clients, and a 
number of fifos, through which data values pass unchanged. The high-level 
functionality properties can all be projected on to the control block. The internal 
specification consisted of these properties on the control block, plus properties 
characterizing the fifos. These are the properties that are actually to be checked at 
the verification stage. The combination of the properties of the control block and 
the fifos imply the high-level properties of the whole RNG.  

In this way, a complete set of specification properties for the RNG was obtained, 
and a complete set of properties to be checked at the verification stage. These 
properties were the sole basis for verification of the design: there was no separate 
testbench. In the course of subsequent verification, 5 implementation bugs were 
found and fixed. 

The specification activity took place over 2 months, and consumed 3 person-
months of effort, half of which was spent on developing the theory that allows 
requirements about randomness to be captured by PSL properties about varying 
inputs one at a time. 

Results 
The PSL specification consisted of 154 properties, which covered the whole 
functionality of the design.  

The framework of the property specification methodology was successfully 
applied, although the strategy for specifying the high-level functionality had to be 
refined and filled out. 
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R&D Value 
A method was found for using PSL properties to express the fact that randomness 
is preserved from inputs to outputs, even though randomness itself cannot be 
expressed in PSL. 

Productivity Enhancements 
The effort on specification was 6 person-weeks (apart from time spent on 
development of theory, which is a one-off). There was no testbench verification 
environment for this block, but most of the properties are close to what would be 
contained in a testbench, being concerned with the effects of registers, etc. For 
these properties, which took almost the whole 6 weeks to formulate, it is 
reasonable to estimate that the time to develop an equivalent testbench would be 
the same.   

On top of this, there is the specification of the randomness preservation feature. 
This was very short in PSL, taking one day. In fact, a major motivation for 
applying PSL to this design was that it was not clear how to develop a simulation 
environment to test for randomness preservation. At the very least, the FIPS 140-1 
tests [6] would have to be applied to the outputs to each client. These involve 
analysis of the patterns in output streams of 20,000 bits. Results of work on the 
analog block supplying the random numbers indicate that this takes at least 1 week 
to set up. Further, ways must be found of checking that the output streams to the 
different clients are independent, which will take at least a further week.  

The estimated total effort for a testbench environment is therefore 8 weeks, where 
the 2 extra weeks compared with the property-based approach are concerned solely 
with the preservation of randomness. 
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2.6 Transport Front End 

The Transport Front End is a substantial IP consisting of several independently 
developed components. The most important of these are shown in Figure �2.6-1 
below. 

 
Figure �2.6-1: Transpor t Front End 

The IP receives input streams from several sources, and has to extract valid packets 
from these streams and place them in buffers in system memory. The first phase of 
the process contains the algorithms for extracting valid packets from a serial bit 
stream. The blocks (“ input blocks” ) that implement these are highly parameterized, 
in order to handle a wide range of packet formats. After this first phase, the packets 
are stored temporarily in internal RAM, from which they are retrieved by a DMA 
engine and transmitted over the system bus to main memory. There is a single port 
to the internal RAM, and accesses from the input blocks and the DMA are 
controlled by an arbiter.  

In addition, there is a block (not shown in diagram) that examines a table of packet 
identifiers (PIDs) in main memory in order to filter out any packets whose PIDs are 
not wanted. The host CPU can access all the blocks, either for configuration 
purposes, or to provide the DMA with information about addresses of memory 
buffers. 

Property-based specification and verification were both applied to this design. In 
this document we report on the process and results of the specification activity. 

Design Characteristics 
The whole design has 7000 flip-flops and 15K lines of code in an RTL model. A 
transaction-level model has 5K lines of code. In terms of size and complexity, it is 
a typical medium-sized IP, whose design took 1 year from architectural 
specification to delivery of a mature implementation for integration.  

From the specification point of view, the technical features of interest are 

�  The mainly linear flow in the design. The overall flow of content is 
through the input blocks to the RAM and then through the DMA to main 
memory. Within the input blocks, there are four subblocks for consecutive 
processing stages, with no feedback between the subblocks, although the 
interfaces between the subblocks are not standard bus interfaces, and the 
protocols at these interfaces have some tricky details. This makes it 
possible to develop property specifications of the individual blocks 
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separately, and simply to put them together as a specification of the whole 
IP; although care needs to be taken about the details of the interfaces, and 
about the small amount of interaction that there is (for example, the DMA 
informing the input blocks which area of the internal RAM it has read 
from). 

�  The parameterization of the input blocks. There are 20 parameters of these 
blocks, such as packet length and endiannness, controlling how the bits in 
the input streams are interpreted. It is a challenge to organize the 
specification so that all possible combinations of these parameters are 
tested. 

�  The treatment of errors. The IP extracts packets by detecting patterns in 
the bit stream that could be the start of a packet, and then accepting valid 
bits until either it has a complete valid packet, or it finds something 
inconsistent with a complete valid packet, in which case it discards the 
partial packet. It may be that valid packets fail to be detected because of a 
false start just before they start. It is desirable that as few valid packets as 
possible are lost, but it is costly to backtrack and catch all packets; 
initially, there is no precise specification of the requirement about how 
many packets it is tolerable to lose. Details like this only emerge as the 
implementation takes shape. They can be specified in PSL, but these 
properties do not drive the design. 

Goals 
The goals of this case study were  

�  To ascertain that a fully property-based specification is feasible for a 
typical industrial design of moderate size. 

�  To assess the productivity benefits of a property-based specification for 
such a design, compared with a reference model and testbench. 

�  To understand the relationship between property specifications for 
individual components and a property specification for the whole design, 
and to provide guidelines for specifying other similar blocks where the 
flow is mainly linear.  

Tools Used 
The property simulation and assurance tool RAT, D1.2/4-5, was used on two 
blocks. In both cases, the purpose was to exercise the tool. Property simulation was 
tried on properties of the PID filter block, because some of these properties were 
complex and could easily be wrongly formulated. Property assurance was used on 
one of the four subblocks of the input block. In this case, the purpose was to see 
how RAT coped with a large number of simple properties, and whether it was 
possible to combine a number of low-level properties to prove the validity of a 
high-level property. 

Work Done 
The property specification started when the first draft of the informal functional 
specification had been completed, and the RTL implementation was just starting. 
In general, the process was for a PSL specification of each of the major blocks 
(input block, PID filter, RAM arbiter, output DMA and SRAM interface) to be 
based on the functional specification, with clarification of any ambiguous points 
through discussion with the designer. The PSL properties were checked on 
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successive versions of the design as they were implemented. The first bug due to a 
property failure was found one week after starting writing properties. 

Two of the blocks – the Input Blocks and the DMA - are of substantial complexity, 
and the majority of both the design and verification effort was devoted to these. 
Both these blocks contained a number of subblocks, and a decision had to be made 
as to whether to specify property for the whole block, or for each subblock 
separately. The latter option was chosen. Advantages of this were  

�  When it came to verification, the checks were within the capacity of formal 
property checkers 

�  In checking a new version of the design (regression testing), if changes had 
been made in only one part of the design, it was only necessary to re-check 
the properties for that part 

�  The individual properties were mostly simpler than they would have been 
for the whole block 

�  Each subblock of the input block depends on only some of the 20 
parameters, and it is possible to cover their ranges, either completely or by 
choosing enough representative values. If properties were specified for the 
whole input block, it would be impossible to cover enough representative 
combinations of values.  

Disadvantages were 

�  The total number of properties is much greater when properties are 
specified for each subblock. 

�  The internal interfaces between the subblocks are not as carefully specified 
as those between the main blocks, and there is scope for error in 
formulating the PSL properties. 

�  The properties at the level of the subblocks involve some implementation 
detail that is not in the functional specification, and could change between 
one release and another. 

In addition to this bottom-up specification, a top-level formal specification of the 
whole Transport Front End was written by a different engineer. This top-level 
specification corresponds to the external specification in D1.1/1, whereas the 
bottom-up specification corresponds to the internal specification. However, the 
top-level specification was not intended to be used directly as a reference for 
verifying the implementation. Indeed, several properties in the top-level 
specification were formulated in a way that cannot easily be expressed in PSL. For 
example, “ if the input stream contains a sequence of valid packets, then the stream 
of writes to the memory buffer contains that sequence of packets, except possibly 
for the first and the last” . The top-level specification is used chiefly as a reference 
for the bottom-up specification, by demonstrating that the properties in the bottom-
up specification guarantee that the top-level specification is satisfied. 

The style of the main functional properties was based on the recommendation in 
D1.1/1, section 2.2.1, to write a property whenever an event at one interface 
triggers another event. For example, one of the subblocks of the input block 
collects the valid serial data bits and outputs them in parallel as bytes. The property 
specification defines a variable bits_input that models how valid input bits are 
counted in, and includes a property that says an output request is made when 
expected: 

vuni t  ei ght _bi t s_i nput _means_r eq {  
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  " Expect  t o see r eq r ai sed when 8 bi t s i nput "  

                        ASSERT 

    al ways ( { ( bi t s_i nput  = 7)  & i nput _i s_val i d & 
! byt e_r est ar t }  | =>{ ! r eq[ * ] ;  r eq} ! ) ;  

}  

There is also a property to say that output requests are only made when they should 
be,  written in terms of a variable output_byte_was ready that models when a full 
byte has been received: 

vuni t  r eq_onl y_af t er _ei ght _bi t s_i nput  {  

  " When r eq happens,  must  be onl y because 8 bi t s was 
i nput "  

  ASSERT 

    al ways ( { r eq}  | - > { pr ev( out put _byt e_was_r eady) } ) ;  

}  

Finally, there is a property to say that the output data is as expected, when the outpt 
request is made. This property illustrates Guidelines 1, 2 and 3 of D1.1/2 [5] on 
reusable style: the main property is built from two subsidiary named expressions, 
one of which is parameterized. This makes the main property more compact and 
readable. 

Sequence ei ght _byt es_i nput  : = { i nput _i s_val i d[ - >] } ;  

Sequence dat a ( bool ean b)  : =  

  { ! i nput _i s_val i d[ * ] ;  i nput _i s_val i d & t s_dat a( 7)  = 
b} ;  

ASSERT 

    f or al l  d( 7. . 0)  i n bool ean:  

    al ways {  

     { { byt e_r est ar t ;  ! byt e_r est ar t [ * ] }  && 

      { ei ght _bi t s_i nput [ +] ;  

       dat a( d( 0) ) ;  

       dat a( d( 1) ) ;  

       dat a( d( 2) ) ;  

       dat a( d( 3) ) ;  

       dat a( d( 4) ) ;  

       dat a( d( 5) ) ;  

       dat a( d( 6) ) ;  

       dat a( d( 7) ) } } ;  

      r eq[ - >] } ( out put _byt e( 7. . 0)  = d( 7. . 0) ) ;  

 

For some blocks, the relationship between events at one interface and the events 
they trigger is more complex. For example, the completion of a packet triggers 
both a write of the data to the internal RAM, and a notification to the DMA that 
this write has been made. Care has to be taken in specifying the relationship 
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between the data write and the notification. A summary of a systematic approach to 
specifying properties for linear flow of data through several blocks is given in 
Section 4 of this document below. 

It was not so easy to fit the specification of the DMA into this pattern, as it operates 
under the control of an autonomous state machine, rather than responding to 
external stimuli. The PSL specification of the DMA was developed by following 
closely the informal functional specification, which describes the sequence of 
states that the DMA goes through, and the data that is fetched or transmitted at 
each stage. Constructing an accurate specification of the DMA was the most 
complex and lengthy task in the Transport Front End PSL specification, because of 
a number of features of the design. In particular, the DMA does not always transfer 
whole packets, but may leave the end of one packet to be transferred at the start of 
the next one; the DMA reads from the RAM not only the data to be transferred, but 
also information about where and how to send it; and the read for one process 
overlap with the writes for the previous one.  

By contrast, the RAM turned out to be well suited to a PSL specification. The 
actual memory array had been separately verified; it was replaced by a simple 
memory model, and the task was to verify the interface block, responsible for 
managing the bus protocol, the queues of requests and responses, and accessing the 
correct locations in physical memory. The properties specifying this interface block 
consisted just of a set of bus protocol compliance properties, which were taken 
directly from a library for the STBus (D1.5/1), and a single additional property, 
stating that the value of a read at any location is equal to that of the most recent 
write to that location. 

Validation and debugging of the PSL specification was achieved in three ways. 
First, a document listing the properties, expressed in precise English corresponding 
to the PSL formulation, was reviewed by the designers of the IP, to check that they 
represented what was intended. Second, the process of checking the properties 
against the implementation gave a false negative result when there was either an 
error in the actual coding of a property, or too weak a set of assumptions about the 
environment. These debugging methods are not new to Prosyd, and are effective at 
finding errors in the PSL specification. What was new to this case study was the 
method of validating the completeness of the set of properties by reference to a 
high-level formal specification of the functionality, in terms of the relationship 
between input and output streams. The document containing this specification also 
included a written argument explaining how the low-level properties guaranteed 
the satisfaction of the high-level requirements. In the course of constructing this 
argument, it was discovered that 20 properties needed to be added to the first pass 
of the specification of the two main blocks, which consisted of about 500 
properties.  

RAT (D1.2/4-5) was used on one of the components of the input block. The 
purpose was to explore the potential of RAT. Because the PSL specification for all 
the components of the Transport Front End contained significant amounts of 
modelling code, which is not at present supported in RAT, it was not possible to 
use the entire PSL specification as an input for RAT. However, for one subblock of 
the input block, the modelling code was manually transformed into a format that is 
supported by RAT. The results of this investigation are summarized in Section 3 of 
this document below. 
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Results 
In all, 969 PSL properties were used to specify the Transport Front End, amounting 
to 20K lines of code, including the environment. These covered the complete 
functionality except for two things: 

1. The properties covered the IP once it was set up and running in normal 
mode. Things such as test mode, and enabling and disabling streams, were 
tested in simulation without reference to PSL properties. It would have 
been possible to cover these aspects with properties, but this would have 
involved opening a new area of specification, and since the features could 
easily be tested in simulation, these tests were considered sufficient. 

2. In some cases, the PSL specification was not fully parametric in the design 
parameters, but specific representative values were chosen. This was the 
case, for example, for the packet length, which affects the design in so 
many different ways that it is hard to write a specification in which it is 
simply a parameter. 

When the IP was subsequently integrated into a larger system and simulated, it 
emerged that there were errors in two of the properties; in both cases, the PSL 
specification had wrongly interpreted the details of the informal functional 
specification, in exactly the same way as the RTL implementation had done. There 
is no way of completely eliminating this sort of error, although more time devoted 
to review can reduce the risk.  

The complete PSL specification was carried out over a period of 9 months, and 
took 8 person months of effort, including debugging and validating against the 
higher-level specification.  

R&D Value 
The chief innovation in this specification case study was the use of a top-level 
specification as a reference for the lower-level properties. As described above, the 
use of this reference was effective in ensuring the completeness of the set of 
properties.  

The proof of a refinement relationship between the specifications was done 
manually. The results of the study with RAT (D1.2/4-5) on one of the subblocks 
indicate that RAT could be used to automate at least part of the proof of 
correspondence. But we would not expect RAT to provide a complete solution: 
firstly, because the higher-level specification was not entirely in PSL; secondly, 
because the most vital part of the process is getting a complete high-level 
specification in the first place. Developing systematic ways of doing this is the key 
to having confidence in the formal specifications. 

Productivity Enhancements 
The total effort needed to develop a PSL specification was 8 person months. As a 
comparison with traditional specification methods, the effort to develop a reference 
model and a verification environment for a previous design of similar size and 
complexity, performing a similar function, was 7 months. In so far as any 
significance can be read into this difference, it is due to the fact that the model-
based specification was performed just at the level of the whole IP, whereas the 
property-based specification was performed for each of the major components.  

There were no direct figures available for testbench specification efforts on the 
individual components: in order to compare efforts for these, an expert in testbench 
development was shown the informal functional specifications, and asked how 
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long it would take a competent engineer to develop a testbench for each component 
(without actually carrying out the verification). The expert has a good record of 
delivering to predicted timescales. The results were 

Component  Number of 
properties, 
flip-flops, LOC 

Person-
weeks’ effort 
for PSL spec 

Estimated 
effort to build 
testbench 

Input block 240, 570, 3000 13 16 

DMA 270, 1200, 
2500 

15 12 

Arbiter 227, 110, 4000 2 3 

PID filter 59, 290, 450 2 3 

SRAM 
interface 

52, 500, 1500 1 2 

Table �2.6-1: Effor t on components of Transpor t Front End. 

These results indicate that for the arbiter, PID filter and SRAM interface, 
reductions in effort of 30-50% are typical. These components are of moderate size, 
and the ways to organize their property specifications are well understood. For the 
larger components, the input block and the DMA, the advantage was less clear, and 
indeed the DMA specification took longer than development of a testbench. It is 
expected that, with more experience of property specification for larger blocks, the 
effort required to develop the specifications will decrease. 

2.7 Bus Protocol 

Design Characteristics 
Two system on chip bus protocols constitute the object of this case study, the ST 
proprietary one and the latest generation of the Amba standards, AXI. 

 

The ST proprietary protocol is a flexible and structured communication framework 
which comprises three incremental variants with differing performance and 
complexity cost. Type 1 is targeted at hardware components requiring simple, low 
complexity medium data rate communication with the rest of the system, 
supporting a limited range of operations. Type 2 supports all type 1 functionality as 
well as split transactions, compound operations and source labeling. It is targeted at 
devices which need high performance and pipelined operations. Type 3 is the 
highest performance and complexity variant which supplies in addition to type 2, 
the feature of shaped request / response packets and the ability to re-order 
outstanding operations. The transactions are exchanged through a single composite 
two-way request / response channel of which each path (either request or response) 
is governed by a handshake between dedicated control signals. The data conveyed 
by the transactions are structured according to various layers (cells, packets, 
chunks and messages). The protocol is fulfilled through two asymmetrical roles, 
initiator and target. Each type/role pair is characterized by a set of PSL GDL 
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properties that was developed prior to PROSYD and has been extensively used 
since then on every hardware component with a ST proprietary protocol interface, 
in order to prove the protocol compliance of the component RTL implementation, 
or monitor it in simulation. 

 

AXI has quite similar functionalities to the ST Bus type 3 but a different 
organization. Implemented through two asymmetrical roles, the slave and the 
master, the protocol enables addresses to be issued ahead of the actual data transfer 
and supports multiple outstanding transactions as well as out of order transaction 
completions. The transactions use an infrastructure made up of five independent 
channels each of which is devoted to read address, read data, write address, write 
data, write response, and each of which is ruled by a handshake between dedicated 
control signals. The transactions are bursts of fixed or variable length, for addresses 
either wrapping, incrementing or non-incrementing. Atomic operations using 
exclusive or locked accesses are also permitted for the transactions. 

Goals 
This case study aimed at refining our specification methodology of the hardware 
bus protocols at two levels:  

- functional by addressing the features that are the protocol use profiles and 
optional signals and that turned out to be important in the light of experience  

- infrastructural by formatting and organizing the property code in the most 
reusable and portable way, taking into account the tools context in terms of  PSL 
support  

Tools used 
PROSYD specification methodology (D1.1/1) and reuse methodology (D1.1/2) 
were applied to the bus protocols as much as it was permitted by their particular 
nature. The PROSYD Example handbook (D1.1/3) was also consulted as a 
supplement to the PSL LRM to ensure the correct use of distinguished PSL 
constructs.   

PSLText, the PROSYD textual property specification editing mode (D1.2/6), was 
used on all the PSL code related to this case study.   

The RAT property assurance capabilities (D1.2/4-5) were used for the property 
specification activity that involved the ST proprietary bus protocol. 

Work done 

STBus 

A set of properties capturing the protocol compliance requirements of each variant 
of the STBus interface was available before work on this case study started. The 
purpose of the case study was to improve the property set, in the following three 
ways. 

1. Several years of experience with our standard set of ST proprietary bus 
protocol properties attracted our notice to the fact that a significant 
proportion of the concerned designs were not referring to the ST 
proprietary type 3 in its totality but to a sub-profile of it. The standard set 
of properties had become too heavy for these particular designs and 
required to be adapted. According to the sub-profile, the targets actually 
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handle packets in order. This led us within the framework of this case 
study to enhance our existing set of properties, with an additional set of 
simplified properties used since then on the concerned designs. For targets 
that handle packets in order, the new property set is equivalent to the old. 

2. Our initial approach to optional signals consisted in disabling entirely the 
ST proprietary bus protocol properties in which they were involved, when 
the relevant interface did not contain them. Instead it would have been 
possible to handle a variable geometry set of properties with differing 
variants of each property involving optional signals. Within the framework 
of this case study, we refined our existing set of standard properties 
according to this finer approach. In the new set, the full version of each 
property contains all the relevant signals, even if they are optional. When 
the property is used for an interface where some of the optional signals are 
absent, they are replaced by fixed default values, resulting in a 
specialization of the property appropriate to the particular interface. 

3. The original specification did not make principled separations between 
properties about objects at different levels of hierarchy (cells, packets, 
chunks, messages). For example, a property about chunks was expressed in 
such a way that it had to be checked every time one of the signals in it was 
asserted, rather than only at the transitions between one packet in a chunk 
and the next. The properties were reformulated so that they could be 
organized into properties about cells; properties about packets; properties 
about chunks; and properties about messages. This is a generalization of 
the recommendations for interfaces in the methodology document 
(D1.1/1), where first properties about single signals are written, then 
properties about relationships between signals at the same interface. Here 
we have extended the approach so that we write properties first about 
single cells, then about relationships between cells in packets, etc. 

 

The fact that the new properties are equivalent to the old was proved using 
RAT. For more details, see section 3.2. 

 

PSLText (D1.2/6) was used to handle the code of the existing ST proprietary bus 
protocol properties and to write the properties added by the specification 
refinement.   

AXI 

The hundred pages ARM specification document of the AMBA AXI document 
was converted into a set of properties for ST internal use only, following our bus 
protocol specification methodology of which the main aspects are described 
through the details reported hereafter.  The protocol rules that can be inferred from 
the ARM specification text are of two types:  

�  mandatory   

�  optional  

Note that there is not always an explicit differentiation and the wording has to be 
examined carefully in order to find out the concerned category.  

 

The mandatory rules concern the basics of the protocol (cf. example 1) while the 
optional ones often refer to performance considerations (cf. example 2). Note that 
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even if the statements that are related to implementation choices (cf. example 3) 
can be easily translatable into properties, they do not constitute actual rules and 
were not addressed as part of our set of developed properties. 

 

Example 1 “AWVALID  must remain asserted until the slave accepts the address 
and control information and asserts the AWREADY signal”  

 

ASSERT  

    al ways { AWVALI D && ! AWREADY}  | => { AWVALI D}  

 

Example 2 “The recommended default value for AWREADY is high”  

 

ASSERT  

    al ways { t r ue}  | => { t r ue[ * ] ; AWREADY} !  

 

Example 3 "It is also acceptable [for the slave] to assert READY by default prior to 
the assertion of VALID".   (As stated above, this is an example where there is no 
corresponding property.) 

 

Beyond the distinction between the roles of master and slave, the properties were 
organized according to two guidelines:  

�  a bottom up approach starting with the rules that refer to the lowest 
abstraction level (handshakes, stability of control signals)  up to the highest 
(transaction well-formedness), similar to that adopted in the third of the 
improvements to the STBus property set described above 

�  specification of each property together with the minimal set of assumptions 
which it required    

 

PSLText (D1.2/6) was used to write the code of the properties developed for the 
AXI protocol and then to handle it.  

 

The property set which describes a bus protocol is by essence a strongly reusable 
object. The major concerned kinds of reuse from the reuse methodology document 
[5], D1.1/2, are:  

�  Reuse between designs, in various system on chips (SOC)  

�  Reuse between designs, on several hardware components of a given SOC 
(models of the same abstraction level e.g. RTL) 

�  Reuse at differing abstraction levels (RTL, SystemC) and for combinations 
of them  (co-simulation of platforms with RTL models together with 
SystemC models)  

 

Coupled with the reusability, comes the parameterized nature of a bus protocol 
property set. Examples of parameters are the data and address bus sizes.  PSL 
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mainly has very few specific features to handle parameterized code, named 
properties and sequences. These features are clearly insufficient for the bus 
protocol context which needs parameterized vprops, vmodes and vunits.  We took 
the opportunity of this case study to submit a request for this language extension to 
the IEEE-1850 standardization committee.    

 

This reusability requirement imposes for the property code to be as much portable 
as possible.  

The portability refers to a defined set of tools. We considered as a reference set of 
tools, not only the specification and verification PROSYD ones concerned by this 
case study but also the functional verification ones used in our organization flow. 
As the Verilog flavour of PSL is the common denominator of all the tools in 
question, our AXI property set was specified using that flavour. Also to get the 
most portable property code, we used as much as possible the SERE coding style 
with a minimum of modeling layer. A feature which is difficult, not to say 
impossible, to handle without modeling layer is tracking outstanding items, as 
shown by the following property example.  

 

  r eg i n_bur st ;  

  r eg[ 4: 0]  out st andi ng_awval i ds;  

  

  wi r e wdat a_ack;  

  wi r e f i r st _wval i d;  

 

  assi gn wdat a_ack = WVALI D && WREADY && ( WI D == 
` I D_VALUE) ;  

 

  al ways @( negedge ARESETn or  posedge ACLK)  

  begi n 

    i f  ( ! ARESETn)   / /  r eset  

      i n_bur st  = 1' b0;  

    el se i f  ( wdat a_ack)  

      i n_bur st  = ! WLAST;    

  end 

 

  assi gn f i r st _wval i d = ! i n_bur st  && wdat a_ack;  

 

  al ways @( negedge ARESETn or  posedge ACLK)  

  begi n 

    i f  ( ! ARESETn)   / /  r eset  

      out st andi ng_awval i ds = 0;  

    el se i f  ( f i r st _wval i d && ! ( AWVALI D && AWREADY)  && 
( out st andi ng_awval i ds < 10) )  
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      out st andi ng_awval i ds = out st andi ng_awval i ds + 1;  

    el se i f  ( ! f i r st _wval i d && ( AWVALI D && AWREADY)  && 
( out st andi ng_awval i ds > 0) )  

     out st andi ng_awval i ds = out st andi ng_awval i ds -  1;  

  end 

 

  ASSERT 

    al ways { out st andi ng_awval i ds > 0}  | - > 

           { ! AWVALI D[ * ] ;  AWVALI D} ! ;  

 

As the majority of our reference tools and especially Rulebase among the 
PROSYD tools were supporting embedded PSL, it was possible to meet our 
parameterized requirement by embedding our set of PSL properties into a Verilog 
read-only module as shown by the simplified AXI example hereafter. This 
permitted us to benefit from all the Verilog facilities in that area and palliate the 
related PSL insufficiency for the time being. To be verified, a read-only Verilog 
module can be instantiated either in a PSL file within a vunit if it is supported by  
the tool used, or in an HDL file.  

 

modul e axi _mast er _ext r act  ( ARESETn,  CLK,  WVALI D,  
WREADY,  WDATA) ;  

 

par amet er  wdat a_bus_si ze = 31;  

  

i nput  ARESETn;  

i nput  CLK;  

i nput  WVALI D;  

i nput     WREADY;  

i nput  [ 0: wdat a_bus_si ze]  WDATA;  

 

/ /  psl  def aul t  c l ock = ( posedge CLK) ;  

/ /   

/ /  " Recommended :  WDATA i s st abl e wi t h WVALI D"  

/ /   psl    ASSERT  

/ /   psl       al ways { WVALI D && ! WREADY}  | => 

/ /   psl               { WDATA == pr ev( WDATA) } ;  

endmodul e 

Results  
On the one hand, the number of properties to cover the ST proprietary bus protocol 
was expanded up to 249 following the specification improvements above. On the 
other hand, a set of 144 properties were coded to specify the AXI protocol.   
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The accuracy and completeness of the properties were confirmed by review by 
experts and designers using the protocol, and in the case of STBus, by the chief 
architect responsible for the protocol. 

R& D value 
The added value of this case study is twofold. It provides a formalization of a 
specification methodology refined and proven to be effective by its application to 
two complex bus protocols widely used in SOCs.  It also supplies a flexible 
infrastructure for the verification of a bus protocol property set in a demanding 
hardware design flow.    

Productivity enhancement 
A total of 4 person months (of which 3 were outside and prior to PROSYD) was 
needed to get a complete property specification of the ST proprietary bus protocol 
while it took only 2.5 person months to cover AXI solely within the framework of 
PROSYD.  Given that the complexity of the two protocols is comparable, as well 
as their as the density and clarity of their specification documents, the difference 
between the amounts of time needed, and the productivity enhancement observed 
with AXI, can be explained by the experience built on the ST proprietary bus 
protocol. This confirms that the availability of a precise enough and focused 
methodology to follow is determining for the quality and efficiency of the 
specification process execution. 

2.8 Memory Interface 

Design Characteristics 
The IP aims at being able to interface with a range of non volatile memory (NVM ) 
interface standards e.g. nand flash, compact flash, smart media card, ...  The IP  
carries out the data transfers between the ST proprietary bus and any of these  
external memory cards,  performing the appropriate formatting of  the data.  
Various operating modes are also permitted for the data transfers. In order to 
support the corresponding configurations, the IP is organized around a 32 bits 
RISC CPU through which through a bunch of registers controls the HW in charge 
of the actual data transfer and formatting job. This mixed architecture is 
representative of a wide range of IPs given the growing complexity and integration 
of design features.  

The non CPU HW components are:  

-  a general purpose set of IOs which allows one to configure each IP depending on 
the NVM interface standard and the transfer stage  

-  a generic parallel interface which provides the communication facilities for the 
direct interactions with the external memory cards  

-  two different interface blocks with the ST proprietary bus  

�  one dedicated to the transactions to  program the CPU registers (type 1)  

�  another one to the data transfer transactions (type 3)  

- a buffer used to store  the data exchanged with the external memory card during 
the transfer to face the latency / bandwidth difference with the bus 
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Figure �2.8-1: Memory Inter face macro-block diagram. 

In order to be used with any NVM card, the IP has to be previously configured.  An 
important part of this configuration stage consists in an appropriate SW being 
loaded in the CPU program memory through the bus interface and the buffer.  A 
data transfer can then be initiated by a command from the host (through the 
programming of dedicated CPU control registers) and the code corresponding to a 
command in question can be run with the following effects. The peripherals are 
controlled to set up appropriate IOs, the command is reformatted / sent to the card 
and the data transferred through the memory interface from the host to the external 
memory card or from the card to the host.  

 

The whole IP distribution contains 80K lines of code which represents 7319 flip-
fops and 231547 gates according to Rulebase Parallel Edition if we exclude all 
embedded memories and register files. The top level module has 276 inputs 
including 2 clocks, one governing the sole bus interface type 1 and the other 
cadencing all the rest of the IP.  

Goals 
This case study first aims at assessing on an actual living IP development project 
the PROSYD specification methodology as described by deliverable D1.1/1 [4] 
and the specification tools. Secondly, the case study aims at identifying hardware 
component patterns commonly used in designs and proposing a standard property 
organization for them.  

Tools used 
The PROSYD specification methodology D1.1/1 and reuse methodology D1.1/2 
served as guidance to conduct the property specification of this case study. They 
were regularly consulted during all the specification process as well as the 
PROSYD Example handbook D1.1/3.  
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The PROSYD textual property specification editing mode, D1.2/6, was used on all 
the PSL code related to this case study.   

The RAT property simulation capabilities, D1.2/4-5, served to validate 
distinguished properties of the buffer component. Some use of the RAT property 
assurance was also envisaged on properties covering the pass-through 
functionality. 

Work done  
The PROSYD work on this case study was performed as a part of the whole 
memory interface development project within our organization. We undertook the 
activity in tight cooperation with the designers and architects who were not only 
exposed to the property-based approach but actually directly involved in running 
that approach to some extent.  The purpose of this IP development project was to 
enhance the existing version of the IP in two related areas: 

- moving to a communication schema with the host made through the ST 
proprietary bus 

- extending the usability of the parallel interface operating modes accordingly  

Hence it was agreed with the project team that the property based approach 
contribution will concern all the HW components involved in the new architecture 
the ones that changed (parallel interface) and the new ones (buffer and the two bus 
interfaces). These components actually constitute the original part of the IP as the 
CPU and the IOs are themselves generic IP that have an existence beyond the 
memory interface and were designed and verified as separate projects. 

Within this particular context, the properties to cover the distinguished components 
were specified and coded as long as the functional specification refinement was 
progressing, directly feeding it. Note that this project context is widely spread, as 
the majority of IP projects now concern enhancements / evolutions, with a 
significant part of the design being reused from existing components. 

The functional specification of each considered hardware components was 
converted into a series of comprehensive PSL properties following the framework 
of the PROSYD specification methodology D1.1/1 [4], starting with the capture of 
the external specification and then moving to the internal specification. The 
directives of the reuse methodology D1.1/2 [5] were followed to code the reused 
properties of which the relative proportion was quite significant.  

Each set of developed properties was ensured to be complete with respect to the 
concerned hardware component by peer reviews as well as architects and designers 
reviews.   

Hereafter a functional overview of each treated hardware component is given, 
together with samples of each type of property involved in its specification.                    

Bus interfaces  

Type 1 conveys read and write transactions from the bus to the CPU registers. It 
sends back an error response to each request for non supported types of 
transactions. It services all supported types of transactions requests in a determined 
time schedule.  

Type 3 conveys read and write transactions from the bus to the buffer. It sends 
back an error response to each request for non supported types of transactions. 
When servicing each request for  supported types of transactions requests,  it waits 
for the buffer to meet  appropriate conditions (availability of spare place  in the 
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buffer in case of write or  availability of data in the buffer in case of read )  to 
respond and complete the transaction.  

The ST proprietary bus interfaces are described by a pre-defined standard set of 
properties (built several years ago but regularly updated according to specification 
changes) which captures the complete property specification of the ST protocol. 
These properties are used and checked on each IP with an ST bus interface.  

While the non ST proprietary bus interfaces were described by ad-hoc properties 
within the external specification of the bus interface blocks, the ST proprietary bus 
interfaces just referred to the standard properties, bound with the actual design port 
names as shown by the following example.  

vpr op no_gr ant _r et r act i on {  

 ASSERT 

al ways ( t 3_t ar get _gnt  && ! t 3_t ar get _r eq - > next  
( t 3_t ar get _gnt ) ) ;   

}  

Buffer   

It has four channels (two for the CPU, one for the type 3 bus interface, one for the 
parallel interface, CPU) and two RAM banks. Only one channel is active at a given 
time, writing or reading.  Access to the banks is exclusive in write and read but 
while a bank is read the other can be written. 

The buffer has two operating modes, one current mode and another one dedicated 
to the SW load stage. In the latter mode, firmware code and data which are treated 
separately are first written by the bus into the RAMs and then the RAMs are read 
by the program RAM interface CPU channel. The used RAM bank and address are 
determined by the relative position of the write with respect to the beginning of the 
SW load stage.  

In the current mode (post SW load), the CPU programs dedicated registers of the 
buffer, fixing which RAM bank can be accessed in read and write modes. Then 
either the type 3 bus interface or the parallel interface can read or write the 
dedicated RAM bank accordingly.  

As part of the external specification, the interface signals that control the register 
programming are governed by the three following  properties of which code was 
reused for other considered components  than the buffer.  

vpr op 
r ead_f r om_cont r ol _r egi st er _r et ur n_l ast _wr i t t en_val ue_or
_r eset  val ue {  

r eg [ 31: 0]  l ast _wr i t t en_val ue;   

al ways @( posedge cl k or  negedge r st _n)  begi n 

   i f  ( ! r st _n)   

     l ast _wr i t t en_val ue     <= 31' h0;  

 el se  

   i f  ( ( per i ph_r eg_add[ 31. . 2]  == ‘ ADDR_DBCR)  &&                                                                           
per i ph_r eg_wr )  

         l ast _wr i t t en_val ue <= per i ph_r eg_dat a_wr ;  

end 
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ASSERT 

al ways ( ( per i ph_r eg_add[ 31: 2]  == ‘ ADDR_DBCR)  && 

per i ph_r eg_dat a_r d)  

- >( per i ph_r eg_dat a_r d_buf f er ( 31: 0)  

== l ast _wr i t t en_val ue[ 31: 0] ) ) ;  

}  

vpr op 
wr i t es_t o_cont r ol _r egi st er _r esul t _i n_ad_hoc_si gnal s_hav
i ng_val ues {  

ASSERT 

f or al l  d[ 31: 0]  bool ean :  

al ways ( ( per i ph_r eg__add[ 31: 2]  == ‘ ADDR_DBCR)  && 
per i ph_r eg_wr  && ( per i ph_r eg_dat a_wr [ 31: 0]  == 
d[ 31: 0] ) )  - > next ( dbcr [ 31: 0]  == d[ 31: 0] ) ) ;  

}  

vpr op ef f ect _of  pr ogr ammi ng_val ue_i s_as_expect ed {  

ASSERT 

al ways ( ( ( per i ph_r eg__add[ 31: 2]  == ‘ ADDR_DBCR)  &&  

per i ph_r eg_wr  && per i ph_r eg_dat a_wr [ 8] )  - > next   

( ! buf _r am_1_we_n unt i l  ( ( per i ph_r eg__add[ 31: 2]  ==  

‘ ADDR_DBCR)  && per i ph_r eg_wr  &&  

! per i ph_r eg_dat a_wr [ 8] ) ) ;  

}  

Slightly different properties were expressed under a viewpoint internal to the 
design, involving actual register signals. 

vpr op ef f ect _of  pr ogr ammed_val ue_i s_as_expect ed {  

ASSERT 

al ways ( dbcr ( 8)  - > ! buf _r am_1_we_n) ;   

}  

Always as part of the internal specification, similar properties were written   
involving internal signals to cover the correct update of status registers.  

Distinguished properties from both the buffer external specification and its internal 
specification were validated independently of the RTL design model, using the 
RAT property simulation D1.2/4-5. 

Parallel interface 

The parallel interface works in two exclusive modes input (resp. output), it sends 
(resp. reads) data on I/O ports, it generates write (resp. read) enable or clocks 
signals on the dedicated I/Os.  The same infrastructure based on a bunch of 
registers, a FIFO and two communication buffers is shared by two operating 
modes.  
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The data flow between the CPU-buffer combo and the external card can be split 
into two main stages, one between the CPU-buffer combo and the FIFO and 
another one between the FIFO and the card. 

Towards the external card, the data move from the FIFO to the communication 
buffers that are used alternatively.  The FIFO content is transferred to one 
communication buffer as soon as it is full or contains the last piece of data to be 
transferred. The same rule applies from the data transfer in the reverse direction for  
the read data from the external card.  

There are two exclusive datapaths between the CPU-buffer combo and the FIFO: 

�  non vectorial  

in output mode, data are taken from the buffer by the SW plugin, written to 
dedicated registers of the parallel interface before feeding the FIFO under the 
SW plugin control. Data follow the same path in the reverse direction for input 
mode.  

�  vectorial  

data are moved between the FIFO and the buffer  in a single operation without 
intermediary  

The datapath to be used is enabled by programming a specific register. 

The vectorial datapath can be ruled according to 2 different modes: 

�  manual 

the vectorial transfer is controlled by the CPU using specific registers of the 
parallel interface 

�  automatic 

the vectorial transfer is carried out by the hardware  

The vectorial datapath mode is selected by programming a specific register.  

The range of all the parallel interface operating modes and the relative part taken 
by the CPU in their control required various combinations of environment 
assumptions to capture the corresponding SW behaviors. Most of these 
assumptions correspond to the rules according to which the parallel interface 
registers can be used by the SW (the legal sequences of control registers 
programming and status registers examinations). An example of these assumptions 
is: 

vmode no_new_st ar t _bef or e_pr evi ous_end_of _communi cat i on 
{  

ASSUME  

never  { PCR1( 15) ;  ! PI SR( 2) [ * ] ;  PCR1( 15) } ;   

}  

In comparison with the actual properties, twice as much effort was needed to 
formulate these assumptions, as the concerned rules were partially documented in 
the functional specification document.  

The typical high level functional properties from the external specification 
covering the pass-through behavior, were first captured through a model based 
property framework. The modeling layer implements a score board, here a 2 
dimension memory array which keeps a copy of each data put on the input side and 
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uses it as a basis for a comparison at output side. This framework is presented 
hereafter for the non vectorial input mode. 

vpr op i nput _mode_non_vect or i al _t r ansf er  {  

wi r e   i n;  
wi r e   out ;  

wi r e  [ 15: 0]   dat a_out ;  
wi r e  [ 15: 0]   dat a_i n;   
r eg  [ 15: 0]   pt r _i n;  

r eg  [ 15: 0]   pt r _out ;  

r eg  [ 15: 0]   memor y[ 0: 11] ;  

assi gn i n = per i ph_r eg_wr  && ( per i ph_r eg_addr  == 
ADR_PFDR) ;  

assi gn out  = af o_ct r l  ;  

assi gn dat a_i n = bus_s;  

assi gn dat a_out  = af o_dat a;  

al ways @( posedge cl k or  negedge r st _n)  begi n 

   i f  ( ! r st _n)  begi n 

      f or  ( i  = 0;  i  < 12;  i  = i +1)   

        memor y[ i ]  <= 0;  

      pt r _i n <= 0;  

     pt r _out  <= 0;  

  end 

  el se begi n  

     i f  ( i n)  begi n   

            memor y[ pt r _i n]  <= dat a_i n( 15: 0) ;  

               pt r _i n <= pt r _i n +1 % 12;   

          end   

     i f  ( out )                                            
    pt r _out  <= pt r _out  +1 % 12;  

end 

end 

ASSERT  

al ways ( out  - >( dat a_out [ 15: 0]  == memor y[ pt r _out ] ) ) ;  

}  

An alternative property framework was developed, based on a high level view of 
the functionality without any implementation consideration. The code of these 
properties is presented hereafter using distinguished data pattern data_0, data_1 for 
the sake of clarity.  

 

vpr op any_i nput _dat a_i s event ual l y_out put  {  

ASSERT   



44 ����  The case studies 

al ways ( ( i n && dat a_i n == dat a_0)  - > ( event ual l y!  out    

&& ( dat a_out  == dat a_0) ) )  

}  

 

vpr op any_out put _dat a_has_been_pr evi ousl y_i nput  {  

r eg [ 7: 0]  out st andi ng_0 = 0;  

assi gn  i ncr ement  = ( i n && ! out ) ;  
assi gn  decr ement  = ( ! i n && out ) ;  
al ways @( posedge cl k  or  negedge r st _n)  begi n  
    i f  ( ! r st _n)  
     out st andi ng_0 <= 8' d0;  
    el se 
    begi n 
     i f  ( ( i ncr ement  && dat a_i n == dat a_0 &  
( out st andi ng_0 < 15) )  
      out st andi ng_0 <= out st andi ng_0 + 8' d1;   
     el se  

i f  ( decr ement  &&  dat a_out  == dat a_0 && 
( out st andi ng_0 >  0) )   
  out st andi ng_0 <= out st andi ng_0 -  8' d1;  

end 

end 

ASSERT  

al ways ( ( out  && dat a_out  == dat a_0)  - > 
( out st andi ng_0 >  0) ) ;   

}  

 

vpr op or der _i s_pr eser ved_f r om_i nput _t o_out put   {  

r eg [ 7: 0]  out st andi ng_1 = 0;  

r eg [ 7: 0]  out st andi ng_0 = 0;  

assi gn  i ncr ement  = ( i n && ! out ) ;  
assi gn  decr ement  = ( ! i n && out ) ;  
al ways @( posedge cl k or  negedge r st _n)  begi n  
    i f  ( ! r st _n)  
    out st andi ng_0 <= 8' d0;  
    el se 
    begi n 
     i f  ( ( i ncr ement  && ( dat a_i n == dat a_0)  && 
( out st andi ng_0 < 15) )  
      out st andi ng_0 <= out st andi ng_0 + 8' d1;   
     el se  

i f  ( decr ement  &&  ( dat a_out  == dat a_0)  && 
( out st andi ng_0 >  0) )   
  out st andi ng_0 <= out st andi ng_0 -  8' d1;  

end 
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end 
al ways @( posedge cl k or  nedege r st _n)  begi n  
    i f  ( ! r st _n)  
    out st andi ng_1 <= 8' d0;  
    el se 
     begi n 
     i f  ( ( i ncr ement  && ( dat a_i n == dat a_1)  && 
( out st andi ng_1 < 15)  )  
      out st andi ng_1 <= out st andi ng_1 + 8' d1;   
     el se  

i f  ( decr ement  &&  ( dat a_out  == dat a_1)  && 
( out st andi ng_1 >  0) )   
   out st andi ng_1 <= out st andi ng_1 -  8' d1;  

      end 
end 

r eg  any_occur r ence = 0;  
al ways @( posedge cl k or  negedge r st _n)  begi n  
    i f  ( ! r st _n)  
    any_occur r ence <= 8' d0;  
    el se  

       i f  ( ! any_occur ence)  
      any_occur ence <= nondet ( 0, 1) ;   

end 

 
endpoi nt  consumi ng_0_sequence( const  n, m)  : = { ( i n && 
! out   && ( dat a_i n == dat a_0)  && r ose( any_occur ence)  & 
( out st andi ng_0 == n)  && ( out st andi ng_1 == m) ;   ( out  && 
dat a_out  == dat a_0) [ - >n+1] } ;   

 

endpoi nt  consumi ng_1_sequence( const  n, m)  : = { ( i n && 
! out  && ( dat a_i n == dat a_0)  &&  r ose( any_occur ence)  && 
( out st andi ng_0 == n)  && ( out st andi ng_1 == m)   ; ( out  && 
dat a_out  == dat a_1) [ - >m] } ;   

 
%f or  x i n 0. . 12 do 

%f or  y i n 1. . 12 do 

%i f  ( x+y < 12)  %t hen 

ASSERT ( consumi ng_1_sequence( x, y)  bef or e 
consumi ng_0_sequence( x, y) ) ;  

%end 

%end 

%end 
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The two property frameworks which describe the pass-through functionality, were 
related to each other using the RAT property assurance capabilities D1.2/4-5. 

Note that the pass through properties were not only specified as part of the external 
specification of the parallel interface but also as part of its internal specification for 
its sub-blocks such as the communication buffers, the FIFO. 

The dual characteristic of the pass-through functionality is the memorization 
capacity. Usually output interface signals convey related status information such as 
empty, full, outstanding_items_number. In that case a property quantifying the 
capacity from the specification or the implementation report can be checked on the 
design. This was typically the case for its internal FIFO but not for the parallel 
interface. As high level overflow and underflows of the parallel interface were 
managed by the SW (which had to retrieve related information by reading status 
registers) the capacity considerations were taken into account by environment 
assumptions.  

Results 
For each considered HW component, an external specification was systematically 
developed with all the aspects taken into account i.e. interfaces, register use and 
high level functionalities including performance requirements. As for the internal 
specification, the approach consisted to consider the sole items that can be 
apprehended from the functional specification documents, actually mentioned in 
them. The concerned items were the internal storage data structures such as FIFO, 
buffer and register.  

 
 
 
 
 
 

Table �2.8-1: Proper ties distr ibution over  the HW components. 

 

The property specification process uncovered one inconsistency in the functional 
specification i.e. an incorrect reset state of a status register. In addition many issues 
were found concerning the usage by the SW of the parallel interface registers. From 
the functional specification content, it was not possible to infer the underlying rules 
because of lack of related information. And a total of eight omissions were 
identified in that area, and addressed through assumption properties, refined and / or 
confirmed only at the verification stage. 

R&D Value 
This specification case study permitted to develop a common set of properties for 
both the registers and the pass-through functionalities. Used on at least two of the 
considered HW components, these properties have been proven to be widely 
reusable. 

 

Another methodological outcome is the promotion of the properties as the most 
convenient means to document a feature often insufficiently made explicit in the 
design functional specifications, the registers usage rules by the SW, although they 
concern the critical area of the boundary between HW and SW.  

 number of properties  LOC 
bus interface type 1  8 284 
bus interface type 3  31 809 
Buffer 37 664 
Parallel interface 66 1772 
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Productivity enhancements 

The property specification effort spent on each considered HW component was:  

�  bus interface type 1 : 0.4 m.wk  

�  bus interface type 3 : 0.4 m.wk 

�  buffer : 1 m.wk 

�  parallel interface : 5 m.wk 

For comparison, an estimation was done with the designer about the comparable 
stage within a Specman testbench based approach. Specman Elite® is a tool to 
support the development of verification environments which provide high-quality 
testing of a design, including corner-case features, giving the closest possible 
comparison with the quality of a formal specification. This estimation led to very 
similar time amounts. Therefore it was not possible from this case study to observe 
a productivity distance between the PSL property based approach and the testbench 
based approach by considering the sole specification stage.  Even in the case of the 
bus interface blocks, the contexts of the property specification and the Specman 
testbench setup were similarly based on reuse of the ST proprietary bus PSL 
property library on the one hand and a Specman eVc of the ST proprietary bus 
protocol on the other hand.  

2.9 Memory Controller (MPMC) 

Introduction: The SPEAr Platform 
The Structured Processor Enhanced Architecture (SPEAr) System-on-Chip 
represents a family of devices that ST proposes, offering the combination of a 
powerful digital engine with the possibility to design special user functions in a 
fraction of the time and with significantly lower investment than those that would 
be needed if an Application-Specific Integrated Circuit had to be designed for the 
purpose. 

 

During the second year of PROSYD a new version of the SPEAr platform started 
to be designed, and requests for verification of some of its portions were submitted 
to our group; for their characteristics we specifically chose two blocks as case 
studies: The Multi Port Memory Controller (i.e. the case study presented in the 
current section) and the Advanced Microcontroller Bus Architecture (AMBA) [14] 
interconnect (cf. Section �2.11) (#1 and #3 regions, respectively, of Figure �2.9-1) 
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Figure �2.9-1: A rough representation of the new SPEAr platform. 

Design Characteristics 
The MultiPort Memory Controller (MPMC) is the part of the new release of the 
SPEAr platform that manages memory access requests by 7 different AMBA High 
performance Bus (AHB) masters, directed to a pool of Double Data Rate (DDR) 
[12,13] memory banks. To optimize access time, depending on the assigned 
priorities, access requests are reordered when inserted in the request First In First 
Out (FIFO) queue and can also suspend ongoing operations. 

 

The MPMC is a highly configurable block, with 100 user-addressable registers 
mapping 254 parameters related to 112 different aspects of the functioning of the 
MPMC.  
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Figure �2.9-2: The MultiPor t Memory Controller . 

The MPMC RTL model is composed of 270 Verilog files, for a total of 59655 
LOC, that translates into 5618 FF. 

 

Although not novel as a kind of component, the MPMC represents both a 
specification and a verification challenge for essentially four aspects: 
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�  The number of parameters available at the user’s disposal is extremely 
high. 

�  The user-controllable request reordering mechanism 

�  The number of Masters in relation with the adopted functioning mode (the 
AHB is usually utilized exploiting its pipeline modality). 

�  Access on each AHB port can be asynchronous. 

Goals 
The main goals of the specification side of this case study are 

�  Identification of conditions involving parameters to be respected by a good 
configuration (configuration validation) 

�  Completion of the definition of a set of properties of AHB protocol 
compliance on Master side 

�  Definition of a set of properties for DDR protocol compliance on Slave 
side. 

Tools used 
Some of the goals were known from the beginning not to be affordable by model 
checking (e.g. memory data persistence, that is part of the verification side of this 
case study), hence the conception and the verification were addressed from the 
early stages with simulation in mind, aiming at a comparison with static techniques 
wherever possible. RAT (D1.2/4-5) has been tried for DDR property coding, as 
well as the PSLText tool (D1.2/6).  PSLText has been extremely useful, especially 
combined with EMACS dynamic completion mode, for reducing compilation 
turnarounds due to lexical and syntax errors.  Though somehow useful in the very 
early stages of DDR property design, when buses were not taken into account and 
sequences were abstracted into single communication tokens, current (v.1.1.0) 
RAT PSL support limitations have prevented its usage in subsequent writing 
stages, for which we shifted to a more traditional specification procedure, relying 
on PSLText support. The same language limitations and RAT lack of support for 
direct textual reading has as a matter of fact nullified the applicability of the tool to 
the set of AHB properties already written. 

D1.1/1, D1.1/2, and D1.1/3 where aptly taken into account during property 
identification and coding. 

Work done  
The Specification activities have concerned the translation of part of the written 
specs, mainly pertaining to register configuration checking and DDR protocol 
compliance as fresh activities, and the integration of the property set at AHB 
protocol compliance, and were made taking into account recommendation from the 
document “Property-Driven Specification of VLSI Design”  [4], D1.1/1. 

 

The properties involving registers are pretty simple and were basically related to 
two categories: 

1. Non negative valid address ranges 

asser t  al ways (  
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  For al l  por t  i n { 0: 6} :  

  For al l  zone i n { 0: 1} :  

  ahb_st ar t i ng_addr ess( por t , zone)   

  < ahb_endi ng_addr ess( por t , zone) ) ;  

2. Error emission when forbidden operations are tried 

asser t  al ways (  

 For al l  por t  i n { 0: 6} :  

 For al l  zone i n { 0: 1} :  

 ahb_r ange_t ype( por t , zone) ! =al l owed( cur r ent _op)  

 - > ahb_er r or ( por t ) ) ;  

Properties of the first kind were expressed just by means of Boolean operators, 
whereas properties of the second kind required temporal operators hidden in the 
ahb_er r or ( . )  property, as the error detection and the error notification are 
not simultaneous.  

 

With reference to the document “Reuse-Aware Property Specification”[5], D1.1/2, 
as register content are not instantaneously accessible from the primary MPMC 
interface (a read operation would be needed, at the right address, for each register 
access), to allow reuse of the same properties in simulation and formal verification 
a direct access to the memory elements storing the register value has been put in 
place, exploiting the fact that Verilog supports hierarchical information access 
natively. 

 

The coding and reviewing of the properties on the Configuration has taken two 
weeks of coding on the first specs and two other weeks on the new version of the 
specs, for a total of 4 weeks. 

 

Properties on the DDR side were meant to check protocol implementation; that 
meant to check that for all the 9 (15) possible DDR (DDR2) actions, the outputs 
driving is consistent with the FSM representing the specs, i.e. Figure 7 of [12]  
(Figure 6 of [13]). To ease the writing of properties all commands have been 
represented as sequences, so that it is possible to express the diagram contents 
almost in the same terms used to represent them graphically. 

Results 
A total of 288 properties were written, of which 148 are assertions and the 
remaining 140 assumptions; the style is quite mixed, as the property set features 
both implication, sequence implication, assume-guarantee, and modeling.  
Actually, with respect to the full functionality of the MPMC the number of 
properties is extremely low; this is mainly due to two aspects: 

1. Properties identified were focused on the verification plan, as reported in 
the verification case studies joint report (D3.4/1) 

2. Around a half of the configuration parameters of the MPMC are related to 
timing and power driving. 
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This has a straight consequence in terms of  how much  the set of properties 
“covers”  the component’s behavior:  the property set is far from complete; 
nonetheless, review of the set of properties together with the designer interested in 
using the component confirmed full compliance with respect to the AHB and 
DDR/DDR2 functional configuration. 

No bug was found during the specification process. 

R&D Value 
As the MPMC is intended to be highly reused, and a set of configuration could be 
tried on the fly, the set of properties on the configuration checking will be adopted 
for configuration validation; DDR interface was not in the set of already ST-I 
internally developed components, and so its availability will be key in next project 
featuring the same kind of interface. 

Productivity enhancements 
From the productivity standpoint, as in specification activities model checking time 
is almost negligible, the advantage given by the adoption of  the PSLText tool is to 
be considered extremely high: we feel almost impossible to  precisely estimate the 
productivity enhancement with respect to other projects, knowing that the property 
set of this case study comprises different styles, and that it took 1pm (i.e. around 
4.4 weeks)  to be completed, and that in the past, without using PSLText it took us 
around 6 weeks to complete a similar (in size) amount of properties, the best 
estimation we can make is of a gain around 26%, knowing, though it could be quite 
a rough estimation. 

2.10 Bridge 
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Figure �2.10-1: The protocol adaptor  from AHB to STBus wor lds 

Design Characteristics 
The bridge is a protocol translator from the AHB  to STBus Type 2. Its main 
objectives are:  

�  To correctly handle all the different kind of AHB requests (INCR, WRAP) 
by translating them into a corresponding STBus format. 
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�  To adapt data format from AHB to STBusT2 (Requests) and from 
STBusT2 to AHB (Responses). 

�  To handle the split communication of the STBus 

The bridge connects one AHB master port to one STBus T2 Initiator port and one 
STBus T2 Target Port. 
 
The block description is composed by 9 Verilog files for a total of 4218 LOC, 
featuring 166 Inputs, 124 Outputs, 35601 RB-Gates (~14000 after reduction) and 
629 FF (~370 after reduction) 
 

The Bridge has been selected as a case study because, thanks to its relatively small 
size, we intended to use is as a test vehicle for the academic PROSYD tools. 

Goals 
Main objectives for this case study were:  

Protocol compliance (on both AHB and STBus sides). 

AHB-STBUS and STBUS-AHB Data integrity. 

Writing properties with static-static reusability in mind (cf. D1.1/2). 

Apply RAT to try to reduce the property set size. 

Tools used 
PSLText (D1.2/6) tool has been extensively used both in the original property 
writing and in the further properties adaptation to the different tool-oriented 
formats; some encouraging RAT (D1.2/4-5) experiments were made with a few 
properties written from scratch by using the input widgets that the tool offers. 

D1.1/1, D1.1/2, and D1.1/3 where aptly taken into account during property 
identification and coding. 

Work done  
Writing the set of properties was eased by the exploitation of work done on the 
case studies described in Sections �2.9 and �2.11, and by reusing information 
contained in Chapter 3 of D1.1/1, on AHB specification; data integrity properties 
have to be written from scratch although, as for the �2.9 case study, D1.1/3 has been 
used as a reference. Willing to fulfil the goal of writing properties portable between 
different static tools, due to significant differences between the supported writing 
styles (vunits inheritance), flavors (GDL), and verification terms (vmode), we 
started conceiving a meta-PSL intended to be usable as a coding format from 
which successively generate property files in a shape suited for the specific 
verification tool to be used. Due to the amount of extra work that this task was 
imposing on our activity we finally froze its development, giving up the goal of 
static-static reuse, manually adapting property sets. A trial on using RAT for 
testing whether it was possible to reduce the number of properties to be checked 
was scheduled: the basic intuition behind that being that moving one of the 
properties from the requirement set to the assertion set, previously emptied, in case 
the assertion was reported to pass it would have been possible to consider it 
redundant with respect to the properties still in the requirement set. Although of 
exponential complexity in the worst case, and totally dumb as a decision procedure, 
we intended to see whether it was practical to proceed in that way on small sets of 
properties, without having to call in a general purpose theorem-prover (with all the 
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necessary format adaptation that it would have anyway implied). Once again, 
absence of direct textual input, lack of support for bit arrays and difficulties in 
figuring out where syntax errors originated from -- due to the current excessive 
conciseness of  the parser diagnostic module-- after cut-and-paste manual 
operations, pushed us to give up, frustrated by the too many inconclusive attempts. 

Results 
In the end 5 assertions and 17 assumptions were written for the AHB protocol 
checking, 24 assertions, and 6 assumptions for the STBus protocol checking, and 
11 assertion and 3 assumption for the functional part, for a grand total of 1238 
specification LOC. Comprehensiveness of the property set was not checked and, 
reasonably, no bug were found during specification. 

R&D Value 
As AHB and STBus are quite common bus interfaces inside ST, the final set of 
properties will be reusable in various other contexts. Likely, we’ ll need to check 
whether the AHB properties, designed in a different style w.r.t. D1.1/1 Chapter 3. 
 

Productivity enhancements 
Also in this case the usage of PSLText tool has been extremely useful, with results 
in line with those reported at the end of Section �1 �2.9. 

2.11 AMBA infrastructure 
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Figure �2.11-1: The AMBA infrastructure of the SPEAr platform 

Design Characteristics 
The AMBA infrastructure is used for the connection of 

�  10 AHB masters 

�  27 AHB slaves 

�  18 APB slaves 
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With a programmable memory-mapped connection matrix and a programmable 
arbitration scheme (highest priority first, non preemptive, with a priority scaling for 
pending requests); the design features 17152 inputs, 4052 outputs, 9417 FF, 
497145 Gates, and 523714 nets. 
 

The most relevant aspect of this design is its size: the high number of masters and 
slaves has represented a challenge in terms of environment weight. From a strict 
specification point of view, though, this has not represented a specific challenge: an 
aspect that has requested us to call in the specification activities the usage of a 
macroprocessor (m4) has been the lack of support for vunit parametric 
instantiation. As an alternative solution we could have been using so called v-
comp, which are HDL components with embedded assumptions and assertions, but 
as a matter of fact such a solution currently prevents dynamic-static, and static-
static interoperability. 

Goals 
To verify memory mapping implementation, data integrity and arbitration, in 
presence of a quite high number of master-slave pairs. 
Note: protocol compliance, although originally scheduled, was finally escaped on 
this case study, due to implementation flow that guarantees protocol correct 
handling by construction (iterated instantiation of already known to be correct 
interface components). 

Tools used 
Due to the size of the problem, and its rather practical nature (it has been a pretty 
good example of reuse, requiring very little adjustments for design specific aspects 
on known protocol non conformities) no experiment involved the usage of RAT 
(D1.2/4-5); as for the other ST-I case studies PSLText (D1.2/6), has been usefully 
applied during coding stages. 

Work done 
The activity was performed according to the following steps: 

For memory mapping: 
- architect released memory mapping documentation; 
- a table have been extracted from specs; this has been processed by a  
script to instantiate multiple times (one for each master/slave pair) a  
set of properties, checking correctness of accesses to slaves, as well as  
data integrity. 
 

For arbitration scheme: 
- no specs were available; simulation has then been used to figure out the expected 
behaviour. A couple of properties have then been written to generalize the expected 
behaviour. 

  
Finally, such properties have been instantiated multiple times (one for  
each pair of masters) ready for verification. 

Results 
Memory mapping: 
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- 12 properties instantiated once for each "master/AHB slave" pair (150) 
- 5 properties instantiated once for each "master/APB slave" pair (98) 
- 1 property to verify error detection, instantiated once for each "master/unmapped 
area" pair (82) 
 
- 1 constraint instantiated 3 times (very sensitive slaves, needing specific 
constraint). 
 
Arbitration: 
 
- 3 properties instantiated once for each ICM master pair (45) 
- no constraints needed. 
 

A total of 386 LOC composes each master-slave pair check pair, with reiterated 
instantiation for all the relevant master-slave pairs. As the set of properties was 
focused just on Memory Mapping and Arbitration it was known to be far from 
being complete; nonetheless, it addressed the elements that were reported to be 
critical in customer’s opinion. Properties were written in the form of implication 
and forbidden sequences, and no bug was found during the specification process. 

R&D Value 
At specification level, the main outcome of this case study has been the property 
set describing the implemented mechanism, which have been added to the project 
documentation. 

Productivity enhancements 
As the amount of lines for each Master-Slave couple has not been that big, and the 
majority of them were written by a person using VIM as his editor of choice, the 
advantages coming from usage of PSLText has been less evident w.r.t. that of the 
other case studies; there is no reason, though, why results should have been 
different from those obtained on the Memory Controller and Bridge case study. 

2.12 SOC interconnection architecture 

Protocol Characteristics  
The WISHBONE System-on-Chip (SoC) Interconnect Architecture for Portable IP 
Cores [11] is a portable interface for use with semiconductor IP cores. Its purpose 
is to foster design reuse by alleviating system-on-a-chip integration problems. This 
is accomplished by creating a common, logical interface between IP cores. This 
improves the portability and reliability of the system, and results in faster time-to-
market for the end user. WISHBONE itself is not an IP core – it is a specification 
for creating IP cores.  

The Wishbone protocol specifies how different IP cores (which may be soft-, firm- 
or hard-cores) should be connected in order to accomplish standard data exchange 
between IP cores such as read/write cycles, block transfer cycle, and read-modify-
write cycle. The specification supports various IP core interconnection means, 
including: point-to-point, shared bus, crossbar switch and data flow 
interconnection.  

The purpose of the protocol is to work for any number and any of the above 
interconnection means of IP cores (that meets the defined requirements). The 
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challenge in specifying the Wishbone protocol is to provide a generic specification 
that can be applied in any of the infinite number of the allowed settings.  

Since Wishbone is a protocol (rather than a design) we will use different 
parameters to measure its size. The specification of Wishbone is phrased using 
Rules, Recommendations, Suggestions, Permissions, and Observations. We will 
use the number of these entities as well as the number of pages of the English 
specification as size measurement parameters.    

Number of pages of English Specification: 140 

Number Rules: 36 

Number Recommendations: 8 

Number Suggestions: 3 

Number Permissions: 30 

Number Observations: 25 

Goals 
The goals of this case study are twofold. The first goal is study the writing and 
debugging (using the tools listed in the next section) of a PSL specification for a 
protocol rather than a design. The second goal is to investigate the possibility and 
difficulties in writing a PSL specification in a generic way so that it can be 
practically applied to a protocol such as Wishbone which is aimed to work in an 
infinite number of environments. 

Tools used 
The following tools were used. 

PSLText – A textual proper ty-based requirement specification tool. 
PSLText [2] (D1.2/6) is a tool for editing of PSL code. The tool supports syntax 
colouring, automatic indentation, and one-click insertion of reference comments 
(for reference to the English specification). PSLText functions as a PSL language 
mode within XEmacs. 

RAT – A proper ty simulation and assurance tool 
RAT [3], [9] (D1.2/4-5) is a tool that supports property simulation and property 
assurance. Property simulation is a technique that allows one to explore the set of 
traces that is allowed by the property as well as the set of traces that is not allowed. 
Property Assurance is the activity of checking a set of requirements against given 
golden properties to gain a deeper confidence on the actual meaning of the 
specification. 

In addition, the methodology documents D1.1/1, D1.1/2 and D1.1/3 were used as a 
guide for the style of the complete specification as described below. 

Work done  

Complete Translation of Wishbone Specification into PSL 

The main purpose of choosing the Wishbone specification for this case study was 
the opportunity for wide dissemination that it offers.  First, Wishbone is in the 
public domain, therefore the full specification in PSL can be published.  Second, 
Wishbone is not just an academic exercise:  most recently Simply RISC, a team of 
engineers formerly with STMicroeletronics, has used Wishbone in the development 
of its S1 core, announced in September 2006 [10]. The complete PSL-annotation of 
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the Wishbone specification that follows the Prosyd specification methodology, 
D1.1/1 [4] and the reuse guidelines, D1.1/2 [5] is in [1].  

Organization of properties 

The top-level properties were organized according to the classic bus cycle. That is, 
a set of properties was written to each of the supported bus cycle (single read cycle, 
single write cycle, block read/write cycle, and read- modify-write cycle). In 
addition, a set of properties for the general operation was written.  

A top-level property for a classic bus cycle is concerned with some main aspect of 
a correct data transfer cycle between all participating masters and slaves. For each 
such aspect a property, taking as parameters the relevant signals of one master and 
one slave, was phrased assuming the master and slave are the only ones 
participating and assuming they are interconnected in a point-to-point fashion. The 
top-level property was then phrased using quantification over all masters and 
slaves of the property describing the point-to-point connection of one master and 
one slave. This modularity is enabled since (1) the Wishbone specification makes 
the point-to-point interconnection an abstraction of all other interconnection types 
and (2) the point-to-point property is phrased to pass vacuously in case the master 
and slave are not connected or the master did not request the given slave.  

For example, the following is a property describing the correct response protocol 
for a single read cycle or a single write cycle (following Rule 3.75, on page 47 of 
[11]) 

 
pr oper t y  
r ead_wr i t e_cycl e_sl ave_r esponse 
( bool ean mCYC_O, mSTB_O, sACK_I , sSTB_I )  = 
/ *   Si gnal s st ar t i ng wi t h m ar e MASTER si gnal s 
 Si gnal s st ar t i ng wi t h s ar e SLAVE si gnal s 
 Si gnal  m_CYC_O i ndi cat es st ar t  of  a cycl e 
 Si gnal  m_STB_O i ndi cat es st ar t  of  a phase 
 Si gnal  s_ACK_I  i ndi cat es acknowl edgment   
 Si gnal  s_STB_I  i ndi cat es i f  t he sl ave i s sel ect ed 
* /  
(   

/ *   A r ead/ wr i t e cycl e begi ns by t he mast er  
pr esent i ng val i d dat a on ADR_O and i ndi cat i ng i n 
SEL_O wher e i t  expect s dat a.  Toget her  wi t h t hi s t he 
mast er  asser t s CYC_O and STB_O.  
I n r esponse t he sel ect ed sl aves ( a sl ave i s 
sel ect ed i f  i t s STB_I  i s asser t ed)  shoul d asser t  
ACK_I  and t he si gnal s SEL_O and CYC_O shoul d be 
asser t ed unt i l  t hen ( t he sl ave i s al l owed t o i nser t  
wai t  cycl es i n bet ween)  

* /  
al ways { r ose( mCYC_O && mSTB_O) }   
  | => 
  { { ! sSTB_I }  |   

 { ( mCYC_O && mSTB_O) [ * ]  :  r ose( sACK_I ) }  
}  

&& 
/ *   sACK_I  may onl y be asser t ed i f  mCYC_O and mSTB_O 

ar e asser t ed 
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* /  
al ways { sACK_I }   
  | - > 
  { ( mCYC_O && mSTB_O) }  
&& 
/ *   i n r esponse t o t he asser t i on of  sACK_I  t he mast er  

shoul d negat e mSTB_O and mCYC_O and t he sl ave 
shoul d i mmedi at el y negat e sACK_I   

* /  
al ways {  sACK_I }  | => ( ! mSTB_O && ! m_CYC_O && 
! sACK_I )  
) @f ast _cl ock 

 

The top-level property is then phrased as follows: 

 
asser t   
f or al l  i  i n [ 0: ` NUM_OF_MASTERS- 1]  
f or al l  j  i n [ 0: ` NUM_OF_SLAVES- 1]  
r ead_wr i t e_cycl e_sl ave_r esponse( mWE_O[ i ] ,  
mCYC_O[ i ] ,  mSTB_O[ i ] ,  sACK_I [ j ] ,  sSTB_I [ j ] ) ;  

Use of tools 

Top-level properties were written according to the bus operations. For each 
operation, an initial set of properties was written using PSLText and then debugged 
with RAT (D1.2/4-5).  

We found the “one-click reference comment”  feature of PSLText helpful as it helps 
to keep connection between the PSL code and the English specification. We 
changed the comment template so it refers to section, page and regulation rather 
than the default template that refers to section, page, line and subject. 

We used RAT version 1.1.0 to simulate PSL properties. We found the concept of 
property simulation attractive as it allows a developer to debug her/his own PSL 
code easily, quickly and independently. The generated trace is clearly presented 
and the additional tree-view of sub formulas is useful. On the downside, we found 
out that RAT effectively supports only a narrow subset of PSL. For many PSL 
statements, RAT issued a parse-error message or an unsupported message and in 
other cases the tool ran for more than one hour. Many error messages were not 
specific and did not inform us where the problem lies. 

In this case study, we chose to concentrate on the idea of property simulation in 
RAT rather than on RAT usability. Thus, we worked around the lack of language 
support by rewriting PSL properties as necessary.  

RAT first shows the trivial trace, more interesting traces are generated after manual 
insertion of constraints. Most of our properties use suffix implication, so, the first 
trace disables both sides of the implication. It took us a few iterations to enable the 
left-hand-side of the implication before an informative trace was generated. More 
details about how RAT was used can be found in section 3.2 below. 

Integration of property visualization into IBM©s toolset 

The ideas of RAT (D1.2/4-5), especially property simulation, have a lot of value to 
users of PSL and PSL-based IBM tools.  Thus, we started to design and develop a 
feature similar to property simulation in RuleBasePE soon after starting this case 
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study. We called it property visualization in order to distinguish it from semi-
formal methods. A beta version will be available in 2006 and a production version 
will be available on 2007. IBM’s implementation employs a different algorithm 
than the one used in RAT hence traces generated by IBM’s property visualization 
tool differ from the traces that RAT generates.   

Results 
Number of properties developed: 56 properties, from which, 6 are assumptions, 17 
are assertions regarding top-level properties and 33 are point-to-point properties. 
The point-to-point properties are the building blocks of the assertions and the 
assumptions.  

LOC of specification: 370 

Comprehensiveness of property set: We believe all aspects of the protocol 
operation are covered in the specification. The following parts of the specification 
are not (and cannot) be covered in PSL: (1) the required documentation of the 
interface and (2) timing specifications such as RULE 5.10 (p.88) "The clock input 
[CLK_I] MUST have a duty cycle that is no less than 40%, and no greater than 
60%." 

Style: All formulas are written in the Foundation Language. The majority of 
properties (88%) are written using sequences and the suffix implication operators. 
Other FL operators are used in the rest of the properties.  

The purpose of property simulation is twofold:  to help the architect debug the 
specification itself (e.g. find contradicting demands), and to help the verification 
engineer correct the PSL code that describes the specification.  With respect to the 
first aspect, the Wishbone specification is well established and very well written, 
therefore no bugs in the specification were found. With respect to the second 
aspect, PSL errors and the correction process is discussed below. 

Common PSL errors found 

We describe below examples of PSL errors found in the Wishbone specification. 
For each instance, we show the erroneous version and the correct version.  

1.  Confusion between over lapping and non-over  lapping suffix 
implication. The original property mistakenly uses the non-
overlapping suffix implication operator.   
Original 
al ways {  r ose( RST_I )  }  | - >  
  {  ! mSTB_O[ +]  && { RST_I [ * ] ; ! RST_I } } @r ose( CLK_I )  
Correct 
al ways {  r ose( RST_I )  }  | =>  
    {  ! mSTB_O[ +]  && { RST_I [ * ] ; ! RST_I } } @r ose( CLK_I )  

2. Mistake the [* ] repetition operator  for [+]. The original 
property does not consider the scenario that CLK_I is asserted 
immediately after the assertion of RST_I with no intermediate 
clock cycles. 
Original 
al ways {  r ose( RST_I ) }  | => 
         { ( RST_I  & ! CLK_I ) [ +] ;  RST_I  & CLK_I }  
Correct 
al ways {  r ose( RST_I ) }  | => 
         { ( RST_I  & ! CLK_I ) [ * ] ;  RST_I  & CLK_I }  
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3.  Confusion between sequence concatenation operator  and 
sequence fusion operator . The original property does not 
consider the case where sACK_I is asserted at the last cycle of 
mCYC_O and mSTB_O.    
Original 
al ways  
{ r ose( mCYC_O && mSTB_O)  && CLK_I  }  | => 
{ { ! sSTB_I }  |  {  ( mCYC_O && mSTB_O) [ * ]  ;  
r ose( sACK_I )  } }  
Correct 
al ways  
{ r ose( mCYC_O && mSTB_O)  && CLK_I  }  | => 
{ { ! sSTB_I }  |  {  ( mCYC_O && 
mSTB_O) [ * ]  : r ose( sACK_I )  } }  

4.  Unclocked formula. The original property does not consider the 
clock. 
Original 
al ways {  CYC_I  && f el l ( STB_I )  }  | =>  
{ f el l ( ACK_O)  | |  f el l ( ERR_O)  | |  f el l  ( RTY_O) }  
Correct 
al ways {  CYC_I  && f el l ( STB_I )  }  | => 
      {  f el l ( ACK_O)  | |  f el l ( ERR_O)  | |  f el l  
( RTY_O) } @f ast _cl ock 

5.  Confusion between strong and weak suffix implication. 
Original 
al ways {  RST_I  }  | =>  

{  i ni t _st at e[ +]  &&   { RST_I [ * ] ; ! RST_I } } @r ose( CLK_I )  
Correct 
al ways {  RST_I  }  | =>  
{  i ni t _st at e[ +]  &&   { RST_I [ * ] ; ! RST_I } } ! @r ose( CLK_I )  

6.  Missing parentheses.    
Original 
al ways ! ( sERR_O && sRTY_O) | | ( sERR_O && 
sACK_O) | | ( sACK_O && sRTY_O)  
Correct 
al ways !  ( ( sERR_O && sRTY_O) | | ( sERR_O && 
sACK_O) | | ( sACK_O && sRTY_O) )  

7.  Confusion between a positive level and a positive edge of a 
signal.  
Original 
al ways ( { mCYC_O && mSTB_O}  | => 

{ { ! sSTB_I }  |  {  ( mCYC_O && mSTB_O) [ * ]  :   
{ sACK_O | |  sRTY_O | |  sERR_O } ) @f ast _cl ock 

Correct 
al ways ( { r ose( mCYC_O && mSTB_O) }   
| => 

{ { ! sSTB_I }  |  {  ( mCYC_O && mSTB_O) [ * ]  :            
( r ose( sACK_O)  | |  r ose ( sRTY_O)  | |  r ose( sERR_O)  
} } ) @f ast _cl ock  

8.  Confusion between inclusive and non-inclusive before 
operator . The original formula asserts that the acknowledgement 
and the clock may be deasserted at the same cycle. Inclusive until 
(until_) and non-inclusive until (until) cause similar mistakes.  
Original 
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al ways { r ose( sACK_I ) }  | => ( f el l ( ack_I )  bef or e_  
f el l  ( CLK_I ) )  
Correct 
al ways { r ose( sACK_I ) }  | => ( f el l ( ack_I )  bef or e 
f el l  ( CLK_I ) )  

9. Confusion between a sequence and a Boolean. The original 
property applies a sequence AND to Booleans. 
Original  
al ways{ r ose( mSTB_O) &&CLK_I } | => 
{ mCYC_O[ +]  && ( f el l ( mSTB_O) [ - >] : CLK_I )  }  
Correct 
al ways{ r ose( mSTB_O) &&CLK_I } | => 
{  { mCYC_O[ +] }  && { f el l ( mSTB_O) [ - >]  : CLK_I }  }  

R&D Value 
A lot of effort was spent on finding a generic way to write the specification – both 
for the idea and the way to implement the idea in PSL (using Verilog). The idea 
was to have a top-level property quantify over all slaves and masters using a 
property that describes the relation between one master and one slave 
interconnected point-to-point, as explained above. 

For example, assume the module MASTER is defined as follows. 

modul e MASTER( CLK_I , DAT_I [ 0: 31] , WE_O, . . . ) ;  
 
i nput  CLK_I , DAT_I [ 0: 31] ;  
out put  WE_O;  
wi r e CLK_I ;   
r eg DAT_I [ 0: 31] , WE_O;  
… 
endmodul e 

Using the above module definition of MASTER, and assuming 
NUM_OF_MASTERS is a defined constant, the definition of the masters array can 
take the following form in the Verilog flavour: 

wi r e [ 0: 31]  dat a [ 0: ` NUM_OF_MASTERS- 1] ;   
gener at e  
f or  ( i =0;  i < ` NUM_OF_MASTERS;  i ++)  begi n:  MSTRS  
        MASTER( CLK_I , DATA_I [ i ] , WE_O, . . . ) ;         
    
     end  

endgener at e 

And the top-level assertion will be written as follows: 

asser t   

f or al l  i  i n [ 1: NUM_OF_MASTERS]  

f or al l  j  i n [ 1: NUM_OF_SLAVES]  

r ead_wr i t e_cycl e_sl ave_r esponse( MSTRS[ i ] . MASTER. W
E_O, . . . ) ;  

Phrasing of the point-to-point property was done using as parameters the relevant 
signals of one master and one slave. Each such property usually involved 5-8 



62 ����  The case studies 

parameters. These parameters were later instantiated in the top-level properties. It 
was much less cumbersome if it was possible to pass as a parameter to the property 
a slave and a master, rather than the relevant signals of each. This is not possible in 
PSL, since the allowed parameters are one of the following: Boolean, bit, bitvector, 
numeric, string, sequence, property. An entire module may not be passed as a 
parameter. We suggest recommending the IEEE-1850 committee to consider 
enhancing the set of allowed parameters to include a predefined module.  

Productivity enhancements 
The main advantages of the property simulation tool, D1.2/4-5, are the following. 

Saving time. There is no need to wait for a reference such as a design or another 
verification model for debugging purposes. 

Saving work. Trivial PSL bugs are found by the developer and interactions with 
other verification tools are avoided. 

Figure �2.12-1shows a histogram of the number of drafts made until a correct 
property was found (including the correct version). For about half of the total 33 
point-to-point properties written, the original PSL property was found to be correct. 
For more than 10% of the properties, it requires more than 4 versions before a 
correct PSL statement was found.  
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Figure �2.12-1: Number  of tr ials unti l a cor rect PSL proper ty reached 

 

The results show that debugging is necessary, since about half the properties are 
wrong on the first draft. The alternative to debugging the properties using RAT 
(D1.2/4-5) is involving others to review them. The evidence is that careful review 
is necessary, as 10% of properties were wrong on the 4th draft. We estimate that 
such a careful review will take 1.5 PM whereas the debugging using RAT took 0.5 
PM, thus saved 1PM. If the properties are not debugged with RAT and a review is 
not taking place the bugs may find their way into a design built upon the PSL 
specification. Assuming the trivial bugs will be found along the way, it is very 
likely that the "tough bugs" will only be found at the verification stage, in this case 
the cost in terms of PM will increase significantly since a single tough bug can take 
many person months to solve. 

Non-measurable productivity enhancements: In addition to measurable 
quantities, there are other productivity enhancements that cannot be measured. The very 
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existence of well-designed development encourages verification engineers to use PSL as 
they get the feeling of working with a mature and well-established language. Graphical 
user interface and usability features make the development process easier and provide an 
enjoyable development experience. 
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3  Assessment of Tools 

In this chapter, we describe how the textual property specification tool [2],D1.2/6 
and the property simulation and assurance tool [3], D1.2/4-5, contributed in the 
individual case studies, and the results of specific exercises they were subjected to; 
and we give an overall assessment of their potential effectiveness. 

3.1 Textual Property Specification Tool 

Protocol Converter 
The text editor was used on the Protocol Converter, and found convenient and 
helpful to use as a matter of course.  

In order to assess its benefits in eliminating simple coding errors at the earliest 
stage, 50 properties were coded without the use of syntax highlighting.  

530 lines of code were written containing 1053 words in 11514 bytes. The number 
of errors found when parsing the code before running the properties was 6, of 
which 4 would have been detected by the syntax highlighter. 

No further errors were found while running the properties. 

This indicates that, if a text editor were not used, approximately 12% of properties 
would contain simple syntactic errors; whereas if a text editor is used, 
approximately 4% would. 

Memory Interface 
PSLText was used on all the PSL code, and brought nothing but advantages. It 
provides for free i.e. without any effort from the user, a well-organized code with 
the PSL keywords colored and a clean indentation. Colorization permits to avoid 
and / or correct typos involving the PSL keywords. The well-formedness of the 
code in terms of number of parenthesis is also checked on the fly. Because of all 
these advantages, this feature is now integrated in our default flow. 

Memory Controller, Bridge, AMBA 
PSLText has been extremely effective in speeding up code writing and re-writing 
thanks to its smooth integration with (X)Emacs font-lock (i.e. the syntax 
hightlight), and outline modes (with which, by ad-hoc defining a couple of file or 
major mode dependent variables it is possible to control code “ folding”  so that, for 
instance, only vunits/vmodes/vprops are left visible by default). Its 
complementation with the dynamic completion feature of the Editor, and with a 
preliminary run of etags to build up a table recording file -> vunit mapping makes 



Case Studies in Property-Based Requirements Specification 
 Assessment of Tools ����  65 

of it an almost perfect RAD for PSL coding. If one more function, able to read 
RBPE accessory files, and from there derive signal names occurring in the DUV 
was added, it would be possible to have a perfect name completion all from within 
(X)Emacs. Having the same set of features also available for VIM would have 
made it the complementary writing tool of choice for  the 100% of our team. 

SOC Interconnection Architecture 
PSLText was used for the development of PSL specification of Wishbone. The tool 
main advantage was in bugs prevention rather than debugging already existing 
bugs. The automatic indentation kept PSL code readable and contribute to the 
quality of the code. We found that PSLText is user friendly, mature, robust and 
suitable for universal use. 

General assessment 
PSLText is a simple tool, but it rates High for maturity, robustness and ease of use. 

3.2 Property Assurance and Simulation Tool 
(RAT) 

SLIM Core Processor, Protocol Converter 
For explanation about the usage of RAT inside the named case studies refer to the 
“Tools Used” subsection of, respectively, Section �2.3 (p.11), and Section �2.4 
(p.15). 

Transport Front End 
RAT v1.0 was used on two components of the Transport Front End.  

First, property assurance was applied to one subblock of the input block, as 
described in section 2.6 above. The properties for this block, plus the modelling 
code, were rewritten in an LTL style for use as input to RAT, resulting in 159 
requirements. There was a single assertion, stating that if a specific well-formed 
packet arrives at the input interface of the block, it does leave at the output 
interface.  

The proof that this assertion does follow from the requirements took 10 minutes for 
a 30-cycle check using the SAT algorithm. The BDD algorithm did not terminate 
within an hour, and is not recommended for this sort of task. As a sanity check, the 
proof was attempted twice with one or other of the requirements missing, and the 
proof did indeed fail as expected, with counterexamples being found within the 30-
cycle limit.  

The large number of requirements turned out not to be a problem from the 
computational point of view, and the tool was able to handle the very long 
expressions that arise from this number of requirements. Two points were noted: 

1. Having all the requirements (including those not relevant to the assertion) 
in a single expression reduces the opportunities for using cone of influence 
to simplify the computation.  

2. The display of traces needs to be improved, as it breaks down with this 
number of requirements. 
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The entire input block has 9K lines of PSL code, and it was not practicable to make 
all the changes that would be needed for RAT. If similar high-level assertions had 
been checked for the whole input block as for the subblock, then it would have 
been detected that 4 further properties were required in addition to the 230 in the 
first version of the PSL spec. In fact, the process of review of this first version by 
reference to a high-level specification (not in PSL) showed that 10 further 
properties were required: the other 6 were concerned with special cases that might 
not have been covered in the assertions used for property assurance. 

In summary, this method of testing specific high-level assertions against the set of 
requirements in the PSL specification is a viable use model for RAT.  It does not 
replace the need to increase the range of designs for which we have systematic 
ways of organizing properties, as we still need at some point to have either a 
reference specification or a systematic validation plan for the set of PSL 
requirements.  

The property simulation part of RAT was used on the PID filter block in the 
Transport Front End. An example of a property that it was desired to simulate is  

Asser t  { [ * ] ;  r eq[ +] ;  r eq & ( r eq_i d = 2) ) ;   

( r eq & ! ( r esp & ( r esp_i d = 2) ) [ +]  ;  gnt )  | - >  

{ dat a  = val }  ;  

where the first version of the property had an error, using [* ] (zero or more 
repetitions) instead of [+] (one or more repetitions), which was only discovered 
when the property was checked on the design.  

The property simulation tool was found to work robustly, and to give traces as 
expected for LTL properties. In the case of the property above, support for the [* ] 
and [+] language features in the left-hand side of a suffix implication was not 
sufficient to provide traces distinguishing between them.  

A number of small suggestions about window size, options for controlling the 
behaviours to be displayed, etc., were made to the developers.  

Bus Protocol 
RAT property assurance was used for one specific purpose.  

In the version of the STBus protocol before it was revised in the case study, there 
was a property saying that header information is constant from the time a request is 
asserted until the end of a packet. This is more expensive to check in simulation 
than it need be, because it has to be checked every cycle that the request is high – 
while it could just be checked when there is a new request, since there is already a 
property saying that header information is constant from the time a request is 
asserted until it is granted. So the property was changed in the new version:  

Old version:  

Property A: Header information constant while request asserted until grant 

Property B: Header information constant from request to end of packet 

New version: 

Property A: Header information constant while request asserted until grant 

Property C: Header information the same when a request is granted and it’ s not 
the end of the packet as on the next occasion when there’s a request. 

Although B and C are not equivalent properties, the combination of A and B is 
equivalent to the combination of A and C. This was proved using RAT – first 
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taking A and B as requirements, and C as an assertion; then taking A and C as 
requirements, and B as an assertion. The proof was almost immediate (BDD 
algorithm).  

This technique can be useful when we already have a golden reference 
specification, which has been subjected to much review and validation, and we 
want to make changes. Because the change has been validated by RAT, there is no 
need for another round of review of the complete specification. 

Memory Interface 
The RAT property assurance tool was used to relate the two property frameworks 
developed for the pass through functionality. The model based property code was 
translated into an equivalent set of non-deterministic signals and declarative 
statements. This constitutes the set of requirements against which were checked the 
high level view properties considered as assertions. Under a practical viewpoint, it 
was necessary to restrict the signals types to boolean and enumerated which are the 
sole types actually supported by the tool, as well as to operate adaptations to the 
supported forall syntax. While the use of the BDD based engine was not 
conclusive, becoming stuck at the tableau generation stage, the SAT engine was 
successfully usable up to 100 cycles for score board depth of 4 and bus size of 1.  

The RAT property simulation tool was only used on distinguished properties of the 
buffer as some rewriting effort was necessary to get the considered properties 
tractable by the tool at the price of a lower readability or a more difficult 
exploitation. Typical examples of needed adaptations were translation of the = non-
consecutive repetition operator, explicit replication in replacement of forall, 
expansion of bus signals into Boolean ones, homogenisation of the style either pure 
LTL or sequence based style. For each property, it was only possible to debug their 
temporal layer as the modelling layer is not supported. This is an important 
enhancement to address as a lot of property bugs are nested in their modelling 
layer. One can regret that the presence of the *  (contiguous repetition operator) in a 
property disables the helpful feature which unfolds a formula into sub-formulae. 
Two issues in the developed code were found by the RAT simulation campaign: a 
logical mistake (missing inversion or negation involving a signal), and a bad events 
sequencing (use of the suffix implication instead of the next suffix implication). 
Also two additional deliberate corruptions were operated on the developed code to 
confirm that the RAT property simulation tool would have shown them and the test 
was conclusive. One mutation consisted in replacing the *  repetition operator by 
the + one in the right hand side of a property. The other mutation consisted in 
omitting the ending ! of a strong suffix implication.  

The memory interface designers had the opportunity to use the RAT tool. Their 
feed-back was very positive on the underlying concept of its simulation part. The 
waveform based visualization of property was perceived as very helpful as well as 
the analysis features of property built-in blocks.   

Memory Controller, Bridge 
RAT is surely a useful tool to start playing with PSL; unfortunately a set of points 
have prevented its significant application in the named case studies 

�  Excessive conciseness both in property assurance and in property 
simulation modules’  PSL diagnosis penalizes it as soon as the malformed 
properties tried contains more than one occurrence of the lexem reported to 
cause a syntax error. 
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�  Lack of signal role distinction (input, output) both in terms of visual 
aspects (e.g.: usage of different colors) and in terms of roles played in 
property simulation (e.g.: interesting traces can emerge when the frequency 
of variations of elements of one class is much higher than those of the 
other). 

�  Ease of use need improvements (why have I to explicitly check the 
consistency flag? Couldn’ t the tool, by default, do it for me only once 
every first  time I make a check after I changed my requirements set?) 

�  Lack of support for the PSL modeling layer (in spite of being NuSMV able 
to digest GDL almost straight or with very little adaptations). 

�  Lack of support for arrays 

�  Lack of textual input reading (surprisingly, again, as NuSMV has it). 

All those are much more signs of tool’s youth rather than real conceptual limits, 
and is well known that the devil lies in the details, and tjat RAT was not meant to 
be an essential tool in designer’s hands, but as a matter of fact the tool cannot be 
used proficiently in an industrial context to date. 

SOC Interconnection Architecture 

Number of simulation iterations 

We use RAT to simulate all 47 point-to-point properties of the Wishbone 
specification. Figure �3.2-1 shows a histogram of the number of property-simulation 
iterations. The horizontal axis shows the number of iterations and the height of the 
bars shows the number of properties. The chart shows that all properties ran for 
more than one iteration, this coincides with our observation that RAT shows the 
trivial trace first. Over 40% of the properties ran less than 5 iterations. Those, 
relatively simple properties were verified by toggling each signal that appears in 
the formula. In the other end, for less than 10% properties it took more than 8 
iterations to complete the debugging process. For those properties, we tried several 
PSL versions until the correct phrasing was finally found.  
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Figure �3.2-1: Number  of proper ty-simulation iterations 

RAT presents traces in a both intuitive and informative way. The trace is clearly 
divided into a finite head and infinite tail, a full tree of sub-formulas is available 
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and the analysis window allows advance insight. We used RAT versions 1.0 and 
1.1.0 and we found that these distributions do not meet industry-production level. 
Only a narrow subset of PSL is supported and some properties run forever.   

General assessment 
Property simulation meets an important use requirement, but the range of language 
support needs to be increased. 

Property assurance has been used effectively in specific cases to prove that one set 
of properties can be substituted by another. 

Maturity: Low (more language coverage needed) 

Robustness: High (better than average for a tool this stage of development, only a 
few minor failures when the tool’s capabilities were stressed) 

Ease of use: Medium (additional features would increase the tool’s potential 
uptake)  
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4  Specification Strategies 

In this chapter, we describe strategies for organizing property specifications that 
have worked for representatives of various types of design, and can be used on 
other similar designs. 

4.1 Bridge Designs 

The Protocol Converter (section 2.3) is a typical bridge design, where packets are 
transferred from one end to the other and have to conform to the respective 
protocols, while the content remains the same; and for every request packet in one 
direction, there is a corresponding response packet in the other direction.  

The unit of information transfer in this case is a packet; each packet has certain 
control signals and a number of data cells.  

In this design, there are no configuration or status registers; all configuration is 
done before the hardware is created. The properties all concern either compliance 
with the protocol, or correspondence between incoming and outgoing properties. 
We indicate here how they can be classified. This list covers the passage of request 
packets through the converter; there is a similar list for response packets.  

Acceptance properties 
The Generic Converter must respect the protocol for accepting packets presented to 
by the initiator interface. 

Control signal transfer properties 
These properties check that the same packets are started at the target interface that 
were started at the initiator interface (and in the same order) and that the Generic 
Converter doesn�t generate unsolicited packets. 

Packets are transferred 

For every packet started at the initiator interface there must eventually be a unique 
packet started at the target interface.  

For every packet started at the target interface the control signals must equal those 
of the packet started in corresponding order at the initiator interface. 

No unsolicited transfers 

For every packet started at the target interface there must be an outstanding packet 
that has started at the initiator interface. 
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Control signal protocol properties 
These properties check that once a packet at the target interface has started it will 
continue and complete correctly. The details of these properties are not included 
here as they will vary according to the particular protocol 

Data signal transfer properties 
These properties check that all the data and data enable signals within a packet are 
transferred correctly and that the Generic Converter doesn�t generate unsolicited 
data cells. 

Data is transferred 

For every store packet started at the target interface the data signals must be equal 
and correctly aligned to those of the corresponding packet which was started at the 
initiator interface. 

Byte enables are transferred 

For every store packet started at the target interface the data signals must be equal 
and reflect the correct alignment to those of the corresponding packet which was 
started at the initiator interface. 

No unsolicited cells 

For every store cell started at the target interface there must be an outstanding cell 
(or in the case where the target interface has a larger bus size than the initiator 
interface then there must have been the corresponding number of outstanding cells) 
that has started at the initiator interface. 

 

The specification of the design includes not just the properties that it must satisfy, 
but also the assumptions that may be made about the behaviour of the environment. 
For bridge designs like this, the environment assumptions are straightforward. 

Environment assumptions 
The environment under which the Generic Converter is expected to operate 
correctly is that the requests issued at the initiator interface form legal packets 
obeying the bus protocol and that the responses issued from the target interface not 
only form legal response packets but also correspond to previous request packets. 
All of the properties below are expected to hold under these assumptions. 

4.2 Pass-through designs 

The buffer and parallel interface blocks in the Memory Interface, and the Random 
Number Interface IP, are cases where data passes from ports at one end to ports at 
the other, and the behaviour is influenced by control registers. The specification 
can be divided as usual according to the methodology document “Property-Driven 
Specification of VLSI Design”  [4], D1.1/1, into properties concerning interface 
protocols, performance and high-level functionality; the high-level functionality 
can further be divided into properties about registers and properties about end-to-
end functionality. 
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For each register, there should be a property saying that a read always returns the 
value of the most recent write (also taking account of “ internal”  writes to status 
registers following events in the design). Further, if a write to a register triggers an 
event in the design, there should be a property to capture this.  

The end-to-end functionality depends on the specific design. Commonly, data will 
enter at an input port, and must leave at an output port, possibly having undergone 
some transformation. A small amount of code can be written to keep track of which 
outputs correspond to which inputs; then there should be properties saying that the 
output data is either equal to the input data (if that is the requirement), or has been 
correctly transformed from the input data. In specifying the end-to-end 
functionality, one has to pay attention to the precise requirements. For example, the 
end-to-end functionality of the random number generator calls for PSL properties 
specially contrived for that design. 

If there is only one input port and only one output port, these properties will cover 
the behaviour of the design, though there may be other output signals (typically 
signalling something about the state of the design) whose expected behaviour 
should have been described in the informal specification, and must be captured by 
properties. If there are more ports, properties about routing and arbitration are also 
required. 

4.3 Chains of pass-through designs 

The Transport Front End (Section 2.6) contains an input block, in which packets go 
through four stages with no feedback between the stages. The following method 
can be used in systematically developing properties to ensure that data passes 
through all the blocks correctly. 

 

For each subblock in the flow, identify the events that signify entry or exit of data 
into or out of the subblock, and the associated data values. Write properties that 
express 

�  the correspondence between the events of entering or and leaving, and the 
conditions under which there is no exit event corresponding to the entry of 
some data; 

�  the way the data associated with the input event is transformed into the 
data associated with the output event. 

Also identify the conditions that ensure that the output event occurs. 

Demonstrate how, for each adjacent pair of subblocks,  

�  the exit event from one subblock corresponds to an entry event to the next; 

�  the data values that leave one subblock, and any information associated 
with them, are the same as those entering the next; 

�  the next subblock provides the conditions required to ensure that exit 
events from the current block occur. 
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4.4 Arbiters 

In various case studies such as the TriCore2 L/S unit, arbiter blocks are a relevant 
part of the control logic. For these a systematic strategy of specifying properties 
can be clearly identified: 

�  identify the arbiter’s main states, such as “ idle”  or “active” , as well as the 
operations possible in each state. 

�  Operations can be such as get_request, grant.  

�  Write a property for each operation. It consists of an implication whose left 
hand side specifies the state enabling this operation as well as the 
triggering inputs, and whose right hand side is the resulting behaviour. 

�  Write a property for the idle state, i.e. no other operation taking place. 

�  Specify the reset behaviour in a separate reset property. 

When this approach is applied with care, the resulting property set will fully cover 
the arbiter’s behaviour and serve as a reliable formal specification. 

4.5 Processors 

Two small processors (SLIMCore, PP32) as well as a part of a large one 
(TriCore2) were formally specified within these case studies. 

The following approach proved viable: 

�  Write one property for each instruction. In order to avoid redundancy, 
instructions of similar nature (such as arithmetic instructions) can be 
combined into one property.  

�  Properties have a high-level and a low-level view. 

�  The high-level view describes the programmer’s model of the processor, 
abstracting from the implementation details. 

�  The low-level describes the actual implementation including relevant parts 
of the bit-level representation. 

�  The two views are connected by mapping functions, expressed in the PSL 
modelling layer – these map e.g. a high-level concept like a register 
location to the physical register, taking into account the forwarding 
mechanism. 

�  The high-level view is sufficient for simulating the processor model, as 
well as for reviewing the properties. 

�  The low-level view is required for verification, but is fail-safe in the 
following sense: if the verification engineer makes a mistake in the low-
level view, the properties will fail. I.e. no false positives can occur.  

4.6 Protocols 

Guidelines for writing a specification for a protocol describing the interconnections 
between several IP core modules:  
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Define the environment in a generic way as follows:  

�  Identifying the distinct IP core modules 

�  For each distinct IP core M define a parameter NUM_OF_M specifying 
how many such IP cores are in the environment.  

�  For each distinct IP core M, define an array of NUM_OF_M instances of 
this IP core and/or arrays of length NUM_OF_M for each signal of module 
M. 

Write the PSL properties in a generic way as follows: 

�  For each distinct IP core M, write PSL properties (to be assumed or 
asserted). The module signals that participate in the property should be 
passed as parameters to the property. 

�  For each distinct IP core M, write assumptions or assertion quantifying 
over all NUM_OF_M modules by sending as parameters the i�th element of 
the arrays of the module�s signals participating in the property.  

�  For each group of distinct IP cores interacting (say M1,M2 and M3). Write 
a parameterized property (to be assumed or asserted) describing the correct 
interaction. The modules signals should be passed as parameters to the 
property. The property should be phrased to pass vacuously in case the 
instances of the modules are not connected or are connected but do not 
interact at a given moment. For example, when considering master and 
slaves modules, the property should pass vacuously if the given master did 
not request the given slave. 

�  For each group of distinct IP cores interacting (say M1,M2 and M3) write 
assumptions or assertion quantifying over all NUM_OF_M1, 
NUM_OF_M2, NUM_OF_M3 modules by sending as parameters the i�th 
element of the arrays of these modules� signals participating in the 
property.  
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5  Conclusion 

The case studies have demonstrated that property-based specifications can be 
constructed for designs currently being developed in industrial system-on-chip 
project, and can be used as a basis for verification – as a first-choice process, and 
not just as a supplement to other processes. 

In this chapter, we recall the set of questions from Chapter 1, and present responses 
arising from experience in the case studies. Finally, we report on the productivity 
benefits of property-based specification in the case study applications. 

5.1 Questions and Answers 

Specification methodology 

�  Q: What benefits are there in terms of early specification issues? 

�  A: As seen in the Bus Protocol and SOC Interconnection Architecture case 
studies, entire protocols can be specified independently of any implementation. 
The formal specification enables, for example, tools to be developed for 
checking protocol compliance. 

In the Random Number Generator case study, where property specification 
started at an early stage of design development, a major change in the 
microarchitecture at a late stage was avoided through clarification of the 
interpretation of a reference document in the course of developing a formal 
specification. 

 

�  Q: What information is needed for a property specification? 

�  A: As seen in the Memory Interface case study, rules about how software may 
use registers are needed for the assumptions in a property specification, and are 
often missing or only partially explained in informal functional specifications. 

Clarifying the precise significance of register values was also seen to be 
important in the Transport Front End case study – including specifying whether 
external writes or internal updates to status registers have precedence. 

 

�  Q: When have we written enough properties? 

�  A: This has been a focus of most of the case studies.  
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When the informal specification is already organized into rules and other 
guidelines, as for the SOC Interconnection Architecture, this organization can be 
taken as a starting point.  

For the Wishbone specification the task of writing properties took 2 phases. In the 
first phase the PSL specification follows the English specification. The Wishbone 
specification is phrased in terms of Rules, Recommendations, Suggestions, 
Permissions, and Observations (we term these entities regulations). Therefore we 
tried to write a PSL assertion/assumption for each rule. For the other regulations 
we tried to refine the written properties. In the second phase we wrote high-level 
assertions describing the general functionality of the protocol. 

Otherwise, when no automated solution is available for determining the 
completeness of a set of properties, the following approach helps to assess the 
status:  

�  Create properties capturing the informal specification, i.e. using the 
same abstraction level as that.  

�   Review these properties against the informal specification, checking 
whether every requirement is covered by at least one property. 

The applications in the case studies have shown that it is possible to write readable 
property specifications, in which there is a clear correspondence between the 
informal or architectural specification and the properties. This has been particularly 
successful in the case of processor pipelines. 

The examples presented in this document also provide references that can be used 
in developing property specifications of similar designs. As experience with 
particular classes of designs grows, so does knowledge of how to construct their 
specifications. 

 

�  Q: For typical classes of designs, what is the best way to organize property 
specifications? 

�  A: There are examples in Chapter 4 of this document. 

 

�  Q: How can properties be classified in terms of interfaces and transactions? 

�  A: The Protocol Converter and Memory Interface case studies show how 
to write properties about transactions passing from an input to an output 
port. These are in addition to single-interface properties concerned with the 
protocol. 

 

�  Q: How can properties be reformulated for bounded model checking? 

�  A: The issue is here that an interesting property often extends over an 
unbounded number of cycles, and thus cannot directly be handled by 
bounded model checkers. 

Several ways to approach this problem have been analysed in the TriCore2 
Processor case study. 

1. Breaking up 

Pragmatically, unbounded properties can in most cases be handled by breaking 
them up into smaller ones. 
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E.g. for specifying an unbounded number of wait states, one property specifies in 
two cycles that the state does not change if the triggering event does not occur, and 
a separate property specifies what happens after the triggering event. Together, 
these are sufficient to cover an unbounded wait, because the first property can be 
applied arbitrarily many times. 

2. Reduce generality 

Another pragmatic solution is replacing the unbounded “* ”  by a bounded one. This 
loses the full generality of the formal proof, but it is still more powerful than 
standard simulation, and can often lead to efficient bug-finding. 

3. Induction 

Finally, using induction on the length of a trace, it is possible to fully prove 
unbounded properties. This is well known, but some non-trivial issues occur when 
global assumptions are used. Ongoing work aims at a general method to use 
induction for extending the power of bounded checkers. 

Support for designers 

�  Q: Where is the simulation/assurance tool most effectively used? 

�  A: The simulation tool is valuable for relatively inexperienced design or 
verification engineers who need confidence that their coding is correct. 

The property assurance tool is useful in systematic property specification by 
experienced verification engineers.  

 

�  How long does it take before being satisfied with properties? 

�  A: As shown in the SOC Interconnection Architecture case study, for 10% of 
properties it takes at least 4 drafts before they are correct 

 

�  Q: What sort of errors does the property simulation tool typically find? and 
miss? 

�  A: It finds errors such as getting the endpoint of a sequence wrong: counting 
the wrong number of repetitions, or starting the second sequence at the same 
cycle as the first, rather than one cycle later (as in the Memory Interface case 
study).  

It needs more development to capture all features related to unlimited 
repetition (*). 

 

�  Q: What features do users like? What additional features would they like? 

�  A: Users like the features of the property simulation tool that allows them to 
request traces with additional constraints.  

They would like fuller support for all different ways of writing properties in 
PSL. 

 

�  Q: How can it be made easy to use properties in both formal verification and 
simulation? 
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�  A: Many property specifications require the use of modelling code, whose 
reusability is limited in simulation. In the Bus Protocol case study, verification 
components were developed for standard protocol properties, where the 
properties were embedded in ordinary Verilog modules, which could be used 
with either simulators or model checkers. 

Improved verification 

�  Q: How far can there be a tool-independent specification strategy? 

�  A: In the SLIM Core Processor case study, properties were formulated with 
both the IBM and OneSpin static checkers as target verification tools. It was 
found that some styles were better suited to one tool than the other, although 
the properties were recognizably equivalent: the difference was a matter of 
style rather than the sort of property.  

Use of PSL spec 

�  Q: What are good examples of use of refinement by property assurance? 

�  A: Property assurance was used in the Memory Interface case study to check 
that a detailed specification involving modelling the internal functionality 
implied the satisfaction of several high-level properties.  

It was used in the Bus Protocol case study to prove equivalence of two small 
sets of properties. 

 

�  Q: What can you not say in PSL? 

�  A: Four classes of things you can’ t say in PSL were noted 

1. Language features that would be convenient, but are not currently in the 
language. If appropriate, enhancement requests were made to the IEEE-
1850 committee, for example in the SOC Interconnection Architecture case 
study. 

2. Statements about the behaviour of the design at a level of abstraction 
below cycle or asynchronous event level. In most cases, no occasion to 
want such statements arose; but in the SOC Interconnection Architecture, a 
rule about clock timing was beyond the scope of the PSL spec.  

3. Statements saying something about how some signals in the design depend 
on others, for example that randomness is preserved in the Random 
Number Generator. It may be that such statements can be shown to follow 
from properties that can be expressed in PSL.  

4. Statements that are not about the design at all. For example, the meta-
property: “ the property set covers the complete functionality of a module”  
is outside the scope of PSL, although it is highly relevant from a practical 
perspective, as well as accessible to formal analyses.  

 

�  Q: What is a good way to relate PSL to parts of the spec not in PSL? 

�  A: Mathematical reasoning was used in the Random Number Generator and 
Transport Front End case studies, in the one case to prove that certain PSL 
properties imply properties about randomness, in the other to prove that a 
collection of lower-level properties about relationships between signals imply a 
few higher-level properties about relationships between streams. 
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5.2 Productivity Benefits 

The benefits of property-based specification to the productivity of the design 
process are of two types: 

�  Direct – reduction of the effort required to produce a specification fit for a 
given purpose 

�  Indirect – the contribution that the existence of a property-based 
specification makes to processes further down the line: design, verification 
and reuse 

In this section, we report on the direct benefits observed in the case studies, though 
we should not forget the equally, possibly more important indirect benefits – for 
the Protocol Processor, the subsequent 40% reduction in verification time and 
elimination of 20 bugs; for the SLIM Core processor, the readability of the 
specification, which increases the frequency at which regression tests can be 
updated following specification changes; for the Bus Protocol, the possibility of 
developing reusable checks for all modules using the bus.  

Figures or estimates for comparison with other pre-verification specifications are 
available for the Protocol Processor, the Protocol Converter, the Random Number 
Generator, the Transport Front End and the Memory Interface. In the case of the 
Bus Protocol and the SOC Interconnection Architecture, such comparisons do not 
apply, as there is no design, only a protocol. There are no measurements for 
alternative specification methods available for the TriCore2 processor, the Memory 
Controller, the Bridge, or the AMBA Infrastructure; and for the SLIM Core 
Processor, the activity focused only on parts of design, for which measurements 
from previous testbenches cannot be isolated.  

In all cases except the Protocol Processor, the comparison figures are for the 
development of an environment suitable for high-quality verification, allowing 
close control of stimuli so as to give comprehensive coverage of the design, and 
checking all required features, either individually or by reference to a model. Such 
an environment provides a good comparison with a property-based specification, 
which is also the basis for high-quality verification. We will analyze the 
comparisons with verification environments (testbenches) below, and will consider 
the Protocol Processor separately.  

Table �5.2-1collects the measurements from the case studies reported above, 
including for the Transport Front End both the figures for the individual blocks and 
those for the IP as a whole. 

Design Lines of 
Code 

Testbench 
effort 

Person-weeks 

Property-
based effort 

Person-weeks 

% gain 

Protocol Converter 11K 3 3 0% 

Random Number 
Generator 

2K 8 6 25% 
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Transport Front End 

Input Block 

3K 16 13 19% 

Transport Front End 

DMA 

2.5K 12 15 -25% 

Transport Front End 

Arbiter 

4K 3 2 33% 

Transport Front End 

PID Filter 

4.5K 3 2 33% 

Transport Front End 

SRAM Interface 

1.5K 2 1 50% 

Transport Front End 

Whole IP 

(includes all blocks 
above) 

15.5K 36 33 8% 

Memory Interface 

Bus Interface Type 1 

0.3K 0.4 0.4 0% 

Memory Interface 

Bus Interface Type 2 

0.8K 0.4 0.4 0% 

Memory Interface 

Buffer 

0.7K 1 1 0% 

Memory Interface 

Parallel Interface 

1.8K 5 5 0% 

Table �5.2-1: Testbench and proper ty specification effor t. 

The whole Transport Front End is much larger than the other blocks, and comprises 
several components. Considering the Transport Front End as a whole, the average 
improvement across all designs is 4%.  Considering each of the pieces of the 
Transport Front End separately, the average improvement across all designs is 
12%. The only one of the designs for which there is a deterioration is the DMA. 
This is also the design where there is most scope for obtaining better results given 
more experience: for the other designs, the methods for property specification are 
now well understood, whereas with hindsight, different approaches might have 
been taken for the DMA. We note that, in the case of the Bus Protocol, there was a 
reduction from 4 months to 2.5 months between specification efforts on different 
but comparable protocols, thanks to the experience on the first protocol. With 
better understanding of how to tackle the DMA, we would look for a similar 
reduction, from 15 weeks to 9 or 10. Compared with 12 weeks for the testbench, 
this would be consistent with the overall double-figure average. 
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In the case of the Protocol Processor, the comparison was with a simpler 
specification (datasheet), where the extra quality of the property-based 
specification involved 30% more effort. We expect that, using a measure 
comparable to the other designs, the direct benefit for pipelines such as the 
Protocol Processor, which has 11K lines of code, would be in line with the figures 
above. For the datasheet specification took 1.5 months of effort, compared with the 
2 months for a formal specification. It would be surprising if a high-quality 
verification environment took less than 50% longer to develop than the datasheet 
specification, i.e. less than 2.25 months. The formal specification took 10% less 
than this.  

In summary, we expect that, given equal experience on all designs, a consistent 
improvement averaging at least 10% can be obtained on designs of the type in 
these case studies – arbiters, controllers, pipelines, single-block pass-through 
designs, etc., of size not more than about 10K lines of code. This is the direct 
productivity benefit in the specification process; indirect benefits come on top of 
that.  

 



82 ����  References 

6  References 

[1]   G.Auerbach and D.Fisman. A PSL Specification for WISHBONE System-on-Chip 
(SoC) Interconnection Architecture for Portable IP Cores, October 2006. Annex of 
Prosyd D1.4/1 

[2]    E. Bendersky and A. Orni. Textual Property-Based Requirements Specification 
Tool, December 2005. Prosyd D1.2/6. 

[3]   R. Bloem, R. Cavada, C. Eisner, I. Pill, M. Roveri and S. Semprini. Manual for 
Property Simulation and Assurance Tool, November 2005. Prosyd D1.2/4-5. 

[4]   C. Eisner, A. Fedeli, M. Moulin and S.Ruah. Property-Driven Specification of 
VLSI Design, May 2005. Prosyd D1.1/1. 

[5]   M. Farkash, A. Fedeli, L. Gluhovsky, A. Maggiore, A. McIsaac and V. Preis, 
Reuse-Aware Property Specification, December 2004. Prosyd D1.1/2. 

[6]   FIPS 140-1. Security Requirements for Cryptographic Modules, National Institute 
of Standards and Technology, 1994. 

[7]   R. M. Gott, J. R. Baumgartner, P. Roessler and S. E. Joe. Functional Formal 
Verification on Designs of pSeries Microprocessors and Communication Subsystems. 
IBM Journal of Research and Development 49(4/5), 2005. 

[8]   IEEE Standard for Property Specification Language (PSL). IEEE Std 1850TM-
2005.  

[9]   RAT�s web home is http://rat.itc.it 

[10]  Simply RISC web page: http://www.srisc.com 

[11]  WISHBONE System-on-Chip (SoC) Interconnect Architecture for Portable IP 
Cores. Revision B3, release on September 7, 2002. 
http://www.opencores.org/projects.cgi/web/wishbone/wbspec_b3.pdf 

[12] JEDEC STANDARD, Double Data Rate (DDR) SDRAM Specification, JESD79E, 
May 2005. 

[13] JEDEC STANDARD, DDR2 SDRAM Specification, JESD79-2B, January 2005. 

[14] Advanced Risc Machine, AMBATM Specification, Rev. 2.0 (ARM IHI 0011A), ARM 
Limited, 1999. 


